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Introduction

The quest for higher performance via deep pipelining (for high clock rate) and speculative,
out-of-order execution (for high IPC) has yielded processors with greater performance, but at the
expense of much greater design complexity. The costs of higher complexity are many-fold, in-
cluding increased verification time, higher power dissipation, and reduced scalability with process
shrinks/variations. The Workshop on Complexity-Effective Design (WCED) was founded with the
intention of bringing together microarchitects, circuit designers, performance modelers, compiler
developers, verification experts, and system designers to discuss and explore hardware/software
techniques and tools for creating future designs that are more complexity-effective.

A complexity-effective design feature or tool either (a) yields a significant performance and/or
power efficiency improvement relative to the increase in hardware/software complexity incurred;
or (b) significantly reduces complexity (design time and/or verification time and/or improved scal-
ability) with a tolerable performance and/or power impact. The papers and keynote talk in this
year’s WCED program address both of these themes.

We wish to thank Sally McKee, the Workshops Chair, and the other ISCA organizers that
allowed us to offer the workshop, the WCED Program Committee (Iris Bahar, Alper Buyukto-
sunoglu, George Cai, Babak Falsafi, Keith Farkas, Antonio Gonzalez, Gokhan Memik, Chuck
Moore, and Subbarao Palacharla), all those who reviewed papers, and all workshop authors and
presenters. We welcome any and all feedback that will help us improve WCED in future years.

Dave Albonesi
Pradip Bose
Diana Marculescu

WCED Co-Chairs



Keynote Presentation

Complexity-Effective Processors in the Nanotechnology Era

Antonio Gonzalez
Universitat Politecnica de Catalunya

Intel-UPC Barcelona Research Center

Abstract: We have just entered the era of the nanotechnology, in which we can build chips whose
components have sizes smaller than 100 nm. Technology projections anticipate that minimum
feature size will keep decreasing in the forthcoming decade by a factor similar to the one experi-
enced in the past. This will allow us to design chips that are faster and include richer functionality
but at the same time, it is going to affect the way microprocessors are designed. New challenges
will appear in these future designs that require innovative ideas to produce complexity-effective
designs and maximize the benefits we can squeeze from this technology evolution. In this presen-
tation we will highlight some of the main research efforts in processor microarchitecture that are
likely to be key to address these challenges: reducing energy consumption, improving heat dis-
sipation, dealing with the increasing wire delays, finding alternative sources of parallelism other
than instruction-level, and handling the increasing process and operational variations.
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Abstract— In microarchitectural design, conceptual simplicity
does not always lead to reduced technological complexity. VLSI
design offers several standard structures which get very inef-
ficient when they are scaled up. For instance, the superscalar
OOO processing model is conceptually simple – with the control-
flow oriented front-end and the dataflow oriented backend – but
simply scaling the structures in this architecture for wider issue
soon shows several bottlenecks, particularly related to power and
timing issues,

In this paper we propose a superscalar architecture obtained
after identifying the register file as a core bottleneck structure of
a microprocessor and replacing it with a more efficient modelthat
also scales better. Taking into account the status of the registers
and the source of operands we redesigned the microarchitecture
around a distributed set of Register Files and an extended
Instruction Queue.

We compare our architecture to widely used superscalar
architectures using either a central physical/architectural register
file or a Future File. We found that the traditional Future
File architecture is much less scalable than ourPromotional
Architecture. With a 256-entry ROB, the Future File Architecture
(FFA) loses 7% speed on average

I. I NTRODUCTION

Centralized register files in CPUs have high energy require-
ments. [1] states that, for certain configurations, the register
file can account up to 15% to 20% of the overall energy
consumption. There are many factors that cause this: the large
number of registers required for efficient renaming, 64-bit
word size, and the additional read and write ports to support
wide instruction processing.

Recent work on low-energy register file design concentrated
on reducing the number of ports. In contrast, the approach
proposed here reduces, on average, the effective register file
size and its number of ports. This results in significant savings,
even when compared to architectures with a reduced register
file size and a limited number of ports, such as those proposed
in[2], [3].

The goal of this work is to define a new register file
architecture that is faster and more energy efficient than a
traditional superscalar with a central register file. This is
accomplished by splitting the register file into several sub-
files, which are accessed at different stages of the instruction
pipeline. The new register file consists of the following sub-
files: a decode register file (DRF), a value file (VF), and
a recovery register file (RRF). Together, they are called the

Promotional Architecture. They are described in more detail
in the following sections. The general idea is to have separate
register files, each with its own unique access patterns. The
access frequency and the number of required ports on each
sub-file are reduced as a result.

The recovery register file (RRF) is used to store values for
use primarily in branch mis-prediction recovery. Every value
produced by executing instructions is written into the RRF.
The values are read only in case of branch mis-prediction
recovery. This allows a significant reduction in the number
of read ports.

The Value File (VF) stores operands of instructions waiting
in the instruction queue. It is organized similarly to the
Instruction Queue (IQ) and is actually partitioned into a left
and a right file. This is equivalent to storing values in the
Instruction Queue. It allows both a size reduction and a
reduction of the number of ports, since the IQ size is typically
significantly smaller than the physical register file size. The
number of reads ports can be half since there is a left VF and
a right VF.

Finally, the Decode Register File (DRF) is used in the
case of a physical register still being the current mapping
of a logical register when an instruction producing its value
completes execution. Since future instructions may still need
this value as a source operand, it needs to be available.
However, neither the VF or the RRF are suitable for this use.
Therefore, a separate register file, the DRF, is used. The name
decodeindicates that a value in this file is available as a source
operand at decode time. Conceptually, this file is similar tothe
Future File [4] [5].

This paper is organized as follows. Section II comments
on related work. Section III describes the distributed register
file organization and defines register promotion, a mechanism
for moving register values between different sub-files, which
optimizes the size and number of ports on each sub-file.
Section IV describes the instruction pipeline and the changes
to the pipeline operation in the presence of the distributed
register file. Section V analyzes the impact of the proposed
mechanism on performance and energy consumption. Finally,
conclusions are summarized in Section VI.



II. RELATED WORK

The body of related work on register file energy optimiza-
tion is large. Modified register file organizations, such as [6],
concentrate on reducing the number of ports in a register file
to reduce energy. A reduced number of ports may be more
efficient both in terms of energy and access time which can
improve performance.

Other studies have proposed mechanisms to reduce the
number of the ports by means of modifying the register file
architecture, such as ([7],[8], [2]). The mechanism proposed
in this paper is completely orthogonal to this concept and can
also benefit from a reduced number of ports.

Another research direction has focused on changing the
register allocation algorithm to reduce the register require-
ments of the architecture.Early Release(or Early Recycling)
frees registers before the commit stage of the next instruction
that writes to the same logical registers ([9], [10], [11]).
Virtual registers try to delay the allocation of the physical
register until the writeback stage of the instruction ([12].
Hierarchical register files, such as those presented in [7] and
[10], effectively trade size, speed and power consumption.

By trying to eliminate the operand read stage from our archi-
tecture, we designed a superscalar organization that has several
similarities with theFuture File organization. The Future File
dates back to 1985, when it was proposed by Pleszkun and
Smith in their work on precise exceptions [5]. The original fu-
ture file only provided operands to instructions via Future File.
Modern Future Files have the capability of reading operands
from both the Future File and the Architectural Register File
([4]). This is specially useful after an exception/misprediction,
when a precise instruction state needs to be recovered. A big
bottleneck of the Future File Architecture (FFA), as will be
seen later, is its branch recovery mechanism. In a FFA, the
ROB contains copies for all produced values that have not
committed. However, due to the pressure on this structure,
there are no paths to read this values other than those used at
commit. As a result, when a branch misprediction happens, the
only option is to wait until the branch arrives at the head of the
ROB. At this point the Architectural Register File containsthe
correct state at the point of the misprediction and the processor
can continue executing instructions. The penalty depends on
the instructions that are in the ROB in the moment of the
misprediction. The worst case scenario happens when long
latency events such as L2 misses need to commit. Concepts
of the Future File architecture are currently in use in the AMD
K7 and K8 processor microarchitectures.

III. A NEW REGISTER FILE ORGANIZATION

The new register file organization shown Figure 1 (top)
replaces a standard,N-entry physical register file with��
read ports and� write ports, where� is issue width. It
consists of three separate files, which together approximate
the behavior and performance of� physical registers. Each
file has a number of read/write ports and a size, which match
its functionality. The effect of these architectural parame-
ters is studied later in this paper. All registers store 64-bit

values. Both the integer and the floating-point register files
are partitioned intoDecode Register File(DRF), Values File
(VF), andRecovery Register File(RRF). We now describe the
functionality of each subfile.

Decode register file

This register file represents the logical register file view at
decode time. Its size is equal to the number of logical registers.
In addition, two separate flags,Has_valueand Is_recovered,
are used for each register in this file to describe its state as
explained below. A value is available here if a physical register
currently mapped to this logical register has a computed value.

Logically, an entry for each architectural register has the
following fields:
� Has_valueflag
� Is_recoveredflag
� Physical Register Number (PRN)
� Physical Value (valid ifHas_valueflag is true)

Physically, the flags and the PRN are a separate entity and are
accessed first during renaming (see figure 1a)). IfHas_value
flag is true, then the DRF entry value can be read in the next
cycle and entered into the VF (IQ).

A physical value, defined as a value for a given logical to
physical mapping, can only come from:

1. A functional unit It will be written in the promo-
tion/writeback stage described below. A value is written
to the decode register file after it is produced, provided
that the logical to physical mapping is still valid. This
is determined using the PRN in the DRF and avoiding
an access to the register mapping table (a.k.a. a register
alias table or RAT). The value does not have to be written
to the DRF if the register mapping changed before this
physical value has been produced. For this reason the
decode register file is accessed less frequently than the
baseline physical register file.

2. The Recovery Register File(in a Recovery Stage) All
physical values are written into the RRF when an FU
result is produced. If that value is needed later, for
example in the case of a branch misprediction, it can
be found in the RRF and copied back into the DRF.

Additional action is required in the case of branch mis-
prediction. A value in the DRF may need to berecoveredif an
old logic-physical register mapping is restored to the Register
Alias Table (RAT). In this case it comes from the Recovery
Register file, which contains all the physical registers. Itis
the RRF entry that is being used for register renaming and
is pointed to by the RAT. Otherwise, the logical to physical
register mapping mechanism remains the same as in a standard
out-of-order processor. TheIs_recoveredflag is set in this
case to indicate that the DRF entry is recovered or is being
recovered (in the Recovery Stage of the pipeline).

Value File

This register file has the same size as the instruction queue
and can store values of source operands of an instruction if
they have been produced. Every instruction in the IQ can have
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two source operand values. The VF can be a separate file or
it can be part of the IQ payload RAM.

The VF is accessed when all operands of an instruction are
ready and the instruction is scheduled to execute. The VF is
read at a position corresponding to the scheduled instruction
queue entry and its source operand values are sent to the
corresponding functional unit. This can be controlled by the
scheduling logic in the same way it controls the selection of
IQ entries for execution.

Accessing operand values from the IQ eliminates the need to
access the physical register file (the Recovery Register File in
this paper). In addition, the VF really consists of two separate
files since there is a left and a right operand value in the VF
which can be accessed independently. This means that the left
VF and the right VF individually need only half of the read
ports of the baseline register file.

The VF is written once a physical value is available, e.g.
once a result operand has been produced. This can happen in
two different ways:
� The write takes place in the Promotion stage of the

pipeline, which is largely equivalent to the standard
Writeback stage. The value is written in the cycle after
it has been produced, if it is not being by-passed to
a waiting instruction. This is driven by the completing
instruction and places the value in every position that
waits for this physical source operand. This is accom-
plished using operand ready signalsOp1RdyandOp2Rdy
generated in the instruction wakeup stage. Since wakeup
runs a cycle before the producing instruction completes
execution, theOp1RdyandOp2Rdyare delayed one cycle
before they enable a write to the VF. The average number
of instructions waiting for a given operand is between
one and two, thus multiple writes of the same value
in different VF positions are feasible. The process is
serialized in the case when a larger number of VF entries
needs to be written.

� The value(s) is written to the VF when an instruction is
placed on IQ, if it was available in the DRF. This is done
for each issuing instruction individually.

Recovery Register File

This register file is logically equivalent of the physical
register file in a standard processor. It contains all physical
registers of the processor. The logical registers are renamed
with respect to this file. Each register in the RRF has the
following fields:
� A 1-bit Is_producedflag: This flag indicates that a value

in the register has been produced. It is reset when the
register is mapped and set when a value is assigned to it.

� A 32- or 64-bit Value

A read access to this register file is very infrequent since
instruction source operands are not read from here. The RRF
is accessed primarily for writing. The writes are performed
after the execution stage produces each new value. The reads
are performed only during mis-prediction recovery and are

thus not on the critical path in this CPU. They can be delayed
several cycles without affecting the processor throughput.

A. Operand Distribution

In the previous section we have presented the three register
files that can contain operands. Only two of these (DRF and
VF) contain operands of instructions and those that come
from the DRF are always written to the VF first. The RRF
can provide operands only in the event of mispredictions.
From the point of view of instructions, the operands can be
obtained from three sources: from the DRF, from promotion
into the VF and from the bypass network. In thePromotional
Architecture, the Decode RFand theVF together constitute
the central physical file that can be found in an architecture
like the R10000. The ultimate goal of this distribution is to
put less pressure on each individual file, so that each one can
be made simpler than a centralized register file. We already
saw that the DRF is smaller as it has only 32 entries. The VF
structure has more entries, but still less than the centralized
file and possibly it does not require as many ports.

To motivate our proposal we have provided the relative
distribution for Integer and FP operands in figures 2 and 3,
respectively for Spec2k1. The figures indicate the source of
values used by instructions for execution. These three sources
are: 1) values obtained from the DRF, 2) values directly written
into the VF during promotion, and 3) values obtained via
bypass. These numbers obviously depend on the size of the
microarchitectural structures. For this study we modeled a
4-wide promotional architecture with the same architectural
parameters as described in table 6. The figures reveal that
integer parameters are well distributed over the three sources,
with a slight predominance of the DRF. Its interesting to see
that the distribution has a large variance in this case. For
FP operands, the plot is much smoother. There are slight
differences between bypass and promotion, but the percentages
are quite similar. Value promotion and bypasses dominate
here. The small DRF percentage means that most instructions
are already in the instruction queues when the values are
generated. For integer programs the instruction queues hardly
get filled, thus many more instructions get their values from
the DRF.

IV. I NSTRUCTIONPIPELINE

Figure 4 shows the instruction pipeline of the processor. It
is a 13-stage pipeline with cache access, decoding, and issue
taking two cycles each.

A. Pipeline Operation

The pipeline operation needs to be modified for use with the
distributed register file organization. The main changes are not
the addition of new stages but rather a modification of existing
stage operation in the presence of the new register files.
The only stage whose name changed is (register)Promotion,
which replaces theWritebackstage. The modified operation
of affected stages is discussed next.

1in both figures,Promotionrefers to operands obtained from direct write-
back into the VF
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Fig. 3. Distribution of FP Operands

a) Renaming: The additional steps performed in this
stage determine if source operands of instructions being re-
named are available in the DRF. This is accomplished by
looking up the Has_valueand Is_recoveredflags and the
physical register number in the DRF. Note that Figure 1 shows
flags (including PRN) and the 64b-value as separate decode
register files with access in different stages of the pipeline.
This register file needs�� read ports for instruction issue and
� write ports for flag update. For mis-prediction recovery, a
previous logical to physical mapping may need to be restored.
This will initiate a recovery process in which a new DRF value
may be copied from the RRF. TheIs_producedflag is copied

from the RRF to theHas_value.
b) Queue: Instructions are entered into the IQ in this

stage. In addition, a DRF value read may occur if DRF value
was determined to be present in the previous stage. It is
inserted into the VF in the next stage.

c) Issue:DRF values may be written to the VF from the
DRF in this stage. Because left vs right operand distribution is
not symmetric, a re-distribution heuristic is applied. It places
source operands in the VF in alternating order into the left
and right sides of the VF. This balances left/right operand
distribution and helps reduce the number of ports the VF
requires.

d) RF Read: The registers containing source operands
are read from the VF instead of a central physical register
file. There are really two separate VFs, a left VF and a right
VF. The addressing is driven by the select logic output rather
then requiring a register designator from the payload RAM.
This may allow a further reduction in the RF access latency,
although it was not considered in this paper.

e) Promotion:This stage is a writeback stage that poten-
tially updates all three register sub-files. The recovery register
file (RRF) is always written. The decode register file (DRF)
may be written, if the logical register has not been not re-
mapped. The Value File (VF) may be written if there are
waiting instructions. The value is sent to both the DRF and the
VF, where local decisions are made as to whether the value
should be written. For VF this is automatic, driven by the
wakeup logic. For DRF, a destination tag from a functional
unit is compared with the current physical register mapping
(PRN in the DRF) before the value is written to the DRF.

Physical Register allocation:The allocation during renam-
ing is done by assigning a free register in the Recovery
Register file. It is done separately for integer and floating point
register files initially, i.e. there are two RRFs, an integerand
a FP register file. There could be only a single RRF due to
its low access frequency and use of simple banking but this
is not analyzed here. The VF entries are allocated at the same
time as the instruction entry into the IQ and do not require
any special treatment. The decode register file does not require
allocation.

Result Bypassing:The proposed architecture requires a
single level of bypass, similar to most architectures with
single-cycle operand read stages.

B. Branch Mis-prediction Recovery

Branch misprediction recovery is one of the principal
strengths of the promotional architectures when compared to
the Future File Architecture. These are the actions performed
when a branch mis-prediction is detected:



� All instructions after the branch (wrong path instructions)
are squashed.

� A register mapping in effect at the time the mis-predicted
branch was renamed is restored.

This work assumes that recovering from a mis-predicted
branch takes several cycles, but it only takes one cycle to
recover the program counter for a new path. For instance,
IBM Power4 [13] processor takes 2 cycles to fetch instructions
from the I-cache and 4 cycles to decode them. This means
that 6 cycles are available to recover the mapping before
new instructions arrive at the renaming stage. The proposed
register file organization requires recovery of produced values
in the DRF in addition to recovering previous logical register
mapping. The following steps are performed first:
� A program counter value is assigned one cycle after a

mis-prediction was detected
� An additional cycle is used to recover the register map-

ping

Next, for every register with a modified mapping a check is
made to see if its value needs to be recovered.Is_recovered
flag in the DRF is set when this is done. The recovery is
performed as follows.
� Every cycle a subset of logical registers in the DRF

(2x issue width) is processed. The subset is handled as
follows:

– DRF registers with a changed physical register map-
ping are located

– The correspondingIs_producedflag in the RRF is
checked to be 1. If so, the value is copied to the
DRF and theHas_valueflag is set

For the configuration we simulated – a 4-issue machine
executing the Alpha ISA – at most

� � �
cycles are needed

to recover the 32 logical registers. In contrast, the time to
recover the state in a Future File architecture depends on the
number of instructions that are waiting in the ROB and on
their latencies. For programs with high L2 miss rates and low
branch hit rates this can be very problematic.2

C. Working Example

To complete the description of the architecture we provide
a simple example of execution in our microarchitecture during
normal operation in figure 5. The example shows a simplified
7-stage pipeline corresponding only to the execution loop.
Initially all registers have a value in the DRF. Thus, when
instruction (1) is in the Rename stage (cycle i+1) it consults
the flags and obtains an indication the the operands have to be
read from the DRF. In cycle i+2 (Queue stage) the operands
are read from the file. The insertion into the VF happens one
cycle later (i+3), while the instruction is entering the Issue
stage.

The first instruction writes register R1. All further instruc-
tions use it but none writes it. Thus, when the first instruction

2In fact, most of the slowdown observed in the Future File architecture
comes from two applications, fma3d and art, which show about40% slow-
down compared to the promotional architecture

arrives at the promotion stage in cycle i+6, the logical-physical
mapping is still current. For this example we used an in-
order, single-issue machine just to illustrate all possible cases.
When the first operation executes, the result is bypassed
to the following instruction (2) for back-to-back execution.
Instructions (3) and (4) are already in the instruction queues
when the value is produced. Thus they obtain the R1 operand
when instruction (1) is in the promotion stage. Instruction(3)
is already issuing when the value arrives so it does not really
get written into the Value File, but is locally bypassed to the
issuing instruction. Instruction (4) is issue a cycle laterso
it cannot use the local VF bypass. The operand gets written
into the VF in this case and is read for execution in cycle
i+7. Finally, the value of R1 is also written into the Decode
Register File, in case further instructions require accessto its
value.

V. EVALUATION

We have presented a distributed organization of the pro-
cessor’s register files namedpromotional architecture. During
operation, IPCs for this architecture are equivalent to those of
the central physical architecture as long as no branch mispre-
dictions happen. This assumes that we have an architecture
with an unconstrained number of ports in the register files.
We will now present the parameters of this architecture even
though we acknowledge that a full-ported implementation is
not necessarily technologically feasible for wide superscalars.
Our interest is in using this architecture for comparison. Later
we will introduce scheduling limitations that allow us to
limit the number of ports in structures and hence reduce the
complexity of the architecture. Using these optimized models
we will perform scalability analysis using IPC and power as
measures.

All numbers have been obtained using a cycle-accurate
simulator that models the different architectures that we have
presented. This simulator performs a logical cycle-by-cycle
simulation and returns values detailing usage of the different
structures of the microarchitecture. We have been most inter-
ested in obtaining IPC values and the distribution density of
operands in the different register files.

Our power analysis is based on models provided by Rixner
et al. [14]. We do not provide total power numbers, instead
we provide relative values of the power consumptions for the
different register files. As will be discussed later, advantages
in our scheme come from both smaller register files and less
frequent accesses per file.

A. The Upper Limit to IPC (RF-CFP)

In this section we present a full-ported model which we
use later to compare IPCs and to evaluate the scalability
results. The superscalar model is based on a centralized
architecture that models the R10000 processor [15]. Of the
three architectures we studied, this one has the smallest branch
misprediction penalty as it requires only a map restoration
before execution can continue. We name this architectureRF-
CFP. In this paper we limit ourselves to 4-wide configurations
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Fig. 5. An example of execution in the promotional architecture

only. A 4-wide RF-CFP has high port requirements. The
centralized register files may need to serve anywhere from 0 to
8 operands each cycle. Further, up to 4 results may need to be
written during the writeback stage. This adds up to a total of
8 read ports and 4 write ports. If the register file is large (lots
of entries and large bit widths) the implementability in current
technologies is difficult. At current multi-gigahertz processors,
traversing such a structure in a single cycle may not be possible
even after application of aggressive optimizations. The power
consumption of such a structure will also be an issue. We
present this structure here only as a source for comparison,
acknowledging that implementation is not necessarily possible.

The remaining parameters of the RF-CFP architecture are
presented in table 6. The architectural parameters are chosen
so that no stalls happen in the pipeline as long as decode can
proceed. The only condition is that free entries are available
in the ROB (which stalls after 128 in-flight instructions) and
that slots are available in the Integer/FP queues.

B. Optimizing power-performance efficiency via restricted
scheduling

Full-Ported register files are excessive. As Kim et al. [16]
point out, the number of cycles where all ports are being used
simultaneously is very small. Their study, modeling an 8-wide
processor, concludes that, on average, only 0.1% of all cycles
require all 16 read ports. Further, they claim that for up to 54%
of cycles the operand read stage is idle and does not access
the register file. The distribution they obtain for writes shows
similar trends. All 8 ports are only used 9% of the cycles, and
during 52% the writeback stage is idle. One of the reasons that
few ports are accessed is that many values com from bypass.
Our evaluations show that about 50% and 35% of all values
are bypassed in SpecINT and SpecFP, respectively. It’s clear
that some ports can be removed with little IPC degradation.

Because additional register ports increase area quadratically
and latency linearly it is very important to remove ports for
higher efficiency. But removing ports does not come for free.
Additional control logic is required to make the machine
work. Vijaykumar [2] et al propose to reduce the number
of ports by making use of the fact that many operands are
bypassed. This strategy has similarities to our proposal in
the promotional architecture. In their study, Kim et al. [16]
propose to use buffers and prefetch techniques to reduce the

number of accesses that can happen in a single cycle. The
buffering technique temporary holds values and writes them
into the register file similar to a leaky bucket algorithm.

In this work we reduce the number of ports of the register
files but our methodology is different. First, we assign priori-
ties to each operation, with the priority algorithm beingoldest
first. Instructions are issued out-of-order to the execution units
using these priorities. In addition, resource counters areused at
issue. Each selected instruction adds to the resource counters.
If at any point the resource counter exceeds the number of
ports in the register files, issue is halted. As instructionsare is-
sued, the result shift register is checked to analyze the number
of instructions that are going to generate results in the same
cycle. If the number of write ports cannot sustain that rate,
instruction issue is also halted for one cycle. This technique
is only a conceptual implementation. Other alternatives are
available. For example, some architectures limit the issuein a
certain cycle to a set of issue groups. This technique can also
be used to reduce the number of ports that are going to be
accessed in a cycle.

The number of ports in the register files can be set arbi-
trarily using these techniques. It is just a power-performance-
complexity trade-off. There is no common rule to determine
the optimal power-performance. These trade-offs are normally
quantified in terms ofenergy-delay, or, more generally, in
terms of� �� � � �� ���. Mathematically it is possible to find
an optimum to this function. However, this optimum depends
on the parametern and there is little consensus about which
value it should be, so it has little meaning for implementors.

In this work we adopt the rule of thumb that we can
accept up to 5% of IPC loss compared to the full-ported
centralized register file architecture (RF-CFP), if the resource
reduction is considerable3. This rule yields architectures with
reduced numbers of ports. We applied the same criteria for all
three architectures. Following this approach we obtained two
different sets of port counts, one for the central physical file
architecture and another for the promotional architecture. The
promotional architecture and the Future File architecturehave
the same ports counts due to the similar structures.

3for the 95% figure we considered the resource reduction to be good enough
if it saved more than 15% of power. As can be seen in figure 10 this has been
achieved for all configurations.



Issue/Fetch/Commit Width 4 instructions/cycle
Branch Predictor Gshare, 14-bit history
I-L1 size 32 KB, 4-way, 1 cycle
D-L1 size 32 KB, 4-way, 2 rd/wr ports, 1 cycle

latency
Memory latency 100 cycles
Memory Bus Width 32 bytes
Physical Registers 160 Integer and FP (8Rd/4Wr Ports)
Reorder Buffer 128 entries
Load/Store Queue 128 entries
Integer Queue 64 entries
FP Queue 64 entries
Integer Functional Units 4 (latency 1)
FP Functional Units 4 (latency 2)

Fig. 6. Parameters of the Baseline Architecture (RF-CFP)

After applying this criteria on the centralized model we
obtained an optimized centralized baseline (RF-CFO) with
112 integer and 128 FP registers. Both register files have
5 read and 3 write ports (down from 8R4W). The queues
have been reduced to 28 and 48 entries for the integer and
FP queues, respectively. This model has significantly reduced
resource requirements and loses less than 5% performance.
The number of ports in our promotional architecture is a bit
more complex given the additional register files. Figure 7
shows the number of ports in each structure of our optimized
promotional architecture (RF-PRO). These numbers are the
same for the optimized Future File architecture (RF-FFO) with
the difference that the FF architecture has an additional register
file, the in-order (or architectural) register file, with thesame
write ports as the Future File/DRF. Note that the DRF requires
more ports in the TAG array than in the value array. 8 read
ports are always required to make 8 comparisons each cycle
when a branch misprediction happens. Note also that we’re
using a banked RRF. Banking is simple in this architecture as
it is rarely read. This also allows to keep a full register setin
the RRF with little loss in power efficiency.

We simulated all three models:RF-CFO, RF-PROandRF-
FFO using the optimized parameters. Figure 8 shows how the
optimized promotional architecture (RF-PRO) performs and
compares it with the optimized future file architecture (RF-
FFO) and the optimized central physical file architecture (RF-
CFO). RF-PRO and RF-CFO show similar performance. On
the other side, the Future File architecture already loses about
3% compared to RF-PRO. This is a result of the suboptimal
branch misprediction recovery mechanism. Especially in cases
of high misprediction rates and high cache miss rates the FF
architecture suffers a lot due to waiting in the ROB for a
mispredicted branch to commit.

C. Scalability Analysis: IPC

In this section we perform a scalability analysis of the
promotional architecture and compare to the future file ar-
chitecture. For this experiment we were interested in seeing
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and SpecFP applications

how well the architectures scale when moving from smaller
ROB sizes to higher sizes. This section is basically a measure
of the improvement our branch recovery mechanism provides
compared to the ROB-based mechanism of a Future File archi-
tecture. We have chosen three sizes for the ROB: 70, 128 and
256 entries. The smaller size, 70 entries, has been chosen to
approximate the architecture of the AMD K8, which is based
on the Future File architecture concepts. The K8 is a 3-way
O3 superscalar. Our ROB-70 model resembles this architecture
even though our model is wider. For this experiment we
computed average IPC values over all SPEC2000. The results
are shown in figure 9 for all three sizes of the ROB.

The result shows that, as expected, the IPC of thePromo-
tional Architectureincreases faster than that of theFuture File
Architecture. As the ROB size increases, the penalty paid by
the fact that the FF architecture needs to wait for branches to
commit in the ROB in order to start executing the correct path
increases. Note however, that at the size of 70 entries there’s
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only a 2% difference between the IPC of the promotional
architecture and that of the Future File. For this reason, such
an architecture remains competitive despite its branch recovery
mechanism.

As the ROB size increases, the FF architecture is hit hard
by the branch recovery mechanism. The biggest IPC losses
appear in FP programs. The reason for this is that numerical
codes soon fill up the ROB. Once a branch gets mispredicted
the Future File needs to commit the whole ROB. This includes
all cache misses that may have happened. For FP applications
there can be a lot of L2 cache misses that cannot be hidden
in these circumstances. Integer programs have normally small
working sets and many branch mispredictions. The ROB
hardly gets filled and there are not too many long-latency
memory accesses. That’s why the FF architecture does not
suffer as much when executing integer code.

D. Scalability Analysis: Power

In Section V-B we introduced modifications in the ca-
pacity of microarchitectural structures targeted at reducing
the complexity of the hardware. In this section we analyze
how these modifications benefit the power consumption of
the architecture. We will perform two sets of analysis. First
we will compare the raw optimized promotional architecture
against the optimized centralized architecture. The average
power consumption of the promotional architecture (RF-PRO)
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measured over SpecInt2000 and SpecFP2000 is shown relative
to the power consumption of the unconstrained centralized
architecture in figure 10. The values of the optimized Future
File Architecture (RF-FFO) and of the optimized centralized
architecture (RF-CFO) are also shown. Only the power of
the register files is shown. We used banking in both the
recovery register file (as shown in figure 7) and in the central
physical file. On average, the promotional architecture hasa
power consumption that is only about one third that of the
full-ported centralized RF architecture and about half that of
the optimized centralized architecture. This figure shows the
potential of distributing the register files as a technique for
power reduction.

We have shown the differences between the future file
architecture and the promotional architecture in section III.
Remember that one important difference is that the ROB in
the future file architecture is accessed every cycle to update the
in-order register file. This is required for the correct handling
of branch mispredictions. The ROB is not a small structure
and thus this continuous reading is a power-hungry operation.
The Promotional Architecture, rather than accessing the ROB
every cycle gets its values from the RRF. But, other than the
FF architecture, the RRF is accessed for reading only when
a branch misprediction happens. In this case, the current map
is compared to the saved map in the branch stack and only
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optimized promotional architecture

those values that are different need to be recovered. We have
measured the average number of register values that need to
be recovered to be below 10. Thus, if our branch prediction
accuracy is at 95% and we have a branch every 5 instructions,
we need to recover less than 10 values from the RRF every
100 cycles. This is more or less like saying that we have 0.1
read accesses to the RRF every cycle. Compare this figure
against the continuous accesses to the ROB in the Future File
architecture.

To see how power consumption in the register files of the
Future File and the Promotional Architecture compare we
computed the relative power of both architectures for the three
ROB sizes of 70, 128 and 256 entries using Rixner’s [14]
power models. The results can be seen in figure 11. We are
only measuring the power in the register files, the overall
power will show smaller differences.

VI. CONCLUSIONS

This paper presents an architecture that combines the ben-
efits of operand distribution with a fast and simple branch
recovery mechanism. Combining both techniques allows our
architecture to achieve high performance over a wide range of
structural capacities.

To analyze the scalability of the proposal we increased
the size of the ROB and compared it against a Future File
based architecture and an architecture following the main
design ideas behind the R10k processor. In both cases our
architecture showed superior behavior. In the case of the
Future File, the poor branch recovery mechanism it features
significantly reduced the IPC when the ROB was increased to

128 entries and more. In the case of the R10k-like architecture,
the centralized register file soon becomes a bottleneck and
gets very power-inefficient. Looking at our branch mechanism
behavior and at the number of required ports per structure our
promotional architecture can be two or three times as large
before it starts loosing in efficiency.

The reorganization of the architecture also helped us to
perform new analysis on program behavior based on the
register status. These analysis open the doors to an interesting
set of new research focusing on topics such as SMT, kiloin-
struction processors, hardware clustering or mutipath/control
flow independence.
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Abstract

Caches consume a significant amount of power in mod-
ern microprocessors while also constraining clock fre-
quency due to their access time. In this paper, we propose a
bit-sliced cache, which reduces dynamic power consump-
tion and achieves higher clock frequency as well as
increased cache throughput while adding little complexity.
Our bit-sliced cache reduces 20-40% of dynamic power for
a variety of cache organizations by activating only the nec-
essary row decoders and subarrays. To reduce cycle time,
the cache access is pipelined, which results in higher band-
width without suffering from the complexity and power and
area penalty caused by an additional cache port. We report
cycle time improvements nearly proportional to the degree
of bit-slice pipelining, as well as performance improvements
averaging 9% and 11% for an out-of-order processor with
a 2-sliced and 4-sliced cache and ALU.

1. Introduction and Motivation
The evolution of microprocessor technology, both in

terms of process technology and microarchitectural innova-
tion, has driven rapid increases in processor performance
over the last several decades. As clock frequency increases,
dynamic power consumption also increases, which creates
challenges for integrating more transistors in a single chip
due to cooling, packaging, and reliability problems. The size
of on-chip caches is also increasing rapidly, but there is pres-
sure to keep access times low to provide high performance.
The device count for on-chip caches often becomes a sig-
nificant fraction of the total transistor count for the entire
chip. Hence, the power consumed by the cache becomes a
significant part of the total power consumption, e.g. 25% of
the total chip power for the DEC 21164 [1] and 43% of the
total power for the SA-110 [2].

This paper proposes a relatively straightforward scheme
that simultaneously alleviates both dynamic power and
effective access latency for primary data caches. We pro-
pose bit-slice-pipelined cache access and show that this
scheme both saves power and improves performance over a
nonpipelined baseline case. This scheme also does not add
much hardware complexity or verification complexity com-
pared to the previous work on cache subbanking [3] and
cache pipelining [12]. The proposed optimization is enabled
by the early availability of partial operand values; such par-
tial values are available when ALUs are structured in a stag-

gered fashion, as in the Pentium 4 processor [11]. Early
availability allows overlapping of the pipelined cache stages
with address generation and mitigates the expected negative
effects of deep pipelining. Further, the increased cache
bandwidth realized by pipelining of the cache results in mea-
surable speedup. We show that this new organization saves
20-40% of dynamic L1 data cache power while improving
performance by 9% and 11% for 2-slice and 4-sliced caches
in a deeply-pipelined out-of-order processor.

2. Background
2.1. Power Savings in Caches

Several techniques have been proposed for reducing the
power dissipated by caches. These techniques include cache
subbanking [3,4], bitline segmentation [4], cache decompo-
sition [5], and block buffering [3]. Other techniques focus on
leakage power (e.g. drowsy caches [6,7], cache decay [8],
gated-Vdd [9], scheduling techniques [18] and alternative
realizations [19].

2.2. Cache Subbanking

Cache subbanking was proposed by Su [3] to reduce
power consumption in caches by fetching only the requested
subline, rather than the entire logical cache line. In order to
achieve this goal, the data array in the cache is partitioned
into several subbanks, and only the subbank containing the

FIGURE 1. Power Consumption in Caches. Figure 
above shows the division of power consumption in 
caches with various sizes (8KB-512KB), direct mapped 
to 8-way (left to right). Power consumption by row-
decoder range from 9% to 42%. 
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requested data is activated. Therefore, a n-subbanked data
array only consumes approximately 1/n power compared to
a conventional cache data array. 

Further study by Ghose and Kamble [4] not only divides
the data array vertically as proposed by Su, but also parti-
tions the data array horizontally into several segments of bit-
cells to get more power savings. In this technique, greater
power reductions are achieved with smaller precharge driv-
ers and sense amplifiers.

2.3. Bit-sliced ALUs

Bit-slicing the ALU was originally proposed by Hsu [10]
to obtain a high-performance, cost-effective pipeline when
the workload contains a large number of integer additions.
Addition is often a cycle-time limiter due to propagation of
the carry bit through every bit position; it would be helpful
if the operation was sliced, for example, to be four pipelined
eight-bit additions instead of one 32-bit addition. In this
case, if there are two dependent addition operations, it is not
necessary to wait until the first addition is finished. Instead,
the partial operand can be bypassed to a dependent instruc-
tion that computes its low-order slice in parallel with the
high-order slice of the first instruction.

A bit-sliced ALU has actually been successfully imple-
mented in the Pentium 4 processor’s staggered adders [11].
In this design, most integer arithmetic operations are exe-
cuted across two half-cycle pipeline stages, where each
stage computes 16 bits of the result, followed by internal
bypassing of the partial results to dependent instructions.

2.4. Cache Pipelining

In order to achieve a high bandwidth cache, Agarwal [12]
proposed pipelining the cache access by inserting latches
between modules in the cache. Cache access time is divided
into decoding delay, wordline to sense amplifier delay, and
mux to data out delay. Using this technique, cache accesses
can start before the previous access is completely done,
resulting in high bandwidth and a high frequency cache. 

3. Bit-sliced Cache
We propose an extension of cache subbanking that saves

additional power by enabling the row decoder only for the
subbank that is being accessed. A subarray decoder is added
in series with the row decoders in order to determine which
row decoder and subarray will be activated. Low order index
bits are fed to the subarray decoder to do this selection while
the rest of the index bits are fed to the row decoders. Since
address decoding consumes up to one-third of active power
(see Figure 1), selective row decoding can reduce a signifi-
cant amount of cache power consumption.This scheme
added minimal changes to cache subbanking since the col-
umn mux decoder already exists to do bank selection in par-
allel with row decoding operation.

However, since this proposed logic needs to be accessed
in series with the row decoder, it increases the cache access
time. One way to hide this delay is by pipelining the cache
access, as shown in Figure 2. According to the degree of bit-
slicing (two or four), cache operations are pipelined as fol-
lows:

FIGURE 2.  Bit-sliced Cache.Shown above are all pipeline latches needed for a four-sliced cache. A two-sliced 
cache can be formed from the picture above by removing the lighter latches and partial comparators. Note: input 
latches and output latches are not shown in the picture. 
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The access steps for four-sliced <two-sliced> pipelined
cache are:
Cycle 1 <Cycle 1>: 

- Start subarray decoding for data and tag
Cycle 2:

- Activate necessary row decoders using the result of
the subarray decoding and do row decode operation

- Read tag array while waiting for data row decoding
Cycle 3 <Cycle 2>:

- Read data array
- Concurrently, do partial tag comparison

Cycle 4:
- Compare the rest of the tag bits to determine if it is

hit or miss
- Use tag comparison result to select data if cache asso-

ciativity is greater than one
Operations done for each pipeline stages are carefully

chosen to balance the latency of each stage. Since the critical
path for the data array is different than the one for the tag
array, cache operations for tag and data part are arranged dif-
ferently. Due to the fact that tag comparison takes the long-
est time in the tag access path while reading the data array
is the critical path for the data access path, tag array access
is shifted to the earlier cycle to even out the latency. Figure 2
shows the bit-sliced cache with latches to perform pipeline
operations as described in the previous paragraph.

Besides saving power, a bit-sliced cache can also provide
performance benefit. Most researchers agree that cache
access and addition are two major limiting factors for
increasing cycle time. By breaking down the cache access
into several cycles, cache cycle time can be eliminated from
the list of limiting factors. Moreover, pipelining the cache
also increases the cache bandwidth. An n-sliced cache can
produce the same throughput as a conventional cache with
n ports. Since adding ports means increased area and power
consumption, pipelining the cache access offers the same
throughput with less cost. The fact that modules in bit-sliced
cache are separated by latches also makes timing verifica-
tion less complex since the timing of cache modules can be
verified separately. 

Measurable performance benefit can be achieved when a
bit-sliced ALU is used. In this case, the cache access can
start as soon as the first slice (low order bits) of the address
is available. However, since subarray decoding has to be
done using the first slice, a minor drawback exists when the

data array size is large while the address slice is small. When
the address slice is too small, it is hard to achieve optimal
power savings since the cache data array can only be parti-
tioned into a limited number of subarrays, since only a few
low-order bits are available in time for the subarray decode.

Figure 3 presents a high-level overview of pipelined exe-
cution using a four-sliced cache. Without a bit-sliced cache,
cache operations in a pipelined execution stage have to wait
for all address bits to be available before starting the access.
When a four-sliced cache is used, an access can start as soon
as the first slice of the address is available. 

It is important to note that the power saving benefit of this

FIGURE 3. Pipelining with bit-sliced cache. (a) Non-
pipelined execution stage. (b) Dependent add and load 
instruction has to wait until all bits are computed. (c) 
Dependent load instruction has to wait until all bits are 
computed. (d) Dependent load instruction can start 
accessing the cache as soon as the first slice is available. 
Note that load instruction is decomposed into address 
computation and cache access. 

 (a) Non-pipelined Execution Stage 

add  R3, R2, R1 addi R3, R3, 4 lw R1, 0(R3) lw R4, 4(R3) 

(b) Pipelined Execution Stage with Pipelined Cache 

addi  R3, R3, 4 

add  R3, R2, R1 
Have to wait till all slices of address are 
computed before starting the cache access 

 lw R4, 4(R3) 

 lw R1, 0(R3) 

(c) Bitsliced Execution Stage with Pipelined Cache 

 
addi  R3, R3, 4 

add  R3, R2, R1 
Have to wait till all slices of address are computed 
before starting the cache access 

 lw R1, 0(R3) 

 lw R4, 4(R3) 

(d) Bitsliced Execution Stage with Bitsliced Cache 

Start cache access as soon as 
the first slice is computed addi  R3, R3, 4 

add  R3, R2, R1 

lw R1, 0(R3) lw R1, 0(R3) 

lw R1, 0(R3) lw R4, 4(R3) 

pipeline 
overhead 

TABLE 1. Machine Configurations. 

Out-of-order 

Execution

4-wide fetch/issue/commit, 128 ROB, LSQ, 32-entry scheduler, speculative scheduling for 
loads: replay load and dependent instructions on load mis-schedule, 20-stage pipeline

Branch Predictions 64K-entry gshare, 8-entry RAS, 4-way 512-entry BTB

Memory System 

(latency)

L1 I-Cache: 32KB, 2-way, 64B line size (1-cycle)

L1 D-Cache: 8KB, 4-way, 64B line size (1-cycle), virtually tagged and indexed

L2 Unified: 512KB, 8-way, 128Bline size (6-cycle)

Off-chip memory: 100-cycle latency

Functional Units 4 integer ALU (1-cycle), 1 integer mult/div (3/20-cycle), 4 floating-point ALU (2-cycle), 1 
floating-point mult/div/sqrt(4/12/24-cycle)



technique is not limited to L1 cache. Lower level on-chip
caches can also save some power by adding subarray decod-
ers and only activating the necessary row decoders. Since
lower level cache does not directly affect a processor’s cycle
time, it may not be necessary to pipeline the cache access in
order to hide the additional access latency caused by the sub-
array decoder. However, when faster cycle time is needed,
latches can be added accordingly.

4. Experimental Framework
The evaluation methodology combines a detailed cache

model to estimate power consumption and cache latency and
a detailed processor simulation for performance analysis.

A modified version of the CACTI 3.0 simulator
[13,14,15] is used to do power and latency characterization
of each cache operation and to model the bit-sliced cache.
Given a cache organization, CACTI will enumerate every
possible internal configuration and choose the one with the
best weighted value. Components use for the weight are
cycle time and energy consumption. For our study, we use
0.18um technology and one read-write port. We choose sev-
eral different cache sizes: 8KB, 16KB, 32KB, 64KB,
128KB, 256KB, and 512KB, block size 64B, and four dif-
ferent associativities: 1, 2, 4, 8. Since we use a 32-bit address
in our model, based on the pipeline stages in the previous
section, the maximum cache size we used is 64KB for direct
mapped cache, 128KB for 2-way set associative cache,
256KB for 4-way set associative cache, and 512KB for 8-
way set associative cache.

We use a heavily modified version of the SimpleScalar
3.0 simulator [16] to model a processor with bit-sliced exe-

cution stages and speculative slice execution [17]. A bench-
mark suite consisting of eight programs chosen from
SPECint2000 are used in this study. These benchmarks are
compiled for the SimpleScalar PISA instruction set with
optimization level -O3. The benchmarks are run with the full
reference input sets, fast-forwarding 400M instructions and
simulating 100M instructions. Our model supports specula-
tive scheduling with selective recovery; instructions that are
data dependent on loads are scheduled as if the load instruc-
tion hits in the cache, and then replayed if the load misses.
Machine configurations used for the simulation are shown in
the Table 1. 

5. Experimental Results
5.1. Power Saving and Cycle Time Reduction

Our cache model is based on the CACTI cache model.
Given cache size, associativity, block size, number of ports,
and technology, CACTI will calculate access time, power
consumption, and area of the cache. CACTI uses six orga-
nization parameters to determine the most desirable cache
(lower power consumption and lower cycle time): Ndbl,
Ndwl, Nspd, Ntbl, Ntwl, and Ntspd. Ndbl and Ntbl deter-
mine how many times data and tag array is cut horizontally.
Ndwl and Ntwl determine the number of times data and tag
array is cut vertically to produce smaller subarrays. Nspd
and Ntspd indicate how many sets are mapped to a single
wordline. Using these parameters, data and tag array are
subdivided into smaller subarrays. CACTI will go through
every possible valid configuration to get the best cache
structure based on the weighted value of time, power, and

FIGURE 4. Energy Consumption per Access among Various Caches. 



area. 
CACTI models a technique similar to cache subbanking

and bitline segmentation for saving power in the data and tag
arrays. A column mux decoder is accessed in parallel with
the row decoders to determine which column muxes are acti-
vated and which subarray to access. Besides reducing power
consumption, smaller subarrays also enable the cache array
to be as square as possible to minimize wire capacitance,
which results in faster access time and lower power dissipa-
tion. However, since each subarray has its own row decoder,
more subarrays mean more power is consumed by row
decoders. This last factor becomes a limiting factor for
CACTI to partition the data and tag array further into more
and smaller subarrays.

We enhanced CACTI to accommodate the subarray
decoders described in Section 3. By modifying the colmux
decoder and putting it in series with the row decoder, we
decrease power consumption, since only the required row
decoder will be activated. Since adding more subarrays
costs less power in our model, the data and tag array can be
partitioned further into smaller subarrays. This results in
more power saving as less power will be consumed by these
smaller subarrays. Of course, the series configuration
increases access latency, which we mitigate with pipelining.

Simulation results show that a bit-sliced cache saves
approximately 20% to 40% of power per access compared to
a regular cache, which is quite significant. Figure 4 com-

pares power consumption between regular cache, four-
sliced cache with the same internal organization as the reg-
ular cache, and a four-sliced cache with the best organiza-
tional parameters. We have observed similar behavior for a
two-sliced cache. 

The percentage of energy reduction increases as the
cache size grows larger. This is consistent with the fact that
the percentage of power allocated for decoding increases as
cache size increases. Also, a larger cache can be divided into
more subarrays, which results in greater savings. However,
the energy savings in a bit-sliced cache with the same orga-
nizational parameters as the regular cache is not as much as
the one with best configuration. This is due to the fact that
bit-sliced cache with the same organizational parameters as
regular cache cannot save power from more aggressive sub-
array partitioning.

In a bit-sliced cache, cycle time is calculated as the max-
imum latency of the cache operation steps listed in section
3. Figure 5 shows the comparison of cycle time between reg-
ular caches, two-sliced caches (best configuration and the
same configuration used by regular cache), and four-sliced
caches (best configuration and the same configuration used
by regular cache). 

Since the cycle time is calculated from the maximum
latency of cache sub-operations, the pipelined cache does
not always achieve the optimal 50% (2-sliced) or 75% (4-
sliced) improvement in cycle time. Figure 5 shows that the

FIGURE 5. Cycle Time Comparison among Various Caches.The cycle time of a 2-sliced cache ranges from 
50% to 70% of the cycle time of a regular cache. While the cycle time of a 4-sliced cache ranges from 25% to 40% 
of the cycle time of a regular cache. 



cycle time of the two-sliced cache ranges from 50% to 70%
of the cycle time of the regular cache, while the cycle time
of a four-sliced cache ranges from 25% to 40% of the cycle
time of the regular cache. In some cases, bit-sliced caches
with the best configuration result in a longer cycle time than
caches with the same configuration as the regular cache.
This occurs since CACTI chooses the best configuration
using a weighted factor of cycle time and power consump-
tion so that the cache with the shortest cycle time will not
always be chosen to be the best one. The cost function could
be modified to favor cycle time or power consumption
depending on how balanced the processor’s remaining pipe
stages are.

5.2. IPC Evaluation

In this section, we compare the performance of the base
case, with a conventional single-cycle execution stage, with
a pipelined execution stage and a pipelined cache (PA+PC),
a bit-sliced/staggered ALU integer unit with a pipelined
cache (BA+PC), and a bit-sliced/staggered ALU integer unit
and a bit-sliced cache (BA+BC). We study two different
configurations: sliced by two, in which 32-bit register oper-
ands are divided into two 16-bit slices, and sliced by four, in
which 32-bit register operands are divided into four 8-bit
slices. We assume a fixed cycle time for each case, with dou-
ble-clocked (2-slice) and quad-clocked (4-slice) execution
and memory access stages for the pipelined and bit-sliced
ALU and cache. The results in Figure 5 suggest that double-
and quad-clocking is achievable for our 8K4W data cache,
depending on how balanced the other pipestages are and
what fraction of cycle time is dedicated to clock skew and
latch overhead. We note that our 2-slice BA+PC case is most
similar to the Pentium 4 configuration [11].

The IPC results for our base case is shown in Table 2. The
speed up comparison over the base model is shown in
Figure 6. We see that IPC increases as pipelining is applied
due to increased execution bandwidth (fewer structural haz-
ards) and increases more as bitslicing is applied due to
reduced effective latency. On average, the model with pipe-
lined ALU and pipelined cache (PA+PC) gains 2.8% (two-
slice) and 3.0% (four-slice) speedup over the non-pipelined
machine.When a bit-sliced ALU is added, the speedup

become 7.2% and 8.9% for two-slice and four-slice respec-
tively. As both ALU and cache are bit-sliced, speedup of
9.0% (two-slice) and 11.3%(four-slice) is achieved. 

6. Conclusions
In a bit-sliced cache, through the addition of a subarray

decoder in series with row decoders and the activation of
only necessary subarrays, significant power reduction is
achieved without adding much hardware complexity. The
delay caused by the subarray decoder is overcome by pipe-
lining cache access which results in considerable potential
cycle time reduction.

Also, since the bit-sliced cache provides more bandwidth
through pipelining and can be accessed as soon as there are
enough bits available, it provides measurable speedup when
the bit-sliced cache is used together with a bit-sliced ALU.
This additional bandwidth can be realized in a much simpler
and complexity-effective manner than conventional
approaches that add banks or additional cache ports.
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Abstract

SMT processors increase performance by executing instructions from several threads simultaneously.

These threads use the processor’s resources better by sharing them, but, at the same time, threads are

competing for these resources. The way critical resources are distributed among threads determines

the final throughput and also the performance of each individual thread.

Currently, the processor instruction fetch policy decides each cycle which threads enter the processor

to compete for resources. However, these fetch policies only use indirect indicators of how resource

allocation is carried out. This may cause resource monopolization by a single thread, or wasted resources

when no thread can use them. Both situations can harm the processor performance and occur, for

example, after an L2 cache miss.

This paper is a first step toward dynamic resource allocation for SMT processors. We show that

being conscious about resource demand and directly controlling resource assignment significantly im-

proves performance of SMTs. We introduce for the first time the concept of resource allocation policy

in order to provide such a control. Our results show that our resource allocation policy outperforms the

best published fetch policies for throughput and fairness, like FLUSH, by 7% on average. In addition,

our resource allocation policy does not need to squash instructions from the pipeline, like FLUSH, in

order to get this performance improvement. As a result, it reduces dynamic power consumption and

hardware complexity.

1 Introduction

Superscalar processors increase performance by exploiting instruction level parallelism (ILP) within a single

application. However, data and control dependences reduce the available ILP in applications. As a result,

when the available ILP is not high enough, many processor resources remain idle and do not contribute to

performance. Simultaneous multithreaded processors (SMT) execute instructions from multiple threads at

the same time, so that the combined ILP of multiple treads allows a higher usage of resources, increasing

performance [4][11][12][13] with a moderate area overhead over a superscalar processor [1][2][5][8]. However,

we should not forget that threads not only share the resources, they also compete for them.

In an SMT resource distribution among threads determines not only the final processor performance,

but also the performance of individual threads. If a single thread monopolizes most of the resources, it

will run at almost its full speed, but the other threads will suffer a slowdown due to resource starvation.
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The design target of an SMT processor determines how the resources should be shared. If increasing IPC

(throughput) is the only target, then resources should be allocated to the fastest threads, disregarding the

performance impact on other threads. However, current SMT processors are perceived by the Operating

System (OS) as multiple independent processors. As a result, the OS schedules threads onto what it

regards as processing units operating in parallel and if some threads are favored above others, the job

scheduling of the OS could be severely impaired. Therefore, to ensure that all threads are treated fairly is

also a desirable objective for an SMT processor that cannot be quickly disregarded.

In current SMT processors, threads are executed in a common resource pool and are allowed to freely

compete for resources. The instruction fetch (I-fetch) policy determines how this competition is carried

out: each clock cycle, it chooses which threads can enter the processor and are the first ones to get the

opportunity to use available resources. However, current fetch policies do not exercise direct control over

how resources are distributed among threads. They use only indirect indicators of potential resource abuse

by a given thread, for example, after L2 cache misses. Because no direct control over resources is exercised,

it is still possible that a thread allocates most of the processor resources, causing other threads to stall.

Also, to make things worse, it is a common situation that the thread which has allocated most of the

resources will not release them for a long period of time. There are fetch policies in the literature [3][6][10]

that try to detect this situation in order to prevent it by stalling the thread before it is too late, or even

to correct the situation by squashing the offending thread to make its resources available to other threads,

with varying degrees of success. The main problem of these policies is that in their attempt to prevent

resource monopolization they may introduce resource under-use, because they are preventing a thread from

using a set of resources that no other thread requires.

In this paper we show that the performance of an SMT processor can significantly be improved if a

direct control on resource allocation is exercised. At any given time, threads must be forced to use a

limited amount of resources. Otherwise, they could monopolize shared resources. In order to control the

amount of resources given to each thread, we introduce the concept of resource allocation policy. A resource

allocation policy controls the fetch slots, as instruction fetch policies do, but in addition it exercises a direct

control over all shared resources. This direct control allows a better use of resources, reducing resource

under-utilization. The main idea behind a smart resource allocation policy is that, each program has

very different resource demands. Even more, a given program has different resource demands during its

execution. We show that the better we identify these demands and adapt resource allocation to them, the

higher the performance of the SMT processor gets. Our results show that our resource allocation policy

improves the best published I-fetch policies, like FLUSH, in throughput as well as in fairness [7]. This

improvement is 7% on average. In addition, the resource allocation policy presented in this paper does not

require to squash instructions in the pipeline, and hence, reduces hardware complexity, energy and power

consumption.

The remainder of this paper is structured as follows. We present related work in Section 2. In Section

3, we present our policy. Section 4 is devoted to comparing the resource allocation policies and instruction

fetch policies. In section 5, we explain our experimental environment. Section 6 presents our simulation

results. Conclusions are given in Section 7. Finally, Future Work is presented in section 8.
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2 Related work

Many I-fetch policies in SMT processors have been proposed. Most of these policies use L1/L2 data misses

as indicators of a possible resource monopolization.

ROUND-ROBIN [11] is the most basic fetch policy and simply fetches instructions from all threads

alternatively, disregarding the resource use of each thread. This policy does not control any resource

distribution.

ICOUNT [11] prioritizes threads with fewer instructions in the pre-issue stages and presents good results

for threads with high ILP. However, an SMT has difficulties with threads that experience many loads that

miss in the L2 cache. When this situation happens, ICOUNT does not realize that a thread can be blocked

and does not make progress for many cycles. As a result, shared resources can be monopolized for a long

time.

STALL [10] is built on top of ICOUNT to avoid the problems caused by threads with a high cache

miss rate. It detects that a thread has a pending L2 miss and prevents the thread from fetching further

instructions to avoid resource abuse. However, L2 cache misses are only an indicator of possible resource

abuse. On the one hand, L2 miss detection may be already too late to prevent a thread from allocating

most of the available resources. On the other hand, it is possible that the resources allocated to a thread

are not required by any other thread, and hence the thread could very well continue fetching instead of

stalling, producing resource under-use.

FLUSH [10] is an extension of STALL that tries to correct the case in which an L2 miss is detected

too late by deallocating all the resources blocked by the offending thread, making them available to the

other executing threads. However, it is still possible that the missing thread is being punished without

reason, as the deallocated resources may not be used (or fully used) by the other threads. Furthermore,

by flushing all instructions from the missing thread, a vast amount of extra fetch and power is required to

redo the work for that thread. In [10] the authors show that FLUSH outperforms STALL.

Data Gating [3] is a recently proposed policy that attempts to reduce the effects of loads missing in

the L1 data cache by stalling threads on each L1 data miss. However, not all L1 misses cause an L2 miss.

Our results (not shown here) indicate that for memory bounded threads less than 50% of L1 misses cause

an L2 miss. Thus, to stall a thread every time it experiences an L1 miss may be too severe.

Predictive Data Gating [3] works like STALL, that is, it prevents a thread from fetching instructions

as soon as a cache miss is predicted. By using a miss predictor, it avoids detecting the cache misses too

late, but it introduces yet another level of speculation in the processor and may still be saving resources

that no other thread will use. Furthermore, cache misses prove to be very hard to predict accurately [14],

reducing the advantage of this technique.

3 Approaching a resource allocation policy

A key point for a resource allocation policy is that every program has different resource demands. Moreover,

most programs go through different behavior patterns during their execution. In each pattern, resource

demands of a program may vary drastically. In order to provide better results, a resource allocation policy

must take into account these phases and thus the different resource demands of threads.

Figure 1 shows a diagram of how a resource allocation policy could work. The first step is to classify

threads into groups. In this classification, threads in the same phase, and thus with similar resource
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requirements, are placed in the same group. The second step is to allocate resources to threads based on

resource availability and the classification previously made. In the following two subsections we describe

these phases in more detail.

CLASSIFY

THREADS

IN A

WORKLOAD

ALLOCATE
RESOURCE

ALLOCATION

THREADS

CLASSIFIED

IN GROUPS

Figure 1: Main tasks of a resource allocation policy

3.1 Thread classification

The first task for a resource allocation policy is to classify threads so that threads in each group have

similar resource requirements. The objective is to provide information to the resource allocation mechanism

(section 3.2) on the demand of resources. It is important to note that this classification is not done for

the entire lifetime of threads. Instead, it is dynamic and identifies the dynamic changes in resource

requirements.

In order to carry out this classification we use indicators. An indicator is an event that provides

information on the future use of resources that a thread will make. In this paper we use only cache

behavior of threads as indicator. After having explored several possibilities, we classify threads using L1

data cache misses as an indicator of cache behavior. Our classification mechanism classifies threads in two

groups, FAST or SLOW.

• The SLOW group. Threads with pending L1 data misses are classified in the SLOW group, because

they may allocate many resources for a long period of time: when a thread experiences a cache miss,

it runs much slower than it could and it holds resources that will not be released for a potentially long

time. Until the missing load is committed, each instruction holds a reorder buffer (ROB) entry and,

mostly a physical register. Also, all instructions depending on the missing load hold an instruction

queue (IQ) entry without making any progress as long as the offending load is not resolved.

• The FAST group. Threads with no pending L1 data cache misses are classified in the FAST group,

because they are able to run using a small set of resources that are rapidly re-used. That is, FAST

threads are able to exploit ILP with few resources. It is noted that they still require IQ entries and

physical registers, but they release these resources shortly after allocating them, so they are able to

run on a reduced set of resources.

Please note the allocation mechanism uses this classification to make the final resource distribution

among threads.

3.2 Resource allocation

The second task of a resource allocation policy is to allocate resources to threads. The main objectives of

this allocation are two-fold.

4



• First, to avoid resource monopolization. This is achieved by enforcing hard limits in the use of shared

resources. Any thread that uses more resources than assigned to it, is fetch stalled.

• Second, reduce resource under-use. This is achieved by giving more resources to threads in SLOW

phases that have higher resource demands, as long as it does not affect threads in FAST phases.

Resources are allocated to threads depending on how many FAST and SLOW threads there are. In this

paper, we only study the case in which there are two threads, and hence, there are 4 possible combinations.

• When both threads are in the same phase (FAST, FAST) or (SLOW, SLOW), our policy assumes

that they have the same resource demands. Hence, it evenly divides resources to threads.

• When there is one thread in each group, (FAST, SLOW) and (SLOW, FAST), we know that the

thread in the SLOW phase has more resource demands than the one in the FAST phase. In this

situation, our policy gives more resources to the thread in the SLOW phase. For example, this

thread could be given 60% of shared resources while the thread in the FAST phase only may use the

remainder 40%.

In short, our policy starts by assigning an equal share of each shared resource when both threads have

the same type. Next, when each thread is of a different type, the thread in an FAST phase shares part

of its resources with the other thread. This way, the thread in a SLOW phase is assigned its equal share

and also may borrow some additional resources from a thread which can run without them. We have

experimented with different values for the amount of resources the thread in the SLOW phase can borrow

from the FAST one. In our simulations we have varied this amount from 50% to 87.5% with an step of

12.5%, for both the IQs and the registers, as it is shown in Table 1.

Program Phase Resource allocation(%)

Thread 0 Thread 1 Thread 0 Thread 1

FAST FAST 50 50

SLOW SLOW 50 50

50 50

SLOW FAST 62.5 37.5

75 25

87.5 12.5

50 50

FAST SLOW 37.5 62.5

25 75

12.5 87.5

Table 1: Resource allocation used

4 Resource allocation policies vs. Instruction fetch policies

The main differences among a resource allocation (RAlloc) policy and an instruction fetch policy focus on

two points: the response action and the input information involved.

• The input information is the information used by the policy to take decisions about resource assign-

ment. Usually, this information consists of indirect indicators of resource use, like L1 data misses or

L2 data misses.
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• The response action is the behavior of a policy to control threads. For example, this response action

could be to fetch stall a thread.

I-fetch policies just control the fetch bandwidth. All I-fetch policies we have seen stall the fetch of

threads. FLUSH, in addition, squashes all instructions of the offending thread after a missing load. As

input information, I-fetch policies use indirect indicators, like L1 misses or L2 misses. Table 2 shows the

input information and response actions of the fetch policies presented in Section 2. In this table, ‘issue

delay’ means that the policy detects that a load spends more time in the cache hierarchy than needed to

access the L2 data cache.

I-Fetch Input In- Response

policy formation Action

STALL issue delay stall fetch

FLUSH issue delay stall fetch and

squash pipeline

DG L1 data misses stall fetch

PDG L1 data misses and stall fetch

predicted misses

Table 2: Resource actions and input information of fetch policies

An RAlloc policy control fetch bandwidth, as I-fetch policies do. As shown in [11], the fetch bandwidth

is a key parameter for SMT processors. Hence the control of this resource is absolutely required. In

addition, an RAlloc policy controls all shared resources in an SMT processor, since the monopolization

of any of these resources causes a stall of the entire pipeline. As input information, RAlloc policies uses

indirect indicators but, in addition, information about the demand and availability of resources. The more

accurate the information, the better the resource allocation.

The key point is that I-fetch policies are not aware of the resource needs of threads. They just assume

that resource abuse happens when an indirect indicator is activated. That is, indicators are perceived as

abuse indicators and, as a consequence, when any of them is activated the I-fetch policy immediately stalls

or flushes threads (see Figure 2 (a)). An RAlloc policy, see Figure 2 (b), perceives indirect indicators as

information on resource demand. As a consequence, it does not immediately take measures on threads

experiencing cache misses. Instead, it computes the overall demand as well as the availability of resources.

Then, it splits shared resources and fetch bandwidth among threads based on this information. Notice

that the objective of our policy is to help, if possible, threads in SLOW phases, i.e., those threads

experiencing cache misses. In contrast, previously proposed fetch policies proceed the other way around

by stalling/flushing those threads experiencing cache misses.

In a more general approach, another important point to take into account is the number of threads

running because this number determines the pressure on resources. The higher the number of threads, the

higher the pressure. Current I-fetch policies disregard this information and as result the response action

they take may be inadequate. RAlloc policies use this information when sharing resources between threads,

and hence the resource allocation is according to demand of resources.
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Figure 2: Schema of I-Fetch and RAlloc policies

5 Methodology

To evaluate the performance of the different policies, we use a trace driven SMT simulator derived from

SMTSIM [12]. The simulator consists of our own trace driven front-end and an improved version of

SMTSIM’s back-end. The simulator allows executing wrong path instructions by using a separate basic

block dictionary that contains all static instructions. Table 3 shows the main parameters of the simulated

processor. This processor configuration represents a standard and fair configuration according to state-

of-the-art papers in SMT. In our simulated processor both the IQs and the physical registers are shared

among threads, while each thread has its own ROB.

Processor Configuration

Pipeline depth 12 stages

Fetch/Issue/Commit Width 8

Queues Entries 32 int, 32 fp, 32 ld/st

Execution Units 6 int, 3 fp, 4 ld/st

Physical Registers 256

ROB size (each thread) 256

Branch Prediction Configuration

Branch Predictor 16K entries gshare

Branch Target Buffer 256-enry, 4-way associative

RAS 256 entries

Memory Configuration

Icache, Dcache 64 Kbytes, 2-way, 8-bank, 64-byte

lines, 1 cycle access

L2 cache 512 Kbytes, 8-way, 8-bank, 64-byte

lines, 10 cycle access

Main memory latency 100 cycles

TLB miss penalty 160 cycles

Table 3: Baseline configuration

Traces are collected of the most representative 300 million instruction segment, following an idea pre-

sented in [9]. The workload consists of all programs from the SPEC2000 integer benchmark suite. Each

program is executed using the reference input set and compiled with the −O2− non shared options using
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the DEC Alpha AXP-21264 C/C++ compiler. Programs are divided into two groups based on their cache

behavior (see Table 4): those with an L2 cache miss rate higher than 1%1 are considered memory bounded

(MEM). The rest are considered ILP. It is vital to differentiate among program types and program phases.

The program type concerns the L2 miss rate. Obviously, a MEM program experiences many SLOW phases,

more than an ILP program. However, ILP programs also experience SLOW phases and MEM programs

FAST phases.

Benchmark Benchmark L2 cache

type name miss rate

mcf 29.6

INTEGER twolf 2.9

vpr 1.9

parser 1.0

art 18.6

FP swim 11.4

lucas 7.47

equake 4.72

(a) MEM threads

Benchmark Benchmark L2 cache

type name miss rate

gap 0.7

vortex 0.3

gcc 0.3

INTEGER perlbmk 0.1

bzip2 0.1

crafty 0.1

gzip 0.1

eon 0.0

apsi 0.9

FP wupwise 0.9

mesa 0.1

fma3d 0.0

(b) ILP threads

Table 4: Cache behavior of isolated benchmarks

Workload type

number ILP MEM MIX

1 gzip , bzip2 twolf , vpr eon , twolf

2 eon , gap mcf , parser bzip2 , vpr

3 gcc , vortex twolf , mcf crafty , mcf

4 fma3d , apsi lucas , equake wupwise, art

5 wupwise, galgel art , swim lucas , galgel

6 crafty , mesa twolf , swim gap , art

7 perlbmk, mgrid twolf , equake wupwise, parser

8 bzip2 , apsi mcf , art gzip , swim

Table 5: Workload classification based on cache behavior of threads.

The properties of a workload depend on the number of threads in that workload and the memory

behavior of the individual threads. In order to make a fair comparison of our policy we distinguish three

types of workloads: ILP, MEM and MIX. ILP workloads only contain high ILP threads, MEM workloads

only contain memory-bounded threads (threads with a high L2 miss rate), and MIX workloads contain a

mixture of both. In this paper, we consider workloads with only 2 threads like the Pentium 4 [8] or the

Power 5 [5].

We have used the workloads shown in Table 5. We have built 8 different workloads for each group in

order to avoid that our results are biased toward a specific set of threads. Benchmarks in each group have

been selected randomly. In the next section we show the average results of the 8 workloads in each group.

1The L2 and L1 miss rate are calculated with respect to the number of dynamic loads
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6 Performance evaluation

We compare our smartRA policy with some of the best proposed fetch policies currently known: ICOUNT

[11], STALL[10], FLUSH[10], DG[3] and PDG[3]. For clarity, we only show the results of those policies

that give better results for the setup examined in this paper: FLUSH, ICOUNT, and DG.

Several performance metrics have been proposed for SMT. Some of these metrics try to balance through-

put and fairness [7]. We use separate metrics for the raw execution performance and for execution fairness.

For performance, we measure IPC throughput, the sum of the values of all running threads, as it measures

how effectively resources are being used. However, increasing IPC throughput is only a matter of assigning

more resources to the faster threads and so measuring fairness becomes imperative. We measure fairness

using the Hmean metric proposed in [7], as they show that it offers a better fairness-throughput balance

than the Weighted Speedup [10]. Hmean measures the harmonic mean of the IPC speedup (or slowdown)

of each separate thread, exposing artificial throughput improvements achieved by giving resources to the

faster threads.

6.1 Exploring different resource allocations

In this section we explore the effect of the amount of shared resources given to threads in SLOW phases

when there is one thread in each phase. We vary this percentage from 50% to 87.5% in steps of 12.5%,

for both the IQs and the registers. That means that for the IQs we assign 16, 20, 24 and 28 entries,

respectively, to the thread in a SLOW phase. Likewise, we assign 96, 120, 144 and 168 rename registers to

such a thread.
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Figure 3: Comparison of the different resource allocations for ILP and MEM workloads

Figure 3 shows the Hmean obtained for different resource divisions for ILP and MEM workloads. As

expected the variation is low. The difference between the worst and the best IPC value is less than 16%.
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This is caused by the fact that for these workloads, most of time both threads are of the same type, either

SLOW or FAST. As a result, most of the time resources are evenly divided over the threads.

In the case of MIX workloads, the situation where there is a thread in each group is much more frequent.

Hence, the difference between the best and the worst value is higher. Figure 4 shows the Hmean results

for each of the 8 MIX workloads for all resource allocations. We see that there is not a single resource

allocation that leads to the best result for all workload types. Instead, each workload achieves the best

Hmean result with a different resource allocation. Tables 6(a) and 6(b) give a deeper in-sight in this issue.

These tables show for each workload type that IQ and register division that leads to the best Hmean result.

For example, for the ILP1 workload the best Hmean result is achieved when the SLOW thread is allowed

to use 50% of each issue queue and 75% of each register bank.

Workload type

ILP MEM MIX

1 50 50 50

2 50 50 50

3 50 50 50

4 50 87.5 62.5

5 50 87.5 75

6 50 62.5 62.5

7 50 62.5 50

8 87.5 87.5 50

(a) IQ entries

Workload

ILP MEM MIX

1 75 50 62.5

2 75 62.5 62.5

3 75 62.5 50

4 50 50 75

5 50 75 50

6 62.5 75 75

7 62.5 75 62.5

8 87.5 62.5 50

(b) Registers

Table 6: IQ and register division that lead to the best Hmean results. These divisions are applied when

there is one thread in a SLOW phase and the other is in a FAST phase. Recall that if both threads are in

the same phase resources are evenly split.

This experiment with different static resource allocations shows the need of a dynamic policy that for

each particular workload selects a different resource allocation. We will assume that such a policy exists

and would select in each case the best resource allocation. This is our policy that we compare with the

I-fetch policies. We call our policy smartRA that stands for smart resource allocation.

In this initial study, we have used cache behavior as indicator. We really think that these results can

be improved by using other indicators. Moreover, if we could make a different resource allocation for IQ

type and register type, results can improve even more. We think that there is still much more room from

improvement, which we will address in the future work section.

6.2 Resource allocation vs. I-fetch policies

Figures 5(a) and 5(b) show the throughput results obtained using smartRA and the I-fetch policies. We

see that for ILP workloads the difference between the different policies is small, with smartRA always

improving the other ones. This is mainly due to the fact that ILP threads rarely experience L2 misses. For

the MIX and MEM workloads, smartRA improves all other policies except FLUSH for the MEM workloads

where it suffers a slowdown of 3%. As we will see this is because these I-fetch policies favor threads in ILP

phases over threads in MEM phases. On average, smartRA improves FLUSH by 1.6%, DG by 8.3%, and

ICOUNT by 5.6% in throughput.

Hmean results, see Figure 6, show that smartRA improves all other policies for all workload types.

This indicates that smartRA is fairer than the other policies. This is caused by the fact that previously
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Figure 5: IPC throughput

proposed policies favor ILP threads at the cost of degrading MEM threads. smartRA proceeds the other

way around by helping threads in SLOW phases as they do not harm the performance of threads in ILP

phases. As a result, smartRA improves FLUSH by 7.3%, DG by 13.5% and ICOUNT by 7.8%, on average

in fairness.

From the fetch policies, FLUSH achieves the best results. On average, smartRA improves FLUSH by

2% in throughput and 7% in fairness. In addition to this, smartRA has another advantage over FLUSH:

it does not require squashing instructions in the pipeline. We have measured the amount of instructions

that need to be re-fetched when the FLUSH policy is used, shown in Figure 7. In this figure, we are not

taking into account the flushed instructions due to branch mispredictions, but only those related with loads

missing in L2. We observe that for ILP workloads, this increase is the smallest one, since ILP workloads

contain threads with small L2 miss rate. Nevertheless, the increase is significant, 12%. For the MIX

workloads, it is almost 50%. It is worth mentioning that for MEM workloads the increase is about 87%.

This means that the number of fetched instructions is almost duplicated, with the energy and power costs

it implies. Notice that, when a squash of the pipeline is triggered, all squashed instructions have been

fetched. In addition, some have been already decoded, some already mapped, some already queued, some

already executed, etc., hence the wasted energy increases.
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Figure 6: Hmean improvement of smartRA over various I-fetch policies
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Figure 7: Increment in the number of fetched instructions when the FLUSH policy is used

7 Conclusions

In current SMT processors resources are assigned to threads as determined by the instruction fetch policy.

However, the instruction fetch policy does not consciously control how many resources are allocated to

threads. As a consequence, current policies cause both resource monopolization and resource under-

utilization, wasting performance and energy.

This paper is a first step toward dynamic resource allocation for SMT processors. We have shown that

in order to increase SMT performance direct control over shared resources, and moreover, adapting the

resource allocation to program phases, and thus to program real resource demands, are required. The

concept of resource allocation policy has been introduced for the first time in order to provide such control.

Our results show that there is not an optimal static resource allocation for all workload types. On the

contrary, each workload requires a different resource allocation, which makes evident the need of a dynamic

policy, smartRA. After comparing smartRA with three of the best published fetch policies, we have shown

that it outperforms all current designs, yielding processors with greater performance. Hmean results show

that smartRA improves FLUSH by 7%, DG by 17% and ICOUNT by 11% on average for ILP, MIX, and

MEM workloads. It is also remarkable that in order to get this performance improvement, smartRA does

not need to squash instructions in the pipeline, like FLUSH. Hence, it reduces the re-fetched instruction
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effort (up to 87% in MEM workloads) and then, also reduces the dynamic power wasted and hardware

complexity.

8 Future Work

This work is a first step toward a dynamic policy that provides a smart resource allocation based on real

demand of threads. We think that there is still room for improvement. This improvement would come

from the following points.

• The resource demands of threads depend on the phase that threads are in. In this work we have used

cache behavior of threads, in particular data L1 misses, to identify the phase a thread is in and the

amount of resources it needs. We think that there are other events that also indicate the resource

demands threads. We are currently working on identifying these events.

• In this paper we have divided integer and floating point resources in the same way. That is, the

integer issue queue and the floating point issue queue have been split equally. The same happens

with the integer and fp physical registers. However, given that fp instructions have longer latencies

than integer ones, fp codes have higher resource demands than integer ones. A different resource

allocation for integer and fp resources could improve total performance.

• Furthermore, in the case of the issue queues, we think that the load/store queue requires a resource

allocation different than the integer and fp one.

All these factors indicate to us that the results obtained in this paper can be improved and motivate

us to research in these issues.

In addition to improve our resource allocation policy, in the future we plan to work in the following three

issues. First, we will extend our idea for workloads with more than two threads. Second, we will propose a

dynamic policy that fulfils the previous objectives. And third, we will propose a hardware implementation

of our policy.
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ABSTRACT
In order to scale up processors beyond ILP, we explore the ex-
ploitation of coarser-grain parallelism. We advocate that a slightly
different programming approach, called agent programming (AP),
can unveil a large amount of parallelism, potentially simplify the
task of optimizing compilers and empower the architecture with
the ability to exploit potential parallelism based on available re-
sources. We show that an SMT, augmented with dynamic steering
strategies and thread swapping features, is an appropriate solution
for such self-organized architectures; self-organized SMT is called
SOMT. Using a set of specially written agent-like programs cor-
responding to classic algorithms, we show that AP+SOMT exhibit
better performance, stability and scalability for a large array of
data sets, and makes compiler optimizations less necessary. Fi-
nally, we outline that the approach can be progressively adopted as
a combination of a hardware add-on and C language extensions,
much like multimedia support in current superscalar processors.

1. INTRODUCTION
Beyond translating new hardware resources into improved per-

formance, one of the key debates on processor scalability is the ap-
propriate role of the architecture and the compiler. We have not yet
stricken the right balance between architecture and compiler roles
for exploiting instruction-level parallelism: both excessively com-
plex superscalar architectures or an excessively demanding com-
piler role in VLIW or Itanium processors can hurt scalability by
complicating and thus slowing down processor development (archi-
tecture or compiler). However, because processor scalability now
requires to look beyond instruction-level parallelism, this research
issue will shift to new grounds. There are two main approaches for
scalability: (1) executing faster the sequences of dependent instruc-
tions, or (2) exploiting coarser-grain (coarser than instruction-level)
parallelism. Examples of the former approach are the Grid Proces-
sor Architecture (GPA) [11] which maps dataflow graphs on a grid
of ALU operators so they execute faster, Chimaera [26] which pro-
poses a similar concept using FPGAs, and Function collapsing [27]
which propose to even collapse these sequences at the circuit-level.
Examples of the latter approach are CMPs [12], the Raw architec-
ture [19] and the TRIPS architecture [16] which combines multiple
GPAs (and thus both approaches). However, all these techniques
rely on the compiler: for the first approach, extracting sequences
of dependent instructions seems within reach of static analysis; on
the other hand, automatically extracting coarse-grain parallelism in
a large range of applications is a very old and only partially suc-
cessful research topic, which is still limiting the adoption of even
small-scale parallel machines today. Unlike ILP, coarser-grain par-
allelism is difficult to extract automatically, by the compiler, espe-

cially in pointer-based application where pointer aliasing hampers
dependence analysis.

In this article, we advocate that, provided we strike the right bal-
ance between the architecture, compiler and user effort, it is possi-
ble to unveil coarser-grain parallelism, and then to let the architec-
ture dynamically organize computations, i.e., self-organize compu-
tations in the spirit of out-of-order superscalar processors, but at
a coarser granularity and in a much different way. We will show
that the right combination of architecture, compiler and user effort
can potentially reduce the compiler effort of optimizing for paral-
lelism and locality; for instance, the architecture can be aware of
and dynamically exploit available coarse-grain parallelism, achiev-
ing better performance than with static parallelization; a program
running on a self-organized architecture can behave almost as if
it has been statically optimized for the cache; and overall a self-
organized architecture exhibits better scalability than a similar ar-
chitecture with statically optimized programs. We illustrate this
approach using SMTs, where all threads are used here to improve
the performance of a single process, i.e., a process is parallelized
over the different threads. In the long term, we view either a form
of CMP+SMT (e.g., the planned dual-core hyperthreaded Pentium
4), or one of the solutions mentioned in the above paragraph, as a
more likely path to scalability than single SMTs; but investigating
self-organized CMP+SMT or other solutions are beyond the scope
of this study.

The key to our approach is to view (and write) programs not as
a single large code, but as a set of “agents” interacting together.
What we are advocating is to rethink programs, sometimes at the
algorithm level, so that they are expressed in an agent-based way;
we do not suggest to parallelize existing programs, we believe that
it can be an excessively complicated task for many programs. Our
experience showed that writing classic algorithms in an agent-like
way is fairly intuitive for the user: many operations can be viewed
as one or a set of agents “crawling” over a few data structures and
performing a set of operations on each data item. By translating her
view of the algorithm and data structures in an agent-like program,
the programmer implicitly passes information on parallelism and
locality without explicitly parallelizing or managing memory. The
architecture then takes advantage of this information by dividing
agents to exploit parallelism, and by slowing/accelerating agents
to enforce proper memory behavior. In fact, the roles of both the
architecture and the compiler become fairly simple. Finally, it is
important to understand that we do not require the user to be aware
of the underlying architecture; the additional semantics provided
by the user is passed in an effortless manner, unlike architecture-
oriented hints for the Itanium, for instance; so writing an agent-like
program requires little effort, but granted, rewriting a program is a
significant effort, and it will slow adoption.



However, we also designed our approach so that progressive adop-
tion is possible in practice; for that purpose, we propose to augment
SMTs with hardware support for agent-like programming, and lan-
guage extensions that a user may or not take advantage of, much
like multimedia SIMD instructions in current superscalar proces-
sors. Our base architecture is an SMT, which has assets of its own,
such as high server or multi-workload performance [21], and which
is about to become more widely adopted, see Intel’s Pentium IV
and IBM’s Power5; moreover, the hardware overhead for support-
ing agent-based programs is limited. Also, instead of imposing a
new language, we simply propose a set of C/C++ language exten-
sions as a method for writing agent-like programs, so that not only
the syntax remains almost the same as C/C++, but the user is free
to program traditional monolithic codes and not take advantage of
the agent programming support.

2. AP: AGENT PROGRAMMING

2.1 Principles and Benefits
The notion of agent programming is tied to the notion of data

structures; let us introduce it below through the example of Fig-
ure 1, which shows the C and assembly versions of a simple pro-
gram that increments all values of a binary tree. We first outline
how a superscalar architecture would behave, and then how an
agent version of the same program running on an SMT would be-
have.

Figure 1: C and assembly versions of a tree traversal.

An ILP-oriented architecture like a superscalar (or a VLIW) pro-
cessor can take advantage of the parallelism among instructions,
e.g., instructions 5 and 6 in Figure 2. In a superscalar processor,
the loop will be implicitly unrolled within the instruction window,
see Figure 3, and the processor can even take advantage of paral-
lelism among instructions from consecutive basic blocks, e.g., in-
structions 5a, 6a, 5b, and 6b. Since these consecutive basic blocks
actually correspond to operations on consecutive items of the data
structure, the processor is executing these operations in a parallel
and interleaved way. Note however that due to pointer dereferenc-
ing (for accessing the next child node), the instructions correspond-
ing to two consecutive items of the data structure cannot start their
execution at the same time; the critical path roughly corresponds
to pointer dereferencing, or, in other words, to scanning the data
structure in sequential order. Techniques [4, 15] exist to speed up
pointer chasing and pointer-based data structure (pre)fetching, but
in the end, the data structure is still scanned in a sequential order,
one data structure item at a time.

Figure 2: ILP exploitation.

Figure 3: ILP exploitation across two tree items.

Now, in this example, any two data structure items can be scanned
in parallel, not just two consecutive items; moreover, data structure
items need not be scanned in sequential order, one item at a time.
Assume we consider the set of operations on a data structure item as
a task, any two such tasks can be executed in parallel. It is this task-
level parallelism that we want to take advantage of, in addition to
instruction-level parallelism. Task-level parallelism is coarser than
instruction-level parallelism, and similar though slightly finer than
the coarse-grain parallelism exploited in SMP machines. However,
the key difference is that task-level parallelism is not statically man-
aged as in SMP machines, it is dynamically managed as in super-
scalar processors.

Coming back to the example of Figure 1, the user now adds the
AP divide annotations before the recursive calls to let the archi-
tecture know it can perform the tasks on each tree item separately,
and thus spawn agents at each call (annotations are explained in
the next section). This annotation is not a program optimization, it
is basically the user passing intuitive information on her represen-
tation of the way the program is processing the data structure (in
a given order, in any order, etc). For many algorithms, program-
mers usually have a mental representation of program behavior on
data structures which can be passed effortlessly, and which is usu-
ally sufficient to characterize when agents can be created. From
a compiler analysis point of view, reverse-engineering a pointer-
based C/C++ program for dependence analysis is a daunting task;
however, from a user point of view, expressing the local properties
of an algorithm and its interaction with data structures is far more
simple. We are also investigating more elaborate syntax extensions,
in the spirit of the STL C++ library [18], where the user can spec-
ify data structure processing and pass this information (even more)
implicitly.



Figure 4: Agent Programming.

Once an agent has processed a data structure item, it attempts to
process (and thus move to) all neighbor data structure items. As-
suming the user has imposed no restriction on the order in which
data structure items must be scanned in the agent program, the ar-
chitecture can actually replicate the agent instead of executing it
in a given or arbitrary order, so that they actually flood the data
structure, see grey nodes in Figure 4. The architecture controls the
number of agents, and implicitly the flooding, based on available
hardware resources. This approach has several benefits.

Exploiting parallelism. First, when the user expresses in which
order neighbor nodes must be processed, i.e., no specific order, or
a specific order, she implicitly expresses parallelism among agents.
Then the architecture is free to dynamically exploit this parallelism
by allowing agents to replicate.

Exploiting locality. Second, simply enabling the architecture to
stall or not agents based on how efficiently they perform on caches
induces an efficient exploitation of a cache-based memory hierar-
chy. The basic principle of caches is that once a data has been
brought from memory, it should be heavily exploited before being
returned to memory. So, simply privileging agents that perform
best on caches is a way to enforce a proper utilization of caches.
By making the architecture aware of agent behavior on caches, it
can decide to stall the worst performing agents; as a consequence,
these agents stop polluting the cache, and best performing agents
can use most of the cache space for their own data items.

Consider now the tree scan of Figure 1 is performed again, as-
sume that the cache can only contain one branch of the tree and
currently holds the right branch highlighted in Figure 4. Then, the
agent moving along that branch will execute faster, and the role of
the architecture is to amplify this privilege by slowing down and
even swapping out other agents. As a result, other agents do not
have time to fetch new data in the cache that would evict present
and useful data. Naturally, once the agent of the highlighted branch
has completed or is well in the branch, other agents get up to speed
again.

Finally, note also that an agent can access (crawl over) several
data structures simultaneously, and that several agents correspond-
ing to different code sections can execute simultaneously, they need
not be agents working on the same data structures (though it is often
the case in standard programs like SpecInt). The practical issues of
agent programming are discussed in the next section.

2.2 Syntax
For the moment, agent programming takes the form of a set of

annotations that result in assembly-level transformations. These
transformations are not yet implemented in a compiler, they are
performed by hand, but the corresponding static transformations

AP Annotation Semantic
// AP divide Divide agent

(before loops and procedure calls)
// AP shared Atomic access to variable

(before statement using variable)
// AP reduction Variable for storing the result of a reduction

(before statement using variable)

Table 1: Annotations for agent programming.

are straightforward and can be automated. Most of the transforma-
tions either consist in modifying iterators like for loops or adding
calls to a library of support routines. The main annotations are
shown in Table 1.
AP divide. This is the main annotation. An agent can divide

in two cases: within a loop, and upon a procedure call. The trans-
formations induced by AP divide are different in one case and
the other.

If the annotation is inserted before a loop, see Figure 5, the di-
viding transformation consists in determining the loop iterator, its
start value, stop value and step, and inserting a call that distributes
the upper half of the loop to a new agent, while the current agent
finishes the lower half. Loops not amenable to a form where the
iterator has an arithmetic progression are ignored. Typically, loops
scanning lists cannot be divided for the moment, but we are inves-
tigating data structures extensions where lists are represented in a
dual array/list mode, facilitating division.

Figure 5: AP divide applied to a loop.

If the AP divide annotation is inserted just before a procedure
call (recursive or not), it can induce division. Consider the example
of Figure 1, the agent running procedure tree init reaches the
first call (annotated in the source with AP divide), it makes a
new procedure call and spawns a new agent at the same time, then
keeps executing the rest of the procedure.
AP shared. This annotation has the same semantic as for par-

allel machines. AP shared specifies variables which multiple
agents can update simultaneously. For this latter type of variables,
mutual exclusion is implemented through a fast locking mecha-
nism, see Section 3.
AP reduction. However, while a support for shared vari-

ables is necessary for most programs, it can naturally spoil some of
the performance benefits of agent programming. Many operations
consist in scanning part of one or several data structures and stor-
ing the result in a scalar variable, e.g., cumulating values, finding a
min/max,. . . Such operations can be implemented more efficiently
by making local copies of the scalar variable and later synchroniz-
ing the final operations on the local copies, provided the operation
is commutative and associative. To specify such reduction-like op-
erations, the corresponding scalar variable is simply marked with
the above annotation; note that it is implicitly shared. Consider the
example of Figure 6, where the tree scan is now used to cumulate
the tree values in scalar a; multiple agents will be spawned, creat-
ing local copies of a which will contain the partial sums, and at the
end of each agent execution, the local copies are cumulated back to
the true (and shared) scalar variable.



Figure 6: AP reduction.

3. SOMT: SELF-ORGANIZED SMT
As mentioned in the introduction, our target architecture is SMT.

SMT is a natural hardware support for agent programming because
a lightweight thread is a simple means for implementing an agent.
Other architectures, like CMP, would also provide an adequate sup-
port. An SMT must be augmented with three features to sup-
port agent programming: (1) thread division, (2) thread activa-
tion/deactivation, (3) fast thread synchronization support. Our SMT
implementation is similar to the one proposed by Tullsen et al. [22],
see Figure 7. There are 8 hardware contexts, 32 registers per con-
text, and the issue width is 16 instructions, using the Icount 4.4
policy [21], i.e., instructions are fetched for 4 threads per cycle, 4
instructions per thread. Each active thread has its own hardware
context, which includes the thread state (see below for the different
states), the thread registers and the PC.

Thread division/replication. The SMT model already allows
multiple threads with separate contexts to be executed in parallel.
In the proposed architecture, a thread may, by means of a New
THRead instruction (nthr), divide itself into two new threads;
nthr is inserted wherever the AP divide annotation is used,
e.g., see Figure 1. The architecture is free to ignore the instruction
and not perform a thread division if available hardware resources
don’t allow it.

The nthr instruction performs the following actions. The in-
struction is initially treated as an unconditional branch. Upon ex-
ecution, the instruction creates a new thread by seizing a hard-
ware context. A hardware thread context can have three states:
free (not allocated to an agent/thread), active (instructions are
fetched), stall (instructions are not fetched). After the nthr
is decoded, a free destination hardware context is chosen, and this
chosen context switches from state free to state stall.

When instruction nthr retires, all thread registers to which in-
struction nthr belongs are copied into the registers of the new
hardware context, the PC is set to the first target instruction, the
hardware context of the destination thread transits to active, and
agent instructions are fetched. The thread registers are only copied
at the commit stage because nthr could be speculative; it would
also be possible (faster but more costly) to speculatively copy reg-
ister map tables. If the nthr instruction is on the wrong path
and a thread has been started, the corresponding context transits
back to free state. Note that fetching agent instructions following
nthr is delayed by the pipeline length. However, we also found
that delaying the thread start time had limited impact on perfor-
mance due to the large amount of parallelism and overlap among
threads/agents in most cases, so this optimization did not seem
worth the added hardware complexity.

Every agent ends with a Kill THRead instruction (kthr).
Upon decoding kthr, the corresponding thread transits from the
active to stall, and stops fetching instructions. When kthr
reaches the commit stage, if the thread is not the last living one, the
thread is killed and the hardware context is deallocated. Otherwise,

if the thread is the last one, it is reactivated to execute the remainder
of the program.

Thread activation/deactivation. The proposed model also re-
lies on the ability to swap in and out threads in order to have more
threads (agents) than hardware contexts, much like a superscalar
processor has more in-flight instructions than the number of func-
tional units.

The architecture handles swaps using a LIFO stack of hardware
contexts connected to the register bank, see Figure 7. This solution
slows down swapping compared to the 14-cycle register bank selec-
tion proposed by Agarwal et al. [1], but does not modify the criti-
cal path to the register bank. We estimated swapping, i.e., mainly
copying registers, at 200 cycles for 63. We experimentally found
that a LIFO stack of 16 entries was sufficient for an architecture
with 8 hardware contexts. For 63 registers (31 FP, 31 Integer, 1

PC), the 16-entry LIFO stack has a size of 4kB. No stack overflow
occurred in our experiments, but a full architecture should include
a system trap for dumping the oldest threads to memory in order
to free stack space. When a thread is swapped out to the stack, the
hardware context transits back to stall, and once the last thread
instruction retires, registers are copied to the inactive context stack,
freeing the hardware context.

Division strategy. As mentioned before, the architecture decides
whether to act upon a nthr instruction. The strategy is greedy
unless threads are dying quickly, meaning the parallel sections are
too short with respect to thread creation overhead. Precisely, an
nthr instruction is executed if there is a free hardware context, and
if the number of threads which died in the past N cycles is smaller
than NumberHardwareContexts/2 (N = 128 in our experiments).

Scheduling and swapping strategy. The scheduling policy of
SOMT is ICount.4.4 [21], i.e., a policy that privileges best per-
forming threads, which are more likely to efficiently use functional
units. In addition, we have implemented a swapping strategy to
evict threads incurring long delays, mainly due to long memory la-
tencies, much like in large-scale multi-threaded machines [2]. As
a result, it is solely based on the observation of the threads cache
behavior.

Each load latency is compared against the average latency of
the last 1000 loads; if the latency is higher, a thread counter is
incremented, otherwise, it is decremented; when the thread counter
crosses a threshold (256 for an initial value of 0), the thread is
swapped out if there is no free hardware context (i.e. contexts are
used at full capacity).

Fast thread synchronization techniques. As proposed in [23],
mutual exclusion for accessing shared variables is implemented us-
ing a fast locks table, see Figure 7. The lock is set by a Memory
LoCK instruction (mlck) on a given address. The lock is set on
the base address of the shared object to be accessed, independently
of the object size. If another mlck instruction wants to access a
locked address, the following instructions are squashed, the thread
transits to the stall state and the thread id is stored in the Lock-
ing table, see Figure 7. Each entry of the table has three fields, the
address locked, an identifier of the thread possessing the lock, and
an identifier of the oldest thread stalled by the locking thread. Thus
when the locking thread releases the lock, the oldest waiting thread
becomes the new owner.

4. METHODOLOGY
Simulator. Our SMT simulator is built on top of SimpleScalar

version 3.0. We ran experiments on a SOMT processor, an SMT
processor using the parameters in Table 2, and an aggressive super-
scalar processor.



Figure 7: Self-Organized Multi-Threading.

Fetch width 16
Issue / Decode / 8
Commit width
RUU size 256
(Inst. window - ROB)
LSQ size 128
FUs 8 IALU, 4 IMULT,

4 FPALU, 4 FPMULT
Branch Combined,

4K entries bimodal,
and 2 level Gap predictor,

8K 2nd level entries,
14 history wide ,

1K meta-table size
7 cycle BR resolution

Memory Latency 200 cycles
L1 DCache 8kB, 1 cycle
L1 ICache 16kB, 1 cycle
L2 Unified Cache 1MB, 12 cycles

Table 2: Baseline configuration of SMT and superscalar proces-
sors.

Benchmarks. Because our approach requires to write programs
differently, in an “agent way”, to take advantage of self-organization,
we did not use the Spec programs, but wrote 5 small programs
which correspond to frequently used algorithms (and some per-
form tasks similar to certain SpecInt programs). Our benchmark
LZW is a compression program which uses the same core algo-
rithm as SpecInt 164.gzip, Dijkstra is a shortest path algorithm
used in network routing, Perceptron emulates a perceptron (as the
SpecInt 179.art), QuickSort is an implementation of the sort-
ing algorithm, and MxV, MxM are the classic matrix-vector and
matrix-matrix multiply. The execution times of these different pro-
grams vary from several hundred thousand cycles to several hun-
dred million cycles depending on data set size. For each program,
we used multiple data sets (from 10 for Perceptron, to one thou-
sand for QuickSort) in order to ascertain the stability of the agent
version of each program over a sufficiently large range of data sets.
For each program, we derived a standard imperative version to be
run on a superscalar processor, a statically parallelized version (see
below), and our agent version to be run on SOMT. All benchmarks
were compiled on an Alpha 21264 using cc -O3.

Static parallelization. While there is a broad literature on coarse-
grain parallelization, and parallel versions for several algorithms
(MxM, QuickSort, Perceptron, MxV) which could bring better per-
formance than our fine-grain thread-level parallelization, we could
not find parallel versions of some algorithms (LZW1, Dijkstra 2,
MCF). In order to have a statically parallelized version of all pro-

1Derivatives of LZW have been parallelized but not LZW itself.
2The Dijkstra parallel versions are intended for very coarse paral-
lelism, and would not perform efficiently on small data sets.



grams, we have derived a static parallel version for each program
from our agent version using profile-based techniques. The general
principle is akin to iterative parallelization: we run the agent ver-
sion, monitor how data structures are implicitly being divided by
agents, and whenever the number of agents reaches the maximum
number of hardware contexts, we record how the data is distributed
among agents, and use this distribution as a static task paralleliza-
tion; we explain this approach for each program in more details
in Section 5. Therefore, the comparison of our agent against our
static versions is both optimistic and pessimistic. It is optimistic
for two reasons: it assumes a static compiler will always be capa-
ble of identifying a parallel version of the algorithm, which is not
the case, especially for pointer-based applications, and it assumes
the compiler will be capable of finding enough parallelism to use all
hardware threads available. The comparison is pessimistic because
a tuned coarse-grain parallel version of some of these programs ex-
ists.

5. PERFORMANCE OF AGENT PROGRAM-
MING COMBINED WITH SELF-ORGANIZED
SMT

In this section, we study the performance of agent-like programs
running on an SMT with the appropriate support for replicating,
scheduling and swapping threads. As mentioned in Section 4, in
most experiments, we compare superscalar execution (i.e., “sequen-
tial execution”, in the sense that there is no thread-level paral-
lelism) with a statically parallelized program running on a standard
SMT, and with an agent version dynamically parallelized on a self-
organized SMT (AP+SOMT).

5.1 Dynamical parallelization
Irregular data structures and parallelism. Using QuickSort and

Dijkstra algorithms, we highlight the benefit of agent programming
for programs where load balancing among parallel threads is im-
portant. In Dijkstra, load balancing depends on which fraction of
the graph will be explored by each thread. An agent version of Di-
jkstra works slightly differently than the traditional sequential ver-
sion. Instead of recording at every step the list of all marked nodes
and deciding which one corresponds to the smallest distance, each
agent attempts to greedily move to all neighbor nodes. If an agent
finds an already marked node with a smallest distance than its own,
it does not attempt to move to the neighbor nodes of that node and
dies. Implicitly, the graph is flooded with agents, see Figure 8; the
lack of neighbors, and the availability of hardware resources de-
termine the creation/destruction of threads. Note that each agent
accesses two data structures: the graph itself and an array with one
entry per node for recording the current shortest path to that node;
the access to the array is protected with AP shared.

To build a static parallel version of Dijkstra to compare against,
we have executed the first steps of the algorithms until 8 different
graph nodes have been examined; then the 8 threads of the static
version will start from these 8 nodes as if the compiler had been
able to split the program and the graph in 8 parts; then each thread
will sequentially examine all child nodes recursively, stopping on
nodes with a smaller distance (where dynamic agents die). Because
performance is so much dependent on the nature of the graph, we
have randomly generated 50 graphs of 1000 nodes; Figure 9 shows
the distribution of execution time in cycles over the 50 graphs for
all three architectures. Clearly, the superscalar version version is
usually way slower than the agent version. Even though the static
parallel SMT version performs significantly better than the super-
scalar version, the agent SMT version is consistently more efficient

Figure 8: Flooding the graph with agents.

Figure 9: Distribution of execution time (Dijkstra).

with more stable performance. The paradox is that the execution
of the agent version is non-deterministic, which agent accesses
which node first depends on performance issues, so an agent can
die sooner in one run than another and their behavior can vary from
run to another on the same data set.

In QuickSort, load balancing is determined by the relative weight
of the two lists obtained after splitting the current list according to
the pivot; if one list is large and the other small, one thread will
terminate much sooner than the other and hardware resources are
not efficiently used. To build our static parallel version of Quick-
Sort, we run the first iterations of QuickSort until we get 8 lists, one
for each hardware context. We record this division, and the static
parallel version is started with these 8 individual lists as if the com-
piler had been able to split the original list in 8 parts. Then each
thread executes till completion. Because the QuickSort algorithm
executes much faster than Dijkstra, we were able to test 1000 dif-
ferent lists. As shown in Figure 10, the results are very consistent
with Dijkstra.

Some existing software parallelization techniques [24] imple-
ment load balancing by forking threads, as in our case, except forks
are guarded to inhibit forking, e.g., if lists are unbalanced or not
large enough. The combination of agent programming and self-
organized SMT provides much the same behavior except that fork-
ing needs not be guarded since hardware threads are dynamically
recycled by the architecture. The main asset of our approach is



Figure 10: Distribution of execution time (QuickSort).

not so much to achieve better performance than existing methods,
but to provide systematic and scalable means for extracting perfor-
mance from a large range of programs.

Small parallel sections. In the two above algorithms, data struc-
tures are sufficiently large that it is worth dividing agents as fast as
possible. However, we mention in Section 3 that if the life of an
agent (a thread) is short, the overhead will eradicate the benefits of
exploiting parallelism, and we explained that the architecture mon-
itors the average number of thread destructions per cycle, and takes
this metric into account in the cost function driving division deci-
sions. If the number of destructions becomes too large, meaning
threads are used to run very short parallel sections, then division
is temporarily inhibited. Two algorithms, LZW and Perceptron,
strongly benefit from this cost function.

Figure 11 shows the performance of the superscalar, static and
agent version of Perceptron, plus the agent version with a greedy
(divide always) division cost function. The destruction-aware pol-
icy (our default division policy) performs 17% better than the greedy
policy. What happens exactly is that the first 7 divisions will occur
greedily resulting in 8 threads, then the architecture will start re-
alizing that some of these threads are dying (too) quickly and will
inhibit divisions. So, while at least two threads have had an ex-
cessively low number of neurons, the remaining threads will not
be able to divide as much and create threads (agents) with too few
neurons, or only periodically so (until the division is again inhib-
ited).

The static parallel version of Perceptron is simply obtained by
parallelizing neuron updates in 8 blocks of neurons. The agent ver-
sion starts with a single agent having all neurons, and it divides by
splitting the set of neurons in two as long as the architecture allows.
The agent version performs again better than the static version be-
cause, as soon as a thread has completed, the hardware context can
be reused for another agent; in that case, a currently running agent
can divide in two, finishing faster. Because the number of neurons
is small (10000 in our example, the same as for 179.art from the
SpecInt suite), agents complete very quickly and are reused im-
mediately for splitting the work of other agents. If the number of
neurons were very large, the speedup would be smaller because
this phenomenon would only show in the final stage of the compu-
tations (when agents have few remaining neurons to compute).

Figure 11: Speedups of (Perceptron) and (LZW).

The behavior of the greedy versus the destruction-aware division
policy is the same for Perceptron and LZW, see Figure 11. Note,
however, that we were not able to obtain an efficient static paral-
lel version for LZW, and we found none in the literature, probably
because parallelization can only occur at a too fine granularity for
SMPs. Our agent version is as follows. The algorithm picks a se-
quence of characters in a string and wants to match this sequence
with the N characters before (N = 4096 in our case). The agent
can divide the set of N characters, e.g., two sets of N/2 charac-
ters after the first division, but the agent receiving the first N/2 set
is also authorized to continue on the second N/2 set if it found a
matching pattern. A static division brings no performance bene-
fit, but the agent version performs better because threads are used
again as soon as they complete, much like in the Perceptron.

5.2 Dynamic exploitation of locality
The architecture can influence the execution of agents in two

ways: by dividing agents, and by swapping in/out agents, i.e., priv-
ileging certain agents over others. In the previous section, we have
outlined the benefits of the first action, and in the present section
we outline the benefit of the second action.

Our SOMT can influence agent scheduling in two ways. Mildly
through the Icount scheduling policy which privileges threads with
high throughput. And more strongly through our swapping strat-
egy which privileges threads which perform best on caches. As
mentioned in Section 3, this policy fits well with the principles of
caches: once data is brought in cache, use it as much as possible be-
fore evicting it; so once a thread has brought data in cache, it should
be able to use it as much as possible, before other threads, which do
not yet have all their data in cache, disrupt well performing threads
by polluting the cache with new data.

Applying this policy to agents running on an SMT is akin to
changing the order of execution of agents so as to keep data in
cache as long as it used by some of the running agents. And this is
exactly what most locality-oriented program transformations such
as tiling, loop interchange, skewing. . . [13] attempt to do: change
the order of iterations, so that iterations which use the same data are
grouped together in time, i.e., execute more or less consecutively.
We want to show that a combination of agent programming, where
an agent corresponds to (a task on) a block of iterations, and SOMT
can behave not so differently than a program statically optimized
for locality.

An agent version of matrix-vector consists of the original prod-



uct, see Figure 12(a), which can be split either according to matrix
rows or matrix columns. When there are multiple agent division
possibilities, we usually enumerate them and let the agent alterna-
tively choose one or the other in a round-robin manner. Note that
splitting according to matrix rows favors locality since it tiles the
vector in smaller blocks, but having too many (small) blocks can
be detrimental as it degrades the locality of the result array C. The
execution of the agent version of the original matrix-vector multi-
ply on a SOMT is shown in Figure 13. The figure shows in black
the part of the matrix which has been fully used (all computations
involving this data have completed), in grey the parts of the ma-
trix which are being used (on-going computations), and in white
the parts where computations have not yet started; the different fig-
ures show the product at different stages of execution. The initial
agent has divided into 8 agents, corresponding to two row-wise di-
visions and one column-wise division. Note that the architecture
privileges the agents using the same matrix columns. What is hap-
pening is that division occurred very quickly and the threads work-
ing on the left and right columns (left and right block of the vector)
both attempted to fetch their vector block at the same time. Because
necessarily one of the threads started to have some vector block el-
ements before the other (the left threads), other threads accessing
these elements started to get privileged, which in turn, further fa-
vored the thread fetching the remaining left vector block elements,
and in the end, several of the right threads were swapped out. After
the left threads have completed, the right threads gain up speed and
perform their part of the computation. The upper half of figure 13
shows the behavior of the statically optimized version of MxV (tiled
and parallelized), see Figure 12(b), while the lower half shows the
behavior of the agent version, see Figure 12(a). One can see that
the patterns in the static and dynamic versions are fairly similar,
thanks to the memory-aware scheduling strategy of SOMT.

Figure 12: (a) MxV and (b) tiled MxV.

We observed, that the self-organization model achieved 61% of
the miss reduction obtained by a statically tiled version, and that
it achieves 90% of the speedup, over a range of different matrix
dimensions.

Dynamic steering has other benefits. Namely, it is more robust
than static optimization because it can adjust to unpredictable (or
hard to predict) performance variations. Consider matrix-multiply
which epitomizes cache conflict issues [9]. A well-known phe-

Figure 13: Tiling-like behavior with MxV.

nomenon is that when the matrix dimension modulo the cache size
is small, matrix-multiply performs poorly because cache conflicts
strongly hamper self reuse. Such conflicts may be hard to pre-
dict [20] and have fueled considerable compiler research efforts in
the past ten years [3, 6]. In the context of agent programming, a
conflict means the corresponding thread will be performing poorly;
with the memory-aware scheduling policy described in Section 3,
the thread will be swapped out, and other agents can take advantage
of available hardware resources. As a result, the impact of such
conflicts on overall program performance is partially hidden; Fig-
ure 14 outlines the stability of the agent version of MxM compared
to the static and superscalar versions, for a 8kB direct-mapped data
cache.

Figure 14: Hiding cache conflicts with MxM.

5.3 Scalability
One of the key benefits of combining agent programming with

SOMT is scalability. Agent programming provides a large amount
of potential parallelism that can be exploited without any further
program modification when the SOMT is scaled up and hardware
resources increase. In Figure 15, we have increased the number of
hardware thread contexts T and the number of ALUs (T/2 inte-
ger ALUs) to evaluate scalability; agent programming and SOMT
is compared against the statically parallelized versions of the dif-
ferent programs (note that the number of static threads is equal to
T/2, i.e., the static version is scaled up for each new hardware di-



mension), and against a very aggressive superscalar processor (in-
struction window size is 256, and the number of functional units is
the same as in the SMTs). We observe that agent programming and
SOMT can take advantage of additional hardware resources, and do
it more efficiently than statically parallelized versions for the rea-
sons outlined in previous sections, see QuickSort and MxV in Fig-
ure 16 for instance; both the static and dynamic SMT largely out-
perform the superscalar processor in terms of scalability. A more
subtle difference between static parallelization + SMT and agent
programming + SOMT is that the latter can also adjust the number
of threads (agents) to the amount of work. With a large number of
threads, statically parallelized versions can have too small parallel
regions which degrades performance (too much overhead), while
the SOMT version limits the number of threads because it has de-
tected fast thread destruction, see Section 5.1.

Figure 15: Scalability (averaged over all benchmarks).

Figure 16: Scalability (QuickSort and MxV).

5.4 Example of a larger application.
The best way to take advantage of Agent Programming is to

write a full program using this programming model, but it is also
possible to apply it (though less thoroughly) to existing applica-
tions. As an example, we have annotated MCF which spends 45%
of its execution time in procedure refresh potential. We
have modified this key routine, especially the loop shown in Fig-
ure 17. The main loop of the procedure performs a depth-first tree

traversal, but the algorithm is such that this order is not compul-
sory. To avoid the extensive use of recursive calls, the programmer
used a double-linked tree, in order to backtrack more efficiently to
alternative tree paths (other children) after reaching a branch leaf,
see node->sibling in Figure 17: the first part of the code from
line 2 to line 11 browses the tree from child to child until a leaf
is encountered, then the second part of the code backtracks (us-
ing child->pred) until a sibling is found. In the agent version,
division occurs whenever there is more than one child, thus per-
forming simultaneously a depth-first and breadth-first traversing.
Applying agent programming on this code section and running it
on an 8-context SOMT improves its performance by a factor of
2.14 over a comparable superscalar processor, i.e., a 1.32 speedup
for the global application; the test has been conducted using the
train data set (9 billion instructions were executed).

Figure 17: Original MCF code with AP annotations.

6. RELATED WORK
There are other research works on using SMTs to speedup single

processes by taking advantage of available threads. Tullsen et al. [10]
have investigated this approach using static parallelization and have
shown that SMT is able to exploit both ILP and TLP and achieve
a 2.68 speedup over a 2-core multi-processor. Another approach
for using multiple threads to speedup single processes are helper
threads [14] which spawn a reduced version of the main process,
capable of running of ahead of it, in order to warm up the cache [17]
or to provide a feedback on branch behavior [28].

Dataflow-oriented processors like GPA, or RAW [11, 19] aim at
removing the limitations of superscalar processors by taking advan-
tage of on-chip space. They do represent an interesting alternative,
especially since they alleviate some of the addressing limitations of
original dataflow architectures, but their scope (and thus potential
parallelism) remains restricted to fairly large but consecutive sets of
instructions. Several other architectures proposed speculative exe-
cution windows [16] and also increase the potential parallelism by
exploring several instruction windows, but the limitations remain
almost the same.

Coarser grain parallelism is naturally exploited in classic SMPs,
but also in CMPs [12] using static parallelization. Few researchers



have yet explored combinations of dynamic parallelization [25] and
CMPs, but they may also represent an interesting alternative to
AP+SOMT for extracting and exploiting coarse-grain parallelism.

Finally, there is a large array of research works on dataflow and
parallel languages [24, 7] to which agent programming borrows, as
well as the notion of Internet agent [5] itself. The only relationship
with the latter notion is only intuitive: Internet agents are compa-
rably large programs that crawl the Internet while agents for SMTs
are small pieces of code that crawl data structures.

Agent programming is partially inspired by novel and recently
proposed computing models, and particularly Blob computing [8],
which proposes to control and coordinate a large set of individ-
ual computing objects using exclusively local rules (such as di-
vision) embedded in the architecture. Blob computing cannot be
translated into a realistic architecture because it assumes the hard-
ware substrate is infinitely large and thus cannot adjust to limited
hardware resources. Also, the Blob language is cellular-automata
based, where the program is written as a set of state transitions,
which requires too much efforts from programmers used to exist-
ing C/C++ programs. Finally, the programmer has to explicit all
object divisions, which is compatible with a greedy division policy
when space is infinite, but not with a real finite-size architecture.

7. CONCLUSIONS AND FUTURE WORK
We have introduced a combination of agent programming and

self-organized SMT as an approach to achieve better scalability
than current ILP-oriented architectures by exploiting coarser-grain
parallelism. On a set of algorithms written as agent programs, we
have experimentally outlined the benefits of the approach: better
exploitation of dynamic parallelism, especially for complex data
structures or small parallel sections, better scalability as the num-
ber of hardware resources increases, and behaviors not unlike pro-
grams statically optimized for locality and parallelism, but without
the corresponding compiler effort.

Besides refinements on the language extensions, we are turning
to more likely candidate architectures for long-term scalability than
SMT, especially a combination of CMP+SMT, i.e., a set of SMT
processors connected in a grid-like manner. Agents are then not
contained within an SMT, they can move from one processor to the
other. Initial research suggests agent programming is well suited to
this spatial layout, even though space naturally brings new issues
like migration and addressing.
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Abstract: Executing multiple threads on a single proces-
sor will play a key role the future scaling of computer per-
formance, and while many new architectures propose novel
uses for threads, few address the complexity required to sup-
port multiple threads in a single processor core. This pa-
per describes extensions to WaveScalar, a recently proposed
dataflow instruction set, and the WaveCache, a WaveScalar
processor, that allow multiple threads to execute simultane-
ously. The original WaveCache is significantly less complex
than a modern out-of-order von Neumann processor, and the
modifications it requires for multithreading are very small.
We demonstrate that resulting multithreaded architecturecan
efficiently execute applications from the Splash2 benchmark
suite.

1 Introduction

Threads have proven to be an effective tool for enhancing pro-
gram performance. For many years, they have supplied ex-
plicitly parallel applications, such as web servers, databases,
and some scientific codes, with a simple parallel program-
ming model and substantial speedups on multiple processors.
Current research suggests that future multithreaded proces-
sors may use threads to benefit single-threaded programs by
prefetching data [1], speculatively executing past branches [2]
and across loop iterations [3], and improving system reliabil-
ity [4, 5].

However, supporting multiple threads can introduce sig-
nificant microarchitectural complexity. Simultaneous mul-
tithreading, for instance, dynamically partitions resources
across one or more threads, providing good performance for
both single- and multi-threaded workloads, but SMT proces-
sors are extremely complicated. They incur all the complexity
costs of out-of-order execution but also must provide support
for multiple threads throughout the pipeline including multi-
ple commit queues, multiple store buffers, larger registerfiles
and renaming tables.

WaveScalar [6] is a recently developed dataflow instruc-
tion set that combines the fine-grain threading and syn-
chronization mechanisms that the dataflow instruction fir-

ing rule provides with a simple memory ordering technique
called wave-ordered memory[6]. This provides total-load-
store ordering for coarse-grain, von Neumann-style threads.
The WaveScalar instruction set runs on a new style of low-
complexity, distributed processor. WaveScalar programs ex-
ecute in a sea of simple processing nodes that replace the
central processor and instruction cache of a conventional
computer. Conceptually, instructions execute in-place inthe
memory system and explicitly forward their results to any de-
pendents. In practice, they are stored and executed by an in-
telligent, distributed instruction cache called aWaveCache.
The WaveCache loads instructions from memory and assigns
them to processing elements for execution. The working set
of the application remains in this “intelligent I-cache” over
many, potentially millions of, invocations.

The chief advantages of the WaveCache over superscalars
and other von Neumann processors are its low complexity; re-
liance on local, rather than global, communication; and high
defect tolerance. Dataflow architectures are inherently multi-
threaded (some models even consider each instruction to be
its own thread), so augmenting the WaveCache to support
multiple von Neumann-style threads is much simpler and re-
quires less hardware than adding multithreading support toan
out-of-order superscalar processor.

The WaveCache consists of small, low-complexity pro-
cessing nodes replicated across the die that use nearest-
neighbor, point-to-point messaging. This reduces design
complexity and avoids long wire-delays that can limit clock
speeds. Prior work [6] demonstrates that even with the crud-
est of compilation tools (a binary translator to convert Al-
pha executables to the WaveScalar instruction set), the Wave-
Cache outperforms an extremely aggressive superscalar de-
sign by 2-7X. This work extends the WaveCache to support
multiple threads by simply widening some hardware struc-
tures by a few bits and providing additional, independent
copies of others.

In this work, we describe two key aspects of the
WaveScalar threading system. First, we deconstruct the
prior work on WaveScalar by decoupling dataflow execution
from wave-ordered memory to give threads greater control



over scarce memory-ordering hardware resources. Second,
we introduce a new instruction that facilitates lightweight,
memory-lessinter-thread communication. Using this commu-
nication mechanism, we construct a variety of efficient syn-
chronization and communication primitives including locks,
barriers, condition variables, and simple message passing.

Our results demonstrate that the WaveCache can execute
threaded programs efficiently. We embed our memory-less
synchronization primitives in the Splash-2 benchmark suite to
explore the performance and scalability of traditional coarse-
grain parallel codes executing on the WaveCache.

The next section reviews the WaveScalar instruction set
and the WaveCache. In Section 3, we describe extensions to
the WaveScalar ISA and the WaveCache architecture to sup-
port multiple threads, decouple memory order from execu-
tion, and support efficient lightweight synchronization. Sec-
tion 5 illustrates how these mechanisms are employed to build
memory-less synchronization primitives. Sections 6 and 7
present an evaluation of threading in the WaveCache and our
conclusions.

2 WaveScalar Review

Before discussing the architectural changes made to support
threads, we provide a brief review of the WaveScalar instruc-
tion set and the WaveCache architecture. The WaveScalar
ISA and its WaveCache implementation are a response to the
scaling problems facing tomorrow’s superscalar and VLIW
processors and specifically target the increasing complex-
ity of superscalars’ centralized designs, the increasing dis-
parity between computation and communication costs, and
the decreasing reliability of shrinking circuit technology.
WaveScalar side-steps these issues with a distributed com-
puting substrate composed of thousands of simple, largely
identical, and interchangeable processing elements (PEs). To
reduce communication costs within this substrate, PEs are or-
ganized into clusters, each associated with its own store buffer
and data cache. Instructions are placed in clusters to minimize
both inter-PE and PE-memory communication.

The PEs execute instructions using a dataflow execution
model [7, 8, 9, 10, 11, 12, 13, 14]. Dataflow computers exe-
cute programs according to the dataflow firing rule: instruc-
tions execute after all their operands become available. Val-
ues in a dataflow machine generally carry a tag to distinguish
them from other dynamic instances of the same variable. A
value and its tag are known as a token.

Previous dataflow machines have excelled at exposing par-
allelism but required programs to be written in special lan-
guages that eliminate side effects. WaveScalar surmounts this
shortcoming with wave-ordered memory, a memory-ordering
scheme that uses compiler-supplied annotations to preserve
total load-store ordering and enables programs written in im-
perative languages to execute efficiently. In addition to lan-
guage restrictions, the centralized designs of early dataflow

machines’ token stores hampered their performance and scal-
ability. The WaveCache eliminates this problem by distribut-
ing the token store and matching logic across the PEs.

The consequence of these features is a dataflow execution
model and implementation that are realizable in near-term
technology and can efficiently execute programs written in
any language.

2.1 The WaveScalar Instruction Set

Like previous dataflow instruction sets, WaveScalar converts
control dependences into data dependences by sending data
values to the instructions that need them. Rather than chang-
ing the value of a program counter, which causes particular
instructions to be fetched and executed on a von Neumann
machine, WaveScalar includes two dataflow instructions that
explicitly steer values to their intended consumers. A condi-
tional selector,φ [15], takes two input values and a boolean
selector and, depending on the selector’s value, produces one
of the inputs on its output. The reverse operation, a condi-
tional split orφ−1 [16], takes an input value and a boolean
output selector and directs the input to one of two possible
outputs, depending on the selector value.

Like traditional dataflow machines, WaveScalar uses tags
to identify different dynamic instances of data. Unlike tra-
ditional dataflow machines, where tag creation is either par-
tially distributed [17] or completely centralized, WaveScalar’s
tag control mechanism is entirely under software control, and
distributed throughout the WaveCache. A special instruc-
tion, WAVE-ADVANCE, increments the tag, called WAVE-
NUMBER, by 1 (modulo a maximum).

When compiling imperative language code, the
WaveScalar compiler breaks the control flow graph of
an application into pieces called waves. A wave’s key
properties are: (1) its instructions are partially ordered(there
are no loops); (2) control can only enter at a single point;
and (3) each time a wave executes, its instructions execute
at most once. These properties allow the compiler to reason
about memory ordering within a wave. Note that a wave is
more general than a hyperblock [18], since it can contain
joins. This makes it easy for the compiler to increase wave
size by unrolling loops.

Traditional imperative languages provide a programmer
with a model of memory known as total load-store ordering.
WaveScalar brings this feature to dataflow computing by us-
ing wave-ordered memory. Under wave-ordered memory, the
compiler annotates each memory operation with both its lo-
cation in its wave and information about its ordering relation-
ships, defined by the control flow graph and instruction order
within basic blocks, to other memory operations in the same
wave. As the memory operations execute, these annotations
travel to the memory system, allowing to apply memory op-
erations in the correct order.

Finally, WaveScalar supports object linking, shared li-
braries, and indirect function calls. Facilitating these con-
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Figure 1:WaveCache: The WaveScalar instruction set is in-
tended to be executed by an substrate of computational ele-
ments called the WaveCache.

structs requires an additional instruction, INDIRECT-SEND,
which takes three inputs: a data value (e.g., a function argu-
ment), an address, and an offset (which is statically encoded
as an immediate value). INDIRECT-SEND sends the value to
a consumer instruction located at the address plus the offset.

2.2 The WaveCache: a WaveScalar processor

In this section, we summarize the design of a WaveCache
processor to execute WaveScalar binaries that could be built
within the next 5-10 years (Figure 1). This microarchitecture
is the baseline model used in the simulation experiments pre-
sented in later sections.

The WaveCache is a grid of simple processing elements.
Each PE (Figure 2) contains buffering and storage for 8 dif-
ferent static instructions, although only one can fire each cy-
cle. A PE also includes logic to control instruction place-
ment and execution, input and output queues for instruction
operands, communication logic, and a functional unit. PEs
are co-located with their static instructions, forming an “in-
telligent” instruction cache, or processor-in-cache.

PEs are grouped into domains. Within a domain, instruc-
tions can both execute and send their results to a consum-
ing PE within a single cycle. Four domains are grouped into
a cluster, which houses both a store buffer and a traditional
4-way set-associative, 16K L1 data cache. The L1 caches
are kept coherent using a simple directory-based coherence
scheme that supports a single cache line owner with no shar-
ing. There is a 16MB unified L2 cache distributed around the
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Figure 2: WaveCache node: Each node of the WaveCache
is a simple ALU and input/output queues. Instructions are
mapped onto this node which caches and executes them.

edge of the grid, along with the L1 directory. Once memory
requests reach the L2 cache, access latencies are 20 cycles,
with 1000 cycles to access main memory. The store buffer in
each cluster can support four reads and writes per cycle. The
on-chip network contains a 4-ported bidirectional switch at
each cluster. The network latency is one cycle to arrive at the
switch from a PE and then one cycle per network hop in the
grid. Simulation of the system in this paper faithfully models
contention on all network links and communication busses
for operand, memory, and cache coherence traffic. Instruc-
tion placement is done on-demand and dynamically stripes
instructions across the grid.

This design uses a distributed wave-ordered memory inter-
face. Each dynamic wave is bound to a store buffer, which
fields all memory requests for that wave. As a store buffer
completes, it signals the store buffer for the next wave to pro-
ceed – analogous to a baton pass in a relay race. This scheme
allows the store buffer to be logically centralized but to mi-
grate around the WaveCache as the locus of execution moves.

3 Threads in WaveScalar

In the previous section, we described the basic WaveScalar
instruction set and WaveCache microarchitecture. Here, we
describe new instructions to manage multiple wave-ordered
memory sequences and synchronize two threads without go-
ing through memory. Then we outline the changes required
to execute multiple threads in the WaveCache.



3.1 Memory order creation and management

The WaveScalar ISA includes several instructions for manag-
ing threads. Previously we described how each dynamic value
in the WaveCache is tagged with a WAVE-NUMBER. To ef-
ficiently support von Neumann-style threads, we introduce a
second field, the THREAD-ID. In addition to differentiating
values in different threads, the WaveCache implementation
uses THREAD-IDs to replicate instructions across PEs as they
are loaded.

We use a straightforward notation,<t, w>.v, to describe
a token within the WaveScalar ISA, wheret is the THREAD-
ID, w is the WAVE-NUMBER, andv is the data value. To ma-
nipulate THREAD-IDs and WAVE-NUMBERs, we introduce
several instructions to convert WAVE-NUMBERs, THREAD-
IDs, and normal data values: DATA -TO-THREAD, THREAD-
TO-DATA , DATA -TO-WAVE and WAVE-TO-DATA . These
instructions fire according to the same rule as other instruc-
tions, i.e., their inputs must match on both THREAD-ID and
WAVE-NUMBER.

Since each thread will requires its own total load-store
ordering, we add the ability to create and manage multi-
ple wave-ordered memory sequences. Two instructions con-
trol the creation and termination of an ordered sequence
of memory operations. MEMORY-SEQUENCE-START takes
two inputs: a THREAD-ID that identifies the memory se-
quence and a WAVE-NUMBER that is the first wave in that
sequence. MEMORY-SEQUENCE-START produces the same
THREAD-ID as output, signaling that the memory system is
ready to receive memory requests for that sequence. A sec-
ond instruction, MEMORY-SEQUENCE-STOP, terminates a
memory-ordered sequence; its single input is the THREAD-ID

of the memory sequence to terminate. The memory system
treats MEMORY-SEQUENCE-STOP similarly to an ordered
store instruction, ensuring that all previous memory opera-
tions in the sequence have finished before the sequence ter-
minates

To create an ordered thread, a program uses MEMORY-
SEQUENCE-START to turn on memory ordering for a given
THREAD-ID, and then DATA -TO-THREAD and DATA -TO-
WAVE to set the THREAD-ID and WAVE-NUMBER on the
appropriate instructions. When the thread finishes, it calls
MEMORY-SEQUENCE-STOP to release the state associated
with its memory-ordered operations.

3.2 Memory-less synchronization

The final instruction, THREAD-COORDINATE, allows com-
putations executing under different THREAD-IDs to commu-
nicate directly, rather than through shared memory. THREAD-
COORDINATE has unique semantics in the WaveScalar ISA,
since it uses a modified firing rule. A THREAD-COORDINATE

instruction fires when the data value on its first (TAKE) in-
put matches the THREAD-ID of a value on its second (PUT)
input. THREAD-COORDINATE produces an output with
the THREAD-ID and WAVE-NUMBER from the TAKE in-

put and the data value from the PUT input. For exam-
ple, if <T , w>.K is the TAKE input and<K, u>.v is the
PUT input, THREAD-COORDINATE will produce the output,
<T , w>.v. To prevent starvation, THREAD-COORDINATE

must consume values in the order in which they arrive.
THREAD-COORDINATE is similar in spirit to other

lightweight synchronization primitives [19, 20], but is tai-
lored to WaveScalar’s dataflow framework. We will demon-
strate in Section 5 how to use THREAD-COORDINATE to cre-
ate lightweight memory-free locks and barriers that can coor-
dinate von Neumann-style threads running in the WaveCache.

4 Threads in the WaveCache

The original WaveCache architecture was designed to execute
a single coarse-grained. Adding support for multiple, high-
performance threads requires small changes to the design of
the processing elements, the store buffers, the communication
infrastructure and the instruction placement controller.

The principle change is the additional bus width re-
quired to transmit the extended tag (THREAD-ID and WAVE-
NUMBER). To support multiple threads in the PE input
queues, we can simply added a small register to hold the cur-
rent THREAD-ID for all data values in the input queues, since
the queues are not shared across threads.

The placement algorithm now dynamically loads a copy
of an instruction for each THREAD-ID that uses it, allowing
the number of static instances of an instruction to grow the
number of threads that execute that instruction and reducing
contention for each instance.

The only change required to the store buffers is the addi-
tional hardware to maintain the memory sequences of multi-
ple wave-ordered threads. Like the input queues at the PEs,
the store buffers are not shared across threads, so a register
holds the THREAD-ID and WAVE-NUMBER for the thread
currently using the store buffer.

5 Inter-thread synchronization

Traditional threading systems provide a set of function calls
and data types that support thread management and synchro-
nization. On most coarse-grained architectures, these mech-
anisms are heavyweight, because the hardware only pro-
vides synchronization primitives that act through memory.
WaveScalar sidesteps main memory for all synchronization,
and uses the THREAD-COORDINATE instruction to synchro-
nize threads (Sections 5.1 through 5.3).

5.1 General mutexes

Recall from Section 3.2 that the THREAD-COORDINATE in-
struction allows two threads to pass a data value. By vary-
ing the meaning of that value, one can create a variety of
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Figure 3: A memory-less mutex.

synchronization objects familiar to imperative-languagepro-
grammers and essential to operating systems. We discuss two
of these,mutexesandbarriers, along with the general thread
communication mechanism that underpins them.

Combining THREAD-COORDINATE with an INDIRECT-
SEND instruction, as shown in Figure 3, forms a simple mutex
that does not rely on the memory system. Instead, threads ac-
quire a mutex by consuming alock tokenand release it by
returning the token.

To acquire a mutexL, a threadT on wavew sends a to-
ken <T , w>.L to the TAKE port of the mutex’s THREAD-
COORDINATE instruction, and<T , w>.ra, wherera is the
address of the instruction that should receive the lock to-
ken, to the address port of the mutex’s INDIRECT-SEND.
If L is unlocked, a lock token with THREAD-ID L will be
sitting in an input queue of THREAD-COORDINATE’s PUT

port. THREAD-COORDINATE can then fire, sending its re-
sult,<T , w>.v, to the mutex’s INDIRECT-SEND instruction.
Once the INDIRECT-SEND receivesra and the lock token, it
forwards the token to the instruction located atra. That in-
struction can then trigger its dependents, returning control to
the locking thread. However, if a token with THREAD-ID L

is not present on the PUT port of the THREAD-COORDINATE

instruction,L is locked, and the THREAD-COORDINATE can-
not fire untilL’s current holder releases it. Therefore, the in-
structions dependent on the instruction atra cannot fire.

A thread releases a mutex by sending the lock token to
the THREAD-COORDINATE’s PUT port. To guarantee that all
memory operations in a critical section protected by the mu-
tex complete before it releases the mutex, a thread holding the
mutex issues a MEMORY-NOP-ACK instruction, which stalls
until all previous ordered memory operations have finished.
Finally, it makes the mutex release dependent on the value
returned by MEMORY-NOP-ACK.

5.2 Inter-thread communication using
THREAD-COORDINATE

The THREAD-COORDINATE instruction also provides a
mechanism for arbitrary inter-thread communication with-

Algorithm 1 barrier thread(maxcount)

Require: maxcountis the desired release threshold
tcount← 0
next link← NIL
loop

receive message “barrier wait(requestor)”
send message “chain link(next link)” to requestor
next link← requestor
tcount← tcount+ 1
if tcount= maxcountthen

send message “barrier release(tcount − 1)” to
requestor
tcount← 0

end if
end loop

out accessing the memory system. For instance, letC be
a (client) thread that wishes to initiate communication with
another (server) thread,S. Using a THREAD-COORDINATE

instruction,S publishes a wave numberu for which it will
receive values (by makingu the data value of a PUT to-
ken), essentially creating a “your number is” ticket that can
be used for later communications. ThreadC in wavew, takes
the next available ticket by sending<C, w>.S to THREAD-
COORDINATE’s TAKE port, receiving wave numberu. It can
then send messages to threadS for waveu. In order to receive
a response fromS, C also includes its current wave number
w along with the other messages.

Although there may be any number of client threads, ar-
riving in any order, this implementation allows only a sin-
gle server thread. A more general solution to the problem of
matching data producers to data consumers would have the
single server thread manage a pool of worker threads to act as
a matchmaker between clients and available servers.

5.3 General purpose barriers

A barrier is a specialized condition variable commonly used
in thread synchronization. It supports one important opera-
tion: wait. Calls towait block until some specified number
of threads have arrived at the barrier. After this conditionis
met, all waiting threads are released, i.e.,wait returns in each
of the waiting threads, and their execution continues.

Our implementation of a general purpose barrier uses the
inter-thread communication method described above and no
memory operations. A barrier object is simply a thread exe-
cuting the loop in Algorithm 1. A thread waits on a barrier
by sending it await message and making its subsequent oper-
ations dependent on the barrier’s reply. The barrier responds
immediately with achain-link message, notifying a waiting
thread of the THREAD-ID and WAVE-NUMBER of the previ-
ous waiter (if there is one). When the exit condition is met,
the barrier sends areleasemessage to the last thread to arrive.
Upon receiving arelease, a thread propagates it to the thread
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is absent.

identified in itschain-linkmessage. Distributing the queue of
waiting threads across the waiting threads is a convenient way
to eliminate dependence on the memory system. A straight-
forward extension of this barrier design provides a general
condition variable. We omit its description for brevity.

6 Results

In this section, we evaluate the WaveCache with five appli-
cations from the Splash-2 benchmark suite, each modified to
use the memory-less synchronization primitives describedin
Section 5. We compiled each application with the DEC cc
compiler using -O4 optimizations. A binary translator-based
toolchain was used to convert these binaries into WaveScalar
executables and to integrate our memoryless synchroniza-
tion library. We executed the applications on an execution-
driven simulator, which models the WaveCache architecture
described in Section 2.2.

Figure 4 contains speedup results for all five benchmarks,
as compared to their single-threaded running time. On av-
erage, the WaveCache achieves over 11× speedup with 16
threads and 15× speedup with 64 threads, althoughraytrace
reaches a substantially better 22×.

Increasing to 128 threads reduces performance (except for
lu andocean), because the WaveCache becomes congested
by the larger instruction working set and L1 data evictions
due to capacity misses. Note, however, that unlike Von Neu-
mann multiprocessors, the performance improvement gained
by adding additional threads comes with no additional hard-
ware. That an application achieves better performance at 64

threads than 128 simply means that it fully utilizes the Wave-
Cache’s resources with fewer threads and, therefore, should
be run with that number.

7 Conclusion

We have presented simple extensions to the WaveScalar in-
struction set that facilitate execution of multiple threads.
The WaveCache architecture requires only very minor ex-
tensions to support multiple threads, and the resulting ar-
chitecture is much simpler than a traditional, von Neumann-
based SMT processor. Using these modest extensions to the
ISA and hardware combined with our memory-less synchro-
nization primitives, the WaveCache can effeciently execute
multithreaded programs written in traditional imperativelan-
guages, such as those from the Splash-2 benchmark suite.
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Abstract

The paper presents a preliminary evaluation of
novel techniques that address a growing problem –
power dissipation in on-chip interconnects. Recent
studies have shown that around 50% of the dynamic
power consumption in modern processors is within on-
chip interconnects. The contribution of interconnect
power to total chip power is expected to be higher
in future communication-bound billion-transistor ar-
chitectures. In this paper, we propose the design of
a heterogeneous interconnect, where some wires are
optimized for low latency and others are optimized
for low power. We show that a large fraction of on-
chip communications are latency insensitive. Effecting
these non-critical transfers on low-power long-latency
interconnects can result in significant power savings
without unduly affecting performance. Two primary
techniques are evaluated in this paper: (i) a dynamic
critical path predictor that identifies results that are
not urgently consumed, and (ii) an address prediction
mechanism that requires addresses to be transferred
off the critical path for verification purposes. Our re-
sults demonstrate that 49% of all interconnect trans-
fers can be effected on power-efficient wires, while in-
curring a performance penalty of only 2.5%.

1. Introduction

The shrinking of process technologies has enabled
huge transistor budgets on a single chip. To exploit
these transistors for high performance processing, nu-
merous partitioned architectures have been proposed
[9, 15, 17, 18, 19, 20]. A partitioned architecture em-
ploys small processing cores (also referred to as clus-

ters) with an interconnect fabric and distributes in-
structions of a single application across the processing
cores. By implementing small cores, fast clock speeds
and low design complexity can be achieved. Since
a single application is distributed across the clusters,
partitioned architectures inevitably entail frequent data
transfers across the chip. Thus, future processors are
likely to be extremely communication-bound, from the
point of view of performance and power.

Studies [1, 14, 19] have shown that wire delays do
not scale down at the same rate as logic delays. As a
result, the delay to send a signal across the diameter
of a chip will soon be of the order of 30 cycles. These
long wire delays serve as a serious performance limiter
at future technology generations. Further, it has been
shown that on-chip interconnects account for roughly
50% of the total power dissipation in modern proces-
sors [16]. Thus, the design of the interconnect fabric
has a strong influence on processor performance and
power.

This paper examines performance and power trade-
offs in the design of the inter-cluster communication
network. Most evaluations on partitioned or clustered
architectures have focused on instruction distribution
algorithms that minimize communication and load im-
balance. However, power optimizations of the inter-
connect at the microarchitectural level have received
little attention. We propose and evaluate microarchi-
tectural techniques that can exploit a heterogeneous
network with varying performance and power charac-
teristics.

A performance-centric approach attempts to opti-
mize wires to minimize delay. This entails the use
of optimally spaced repeaters, large drivers, and wide
wires, all of which increase power dissipation in the in-



terconnect. By optimizing wires for power efficiency,
performance is compromised. For example, by elimi-
nating repeaters, wire delay becomes a quadratic func-
tion of wire length. To alleviate power consumption
bottlenecks in future processor generations, we pro-
pose the design of a heterogeneous network, where
half the wires are optimized for delay and the other
half for power. We demonstrate that data transfers
on the interconnect fabric have varying delay require-
ments. Many transfers are not on the program criti-
cal path and can tolerate longer communication delays.
By effecting these transfers on the power-efficient net-
work, significant reductions in power are observed
with minimal impact on performance. We identify two
major sources of non-critical transfers - (i) values that
are not urgently sourced by consuming instructions,
and (ii) values that are being transferred to verify ad-
dress predictions.

The rest of the paper is organized as follows. Sec-
tion 2 describes the communication-bound processor
that serves as the evaluation framework. We propose
techniques that can exploit a heterogeneous intercon-
nect in Section 3 and evaluate them in Section 4. Sec-
tion 5 discusses related work and we conclude in Sec-
tion 6.

2. The Base Clustered Processor

Most proposals for billion-transistor processors em-
ploy a partitioned architecture [9, 15, 17, 18, 19, 20].
The allocation of instructions to computational units
can be performed either statically [9, 12, 15, 17, 18,
23] or dynamically [5, 19, 20]. All of these designs
experience a large number of data transfers across the
chip. For the purpose of this study, we focus on one
example implementation of a partitioned architecture
– a dynamically scheduled general-purpose clustered
processor. The solutions proposed in this paper are ap-
plicable to other architectures as well and are likely to
be equally effective.

The clustered processor that serves as an evaluation
platform in this study has been shown to work well for
many classes of applications with little or no compiler
enhancements [2, 5, 8, 11, 12, 26]. In this processor
(shown in Figure 1), the front-end is centralized. Dur-
ing register renaming, instructions are assigned to one
of 16 clusters. Each cluster has a small issue queue,
physical register file, and a limited number of func-

crossbar

ring interconnect

set of 4 clusters

cluster

L1D

lsq
Fetch
Instr

Figure 1. The 16-cluster system with four sets of

four clusters each and a centralized LSQ and data

cache. A crossbar interconnect is used for com-

munication within a set of clusters and a ring con-

nects the four crossbar routers.

tional units with a single cycle bypass network among
them. If an instruction’s source operands are in a dif-
ferent cluster, copy instructions are inserted in the pro-
ducing clusters and the values are copied into physical
registers in the consuming cluster. To minimize com-
munication cost and load imbalance, we implement in-
struction steering heuristics that represent the state-of-
the-art. These heuristics incorporate information on
dependence chains, critical operands, load, physical
location, etc., and have been extensively covered in
other papers [5, 11, 24].

The load/store queue (LSQ) and L1 data cache are
centralized structures. Effective addresses for loads
and stores are computed in one of the clusters and
then sent to the centralized LSQ. The LSQ checks for
memory dependences before issuing loads to the data
cache and returning data back to the requesting clus-
ter. While distributed LSQ and cache implementations
have been proposed [13, 26], we employ a centralized
LSQ and cache because a distributed implementation
entails significant complexity and offers only modest
performance improvements [4, 13].

Aggarwal and Franklin [3] point out that a crossbar
has better performance when connecting a small num-
ber of clusters, while a ring interconnect performs bet-
ter when the number of clusters is increased. To take
advantage of both characteristics, they propose a hier-
archical interconnect (Figure 1), where a crossbar con-
nects four clusters and a ring connects multiple sets of
four clusters. This allows low-latency communication
between nearby clusters. Each link on the interconnect
has a throughput of two transfers per cycle to deal with
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the high traffic that is inevitable in such a partitioned
architecture.

3. Proposed Techniques

3.1 Motivation

A major bottleneck limiting the performance of any
partitioned architecture is the communication of data
between producer and consumer instructions in differ-
ent processing units. An ideal design would employ a
high speed wire that consumed as little power as pos-
sible. Magen et al. [16] show that 90% of the dy-
namic power consumed in the interconnect is in 10%
of the wires. The global wires in the partitioned archi-
tecture, such as the crossbar and inter-crossbar wires
that connect the different clusters are likely to be ma-
jor contributors to interconnect power. Data commun-
ciation on the interconnect can be categorised as fol-
lows: register values, store data, load data, and ef-
fective addresses for loads and stores. Register value
transfers account for 54% of all inter-cluster commu-
nication, while the transfer of data for store instruc-
tions accounts for around 5%, data produced by load
instructions accounts for 15%, and the transfer of ef-
fective addresses accounts for 24% of all communica-
tion. In the subsequent subsections, we show that a
number of transfers in each of these categories is la-
tency insensitive.

3.2 Power-Performance Trade-Offs in Intercon-
nect Design

The premise behind the paper is that there exists a
trade-off between performance and power consump-
tion in the design of on-chip interconnects. An inter-
connect that is optimized for low power is likely to
have longer delays and this has a debilitating effect on
program performance (quantified in Section 4). There-
fore, we propose the design of a heterogeneous in-
terconnect where half of the wires are optimized for
low delay and the other half are optimized for low
power. As part of a preliminary evaluation, our fo-
cus has been the identification of latency insensitive
interconnect transfers and a quantification of the per-
formance impact of effecting them on low power, long
latency wires. A detailed characterization of the power
and performance of different interconnect implemen-
tations remains future work. Here, we qualitatively

discuss one of the techniques that can be employed to
reduce interconnect power, although at a performance
cost.

Banerjee [7] developed a methodology to calculate
the repeater size and interconnect length that mini-
mizes the total interconnect power dissipation for any
given delay penalty. The premise behind their ap-
proach is also based on the fact that not all global
interconnects are on the critical path and hence, a
delay penalty can be tolerated on these non-critical
power efficient interconnects. As process technolo-
gies scale beyond 130nm, leakage power contributes
significantly to the interconnect power and hence their
technique provides greater power savings. For a de-
lay penalty of 20%, the optimal interconnect saves
50% and 70% power in 100 and 50 nm technologies.
Clearly, with technology scaling, leakage power dissi-
pation becomes the dominating component of the total
power dissipation and the use of small repeaters can
help lower the total interconnect power.

3.3 Identifying Critical Register Operands

To identify latency insensitive communications, the
first group of data transfers that we target are register
values that get bypassed to consuming instructions as
soon as they are generated by producing instructions.

Bypass of Register Values

In general, each instruction executed by a processor
requires one or more input register operands for its ex-
ecution. The instructions producing the operands wake
up the consumer as soon as they generate the operand
values. A consumer instruction cannot issue until all
of the input operands have arrived. The operand that
is produced last is more critical and needs to arrive
at the consumer as early as possible, while the other
operands can arrive as late as the last operand. In some
cases, even if all the operands are ready, the instruction
can wait in the issue queue if there is heavy contention
for the functional units. A table that can classify data
based on their arrival time and usage can be used to
send them either through a fast critical network or a
slow non-critical network.

We begin with a high-level description of how crit-
icality information is gathered. Each instruction in the
issue queue keeps track of the time difference between
the arrival of an input operand and its actual execution.

3



If the time difference is significant, the transfer of the
input operand is considered latency insensitive. When
the instruction completes, along with the completion
signal to the reorder buffer (ROB), a couple of bits are
transmitted, indicating the criticality nature of each in-
put operand. The ROB is augmented to keep track of
a few PC bits for the producer of each input operand.
These bits are used to index into a Criticality Predictor
that is a simple array of saturating counters, similar to
a branch predictor. When an instruction is dispatched
to a cluster, its criticality prediction is also sent to the
cluster. When the instruction completes, its result is
transferred to consumers on the low latency or low
power network depending on the criticality prediction.
Thus, some non-trivial hardware overhead has been in-
troduced in the centralized front-end. This overhead
may be acceptable in an architecture where the power
consumed by on-chip communications far outweighs
the power consumed in the criticality predictor, re-
name, and ROB stages. This implementation serves
as an example design point to evaluate the number of
non-critical transfers. Other simpler implementations
of criticality predictors are possible – for example, in-
structions following low-confidence branches. As fu-
ture work, we plan to evaluate the behavior of other
criticality predictors.

Transfer of Ready Register Operands

The above discussion targets register values that
have to be urgently bypassed to dependent instruc-
tions as soon as they are produced. There exists an-
other class of register input operands that are already
ready when an instruction is dispatched by the front-
end. Since it might take many cycles for the instruc-
tion to be dispatched to a cluster and for it to begin
execution, the transfer of its ready register operands
to the consuming cluster is often latency insensitive.
We observed that all such transfers can be effected on
the slow power-efficient network with a minimal im-
pact on performance. Such an implementation is es-
pecially favorable as it does not entail additional hard-
ware overhead for prediction mechanisms.

3.4 Communications for Cache Access

Cache Access in the Base Case

The earlier subsection describes the identification

of register values that are not urgently consumed by
other instructions. Register values represent a subset
of the traffic observed on the inter-cluster network. All
loads and stores compute their effective addresses in
the clusters and forward them to the centralized LSQ.
A load in the LSQ waits until its memory dependences
are resolved before accessing the L1 data cache and
forwarding the result back to the requesting cluster.
For store instructions, the data to be stored in the cache
is computed in one of the clusters and forwarded to the
centralized LSQ. The LSQ forwards this data to any
dependent loads and eventually writes it to the data
cache when the store commits. Thus, in addition to
the transfer of 64-bit register values, the inter-cluster
network is also responsible for the transfer of load ef-
fective addresses, store effective addresses, load data,
and store data.

Non-Critical Load Data

The data produced by a load instruction may be crit-
ical or not, depending on how quickly the consuming
instructions issue. The criticality predictor described
in the previous subsection can identify load instruc-
tions that produce critical data. Thus, it is possible to
employ the techniques described earlier to send load
data on either the critical or non-critical network. In
order to not further complicate the design of the criti-
cality predictor, for the purposes of this study, we as-
sume that all load data is sent to the requesting cluster
via the fast critical network.

Non-Critical Store Data

Store data, on the other hand, is often non-critical.
The late arrival of store data at the LSQ may delay exe-
cution in the following ways: (i) dependent loads have
to wait longer, (ii) the commit process may be stalled if
the store is at the head of the reorder buffer. As our re-
sults in the next section show, both of these events are
infrequent and store data can be indiscriminately sent
on a slower, power-efficient network. In our bench-
mark set, about 5% of all interconnect traffic can be
attributed to store data, providing ample opportunity
for power savings.

Non-Critical Load and Store Effective Addresses

Load and store effective address transfers are usu-
ally on the critical path – store addresses are urgently
required to resolve memory dependences and load ad-
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dresses are required to initiate cache access. For many
programs, accurate address prediction and memory de-
pendence speculation can accelerate cache access [4].
For loads, at the time of instruction dispatch, the ef-
fective address and memory dependences can be pre-
dicted. This allows the cache access to be initiated
without waiting for the clusters to produce load and
store effective addresses. As soon as the cache is ac-
cessed, data is returned to the cluster that houses the
load instruction. When the cluster computes the effec-
tive address, it is sent to the centralized LSQ to ver-
ify that the address prediction was correct. The effec-
tive address and memory dependence predictors can be
tuned to only make high-confidence predictions, caus-
ing the mispredict rate to be much lower than 1% for
most programs [4]. With such an implementation, the
transfer of the effective address from the cluster to the
centralized LSQ is no longer on the critical path – de-
laying the verification of address predictions does not
significantly degrade the instruction execution rate.

3.5 Summary

Thus, we observe that there are two primary sources
of delay-insensitive transfers in a communication-
bound processor. (i) Data that is not immediately con-
sumed by dependent instructions: Of these, register
results produced by instructions, including loads, can
be identified as non-critical by our criticality predictor.
Store data is always considered non-critical. Input reg-
ister operands that have already been generated when
the consumer instruction is dispatched, are also always
considered non-critical. (ii) Data transfers that verify
predictions: If load and store effective addresses are
accurately predicted at the centralized LSQ, the trans-
fer of these addresses from the clusters to the LSQ hap-
pens only for verification purposes and does not lie on
the critical path for any instruction’s execution.

Section 4 identifies the performance impact of send-
ing delay-insensitive transfers on a power-efficient and
slower network.

4. Results

4.1 Methodology

Our simulator is based on Simplescalar-3.0 [10] for
the Alpha AXP ISA. Separate issue queues and phys-
ical register files are modeled for each cluster. Con-

Fetch queue size 64
Branch predictor comb. of bimodal and 2-level

Bimodal predictor size 2048
Level 1 predictor 1024 entries, history 10
Level 2 predictor 4096 entries

BTB size 2048 sets, 2-way
Branch mispredict penalty at least 12 cycles

Fetch width 8 (across up to 2 basic blocks)
Dispatch and commit width 16

Issue queue size 15 per cluster (int and fp, each)
Register file size 30 per cluster (int and fp, each)

Re-order Buffer size 480
Integer ALUs/mult-div 1/1 (in each cluster)

FP ALUs/mult-div 1/1 (in each cluster)
L1 I-cache 32KB 2-way
L1 D-cache 32KB 2-way set-associative,

6 cycles, 4-way word-interleaved
L2 unified cache 2MB 8-way, 25 cycles

I and D TLB 128 entries, 8KB page size
Memory latency 160 cycles for the first chunk

Table 1. Simplescalar simulator parameters.

tention on the interconnects and for memory hierarchy
resources (ports, banks, buffers, etc.) are modeled in
detail. To model a wire-delay-constrained processor,
each of the 16 clusters is assumed to have 30 physi-
cal registers (int and fp, each), 15 issue queue entries
(int and fp, each), and one functional unit of each kind.
While we do not model a trace cache, we fetch instruc-
tions from up to two basic blocks in a cycle. Important
simulation parameters are listed in Table 1.

The latencies on the interconnects would depend
greatly on the technology, processor layout, and avail-
able metal area. The estimation of some of these
parameters is beyond the scope of this study. For
the base case, we make the following reasonable as-
sumptions: it takes a cycle to send data to the cross-
bar router, a cycle to receive data from the crossbar
router, and four cycles to send data between cross-
bar routers. Thus, the two most distant clusters on
the chip are separated by 10 cycles. Considering that
Agarwal et al. [1] project 30-cycle worst-case on-chip
latencies at 0.035µ technology, we expect this choice
of latencies to be representative of wire-limited future
microprocessors1 . We assume that each communica-
tion link is fully pipelined, allowing the initiation of
a new transfer every cycle. Our results also show the
effect of a network that has communication latencies
that are a factor of two higher. By modeling such
a communication-bound processor, we clearly isolate

1It must be noted that the L2 would account for a large fraction
of chip area.
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the performance differences between the different sim-
ulated cases. Similar result trends were also observed
when assuming latencies that were lower by a factor of
two. As Agarwal et al. predict [1], IPCs observed are
low due to a very high clock rate and presence of wire
delay penalties.

We use 21 of the 26 SPEC-2k programs as a bench-
mark set 2. The programs were fast-forwarded for two
billion instructions, simulated in detail for a million
instructions to warm up various structures, and then
measured over the next 100 million instructions. The
reference input set was used for all programs.

To understand the inherent advantages of the criti-
cality predictor, the simulations were performed with-
out any address prediction. This is because address
prediction adds to the benefits of the existing method-
ology and the combined results would not reflect the
use of the criticality predictor clearly. At the end of the
section, potential benefits of the criticality predictor
with address prediction are discussed. For all simula-
tions, three different interconnect configurations have
been used. In the base (high-performance) case, the
interconnects between the clusters are optimized for
speed and allow two transfers every cycle. To model a
processor that has interconnects optimized for power,
we simulate a model (low-power) like the base case,
but with wire latencies twice as much as those in the
high-performance case. The difference in the average
IPC between these two cases was found to be 21%,
underlining the impropriety of an approach that fo-
cuses solely on low power. The criticality-based case
assumes a heterogeneous interconnect with a combi-
nation of both the power optimized and the perfor-
mance optimized wires. In every cycle,we can start
one transfer each on the performance-optimized link
and on the power-optimized link. The latency of the
performance-optimized link is like that of the high-
performance case, while the latency of the power-
optimized link is like that of the low-power case. In
the criticality-based case, all store data goes through
the power optimized wires while all load data utilizes
the fast wires. The ready operands, operands which
are available for the consuming instruction at the time
of dispatch, are all sent through the power optimized
wires. The criticality predictor is used to choose be-

2Sixtrack, Facerec, and Perlbmk were not compatible with our
simulation infrastructure, while Ammp and Mcf were too memory-
bound to be affected by processor optimizations.

Figure 2. Graph showing performance of the
criticality-based approach, compared to the
high-performance and low-power cases.

tween the fast and the slow interconnect for bypassed
register values.

4.2 Effects on Performance

To understand the performance of the criticality pre-
dictor, we refer to Figures 2 and 3. In Figure 2, the
grey bars depict IPC for the low-power case, the black
bars depict the improvements in IPC obtained by mov-
ing to the criticality-based case, and the white bars
show the difference in IPC between the criticality-
based and high-performance cases. The graph clearly
shows that increasing the delay for every single trans-
fer has a much larger impact on performance than in-
creasing the delay for selected transfers based on crit-
icality. Figure 3 shows the IPC gap between the high-
performance and criticality-based cases and the corre-
sponding percentage of transfers that get sent on the
low-power interconnect. Note that these models as-
sume no address prediction techniques, requiring that
all effective addresses be sent on the low-latency inter-
connect.

The difference in the average IPC between the high-
performance and low-power cases is 21%. For the
criticality-based case, the criticality predictor is em-
ployed only for bypassed register transfers. The per-
centage of bypassed register transfers that get sent on
the low-power network is roughly 29%. In addition,
all store data and ready register operands get sent on
the low-power network. From Figure 3, We see that
about 36.5% of all transfers can happen on the low-
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Figure 3. Plot showing the percentage of all
transfers that happen on the low-power inter-
connect (not including predicted effective ad-
dresses) and the corresponding performance
loss.

power network. The overall loss in IPC is only 2.5%,
showing that we have identified a very favorable subset
of transfers that are relatively latency insensitive.

In eon and vortex, performance increases slightly
compared to the base case – the ability of the
criticality-based interconnect to accomodate more
data reduces contention in the links. Gap is the only
program where the unpredictable nature of the code re-
sults in a 11% IPC loss because of inaccuracies in the
criticality predictor.

This study highlights the importance of consider-
ing the design of wires with different levels of perfor-
mance and power in different parts of the processor.
Figure 2 shows us that ready register transfers tend not
to be on the critical path and hence can use the slower
and power optimized wires. It also tells us that the
design of bypasses requires careful performance and
power considerations. The use of a criticality predic-
tor helps us steer data to preserve performance while
reducing power.

Studies [4] have shown that around 52% of effective
addresses have high confidence predictions. Trans-
ferring high confidence address predictions on the
criticality-based interconnect can potentially achieve
greater power savings. Figure 4 depicts the different
kinds of transfers that happen on the interconnect as a
fraction of the total transfers. We see that high confi-
dence predictions that go through the criticality-based

Different types of interconnect transfer
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Figure 4. Graph showing different kinds of
non-critical transfers as a fraction of total
transfers

links account for 12.5% of the total transfers. This is
in addition to the already existing non-critical register
and store data transfers. Overall, we have 49% of the
traffic (including address prediction values) through
the power optimized links.

In future communication-bound processors, we ex-
pect more than 50% of chip power to be consumed
within the interconnects. Assuming that our approach
targets roughly 80% of on-chip interconnects and that
the low-power wires consume half as much power as
the high-power wires, overall chip power should re-
duce by about 10% with our optimizations.

5. Related Work

Tune et al. [24] and Srinivasan et al. [22] developed
several techniques for dynamically predicting the criti-
cality of instructions. Seng et al. [21] used the QOLD
heuristic suggested by Tune to find critical instruc-
tions and redirect them to different units optimized for
power and performance. The QOLD heuristic predicts
an instruction to be critical if it reaches the top of the
issue queue, i.e. the instruction has been waiting for a
long time for its operands. They used slow low power
units for executing the non-critical instructions to limit
the performance impact. A recent study by Balasubra-
monian et al. [6] evaluates the design of heterogeneous
cache banks and the use of criticality to assign instruc-
tions and data to each bank.

Magen [16] show that around 50% of a proces-
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sor’s dynamic power is dissipated in the interconnect
alone. They characterize interconnect power in a cur-
rent microprocessor designed for power efficiency and
propose power aware routing algorithms to minimize
power in the interconnect. They show that tuning in-
terconnects for power optimizations could yield good
results.

Several microarchitectural power simulators have
been proposed to date. Recently, Wang et al. [25] pro-
posed an interconnection power-performance simula-
tor to study on-chip interconnects in future processors.

6. Conclusions

The power consumed by on-chip interconnects is al-
ready a major contributor to total chip power [16]. Fu-
ture billion transistor architectures are likely to expend
significantly more power transferring values between
the different computational units. Various techniques,
such as fewer repeaters, low-capacitance drivers, low
voltage swings, etc., can be employed to reduce the
power within the interconnects, but at the cost of
longer wire delays.

Our results show that a large fraction of on-chip
communications are latency tolerant. This makes the
case for a heterogeneous interconnect, where some of
the wires are optimized for high speed and the others
for low power. Assuming such a heterogeneous inter-
connect is possible, we evaluate its potential to limit
performance degradation, while effecting a majority of
transfers on the power-efficient network. Our results
show that latency tolerant non-critical transfers can be
classified as follows: (i) register values that are not ur-
gently read by consuming instructions (accounting for
32.3% of all interconnect transfers), (ii) store data that
is often not forwarded to subsequent loads (account-
ing for 4.1% of all transfers), (iii) predicted load and
store effective addresses that are being transferred only
for verification purposes (12.8% of all transfers). As
a result, roughly 49% of all inter-cluster communica-
tions can be off-loaded to power-efficient wires while
incurring a performance loss of only 2.5%. If the inter-
connect is entirely composed of power-efficient long-
latency wires, the performance degradation is as high
as 21%. Thus, a heterogeneous interconnect allows
us to strike a better balance between overall processor
performance and power.

This paper serves as a preliminary evaluation of the

potential of a heterogeneous interconnect. A more de-
tailed analysis of the power-performance trade-offs in
interconnect design will help us better quantify the
performance and power effect of such an approach.
The techniques proposed here can be further extended
to apply to other processor structures, such as the
ALUs, register files, issue queues, etc.
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Abstract 
 

With increasing power density in modern 
processors, management of on-chip temperature is fast 
becoming a bottleneck for chip designers. To address 
this, beyond conventional power and energy analysis it 
is necessary to apply temperature-aware analysis. In 
this paper we present thermal-aware experiments on 
simultaneous multithreaded (SMT) and chip multi-
processor (CMP) architectures. Both SMT and CMP 
have been shown to improve ILP as well as energy 
efficiency, but in our experiments we also examine the 
temperature consequences of such multithreaded 
architectures. We use the SimpleScalar tool set 
combined with Wattch for power measurement in 
conjunction with the HotSpot thermal modeling tool. 
We begin with models for different processors using 
roughly equal silicon resources and develop 
parameters and floorplan layouts for each of these 
cases. Our findings show that large temperature 
gradients are prominent with either multithreading 
technique, but both architectures show promise as a 
basis for temperature-aware enhancements to mitigate 
the problem. We examine several techniques for 
managing peak temperature problems and find that 
allowing hot functional blocks to be allocated  more 
die area can reduce our processors’ hottest unit 
temperatures by as much as 12° Celsius. We scale our 
processors up to 4 contexts or 4 processor cores and 
find that these same temperature trends continue. 
 
1. Introduction 
 

Simultaneous multithreading and chip multi-
processing were originally proposed as methods to 
increase microprocessor performance [10, 26]. 
Recently, studies have also shown that both techniques 
are capable of reducing overall power consumption [20, 
21]. Until now, however, there has yet to be done an 

analysis comparing how each design methodology 
fares in the area of temperature-aware design.  

With increases in density of digital circuits without 
commensurate reduction in density of power 
consumption, heat dissipation is fast becoming the 
limiting factor in microprocessor performance [24]. In 
order to examine specifics of this problem, temperature 
analysis brings in the requirement of understanding 
how the output heat is spatially distributed across a die 
to result in temperature gradients. 

Microarchitectural methods to increase ILP have 
begun to involve steering toward multithreaded 
processors in the form of SMT and CMP, instead of 
continually increasing superscalar issue width. 
Because of the growing prominence of multithreaded 
processors, we perform an in-depth temperature 
analysis to examine the long term effects as processors 
move towards processing a greater number of threads. 
Some critical questions we wish to answer are: 
• Does either of the two processor design paradigms 

inherently give better thermal management 
alongside performance and power efficiency 
consequences? 

• With multithreading will thermal hotspots become 
even more of a problem? 

• And do thermal management techniques such as 
migration of computation retain their utility as we 
continue to scale up the number of threads or 
processor cores? 

In the next section we give brief overviews of the 
SMT and CMP concepts. Section 3 describes our 
simulation tools, benchmarks, and methodology. 
Section 4 summarizes our experiment results. Section 
5 discusses future work, and Section 6 concludes. 
 
2. Background and related work 
 

Simultaneous multithreading (SMT) was first 
described by Tullsen et al. as a technique by which 
processor resources could be more efficiently utilized 



due to issuing instructions from more than one thread 
[26]. SMT requires duplication of some essential 
resources such as architectural register files in order to 
maintain multiple thread contexts, but the principle 
theme of SMT is that performance is greatly increased 
by sharing most processor resources. SMT has been 
shown to be implementable by modifying existing 
superscalar processors with fairly minimal changes. 

Chip multiprocessing (CMP) is the concept of 
placing multiple processor cores on a single chip. The 
primary motivation is that instead of designing 
processors as large monolithic units, they can be 
broken down into simpler albeit less powerful units 
[10]. By dividing up our task into smaller units the 
design process is greatly simplified and through the 
combination of these simplified units we may actually 
increase the overall performance. 

Tullsen and Seng showed that simultaneous 
multithreading is capable of saving energy by reducing 
energy lost through mis-speculation [21]. Recent 
findings have shown CMP to be perhaps just as 
beneficial for energy savings when compared to SMT, 
and that in some cases chip multiprocessors are likely 
to be more energy-efficient than SMT processors [20]. 
Although the act of combining multiple units onto a 
single chip does not inherently save energy, energy 
savings are due to hardware simplification 
characteristic of the CMP theme. 

Much work has been done on directly comparing 
the two methodologies. Tullsen, et al. showed that 
SMT outperforms a CMP of the same number of 
contexts [26], while Hammond et al. showed that the 
design simplification of CMP could in some cases 
allow it to outperform an SMT [10]. For power 
consumption, Kaxiras et al. demonstrated that on 
mobile phone workloads an SMT processor could 
outperform a CMP in terms of energy efficiency [13], 
and Li et al. recently performed an in depth study of 
the reasons for the energy efficiency of SMT [16]. 

To summarize the temperature differences across a 
chip, we can compare the nominal temperature and the 
hottest local temperature. The overall spatial average 
temperature represents how hot our chip is on the 
whole, and is likely to be consistent with values that 
we could calculate from power-aware analysis without 
involving spatial layout considerations. This “power 
envelope” technique has been used extensively 
because it serves as an accurate approximation as long 
as large spatial temperature gradients are not present 
[9]. However, from a temperature-aware design 
perspective these gradients are important to take into 
account. 
 

3. Experimental procedure 
 
3.1. Tools and benchmarks 
 

We use the HotSpot temperature modeling tool 
developed at the University of Virginia [24]. HotSpot 
can be plugged into a power-performance simulator 
such as SimpleScalar-Wattch [1]. HotSpot allows the 
user to specify a processor floorplan that gives the 
layout of a processor and its functional units. From this 
floorplan, it creates an equivalent circuit model that 
models heat transfer in a silicon processor with 
specified thermal packaging. We use Wattch as our 
basis to provide the power numbers to HotSpot. 

We have selectively chosen eight benchmarks from 
the SPEC 2000 suite. In order to rapidly simulate our 
benchmarks, we used empirically derived simulation 
points as described by Sherwood et al. to generate 
simulation statistics representative of each 
benchmark’s complete program behavior [18, 22]. 

We modified SimpleScalar to support simultaneous 
multithreaded and chip multiprocessors. For our SMT 
design, we allow complete sharing of the instruction 
issue bandwidth and functional units, and shared 
branch prediction. For simplicity, our current fetch 
policy is Icount, as described in [26]. Our CMP 
specifications require duplication of most resources for 
each effective processor. Communication between 
cores is done through the shared L2 cache, consistent 
with modern CMP designs such as Hydra and the IBM 
Power4 [10, 19]. Both our SMT and CMP simulator 
are designed for running distinct programs in parallel, 
although in the future we expect to add support for 
cooperating threads. 

 
3.2. Experiment parameters 

 
Our processor parameters are designed to use 

resources appropriate for a modern high performance 
multithreaded processor built on 0.13 micron 
technology such as had been planned for the Alpha 
21464 (EV8) [7]. The EV8 sought to support 4-context 
multithreading, the degree to which we experiment 
with in this paper. Using 0.13 micron technology, we 
have assumed features such as a clock rate of 3 GHz, a 
relatively large L2 cache, and other parameters scaled 
up accordingly. 

Our parameters for a single-context superscalar 
processor, SMT processor, and two CMP 
configurations are shown in Table 1. Our models 
assume the same parameters for SMT as the single-
context superscalar and CMP resources are mostly 
divided proportionally. 



 
 
 

Table 1. Processor parameters. 
 

 

Single-
context 
Super-
scalar 

SMT 

2-core 
CMP 
(per-
core 

params) 

4-core 
CMP 
(per-
core 

params) 
Clock 
speed 3 GHz 3 GHz 3 GHz 3 GHz 

Ifetch 
queue size 16 16 8 4 

Bpred table 
size 4096 4096 2048 1024 

Issue width 8 8 4 2 
Commit 
width 8 8 4 2 

RUU 
window 
size 

128 128 64 32 

Ld/Store 
Queue size 64 64 32 16 

L1 Dcache  128 KB 128 KB 64 KB 32 KB 

L1 Icache 128 KB 128 KB 64 KB 32 KB 

L2 cache 4 MB 4 MB 4 MB 4 MB 

  
 

Hammond et al. pointed out that a simpler core 
would allow a CMP to be clocked faster [10]. 
However, support for this argument has not held up 
according to recent findings [2, 6]. Arguably the more 
complex logic of a superscalar or SMT processor can 
make issue delays longer, but sensible long-term 
design would result in additional pipeline stages and 
not necessarily a slower clock. As such, for 
comparisons of this nature we use the same clock rate 
of 3 GHz for our SMT and CMP simulations even for 
the smallest cores. 

A number of different die area tradeoff trends have 
been proposed, but it remains challenging to define fair 
tradeoffs between the two paradigms. Burns and 
Gaudiot have developed sophisticated models that 
estimate die area consequences for both SMT and 
CMP [2, 3]. In this paper we have taken a simpler 
approach. For example, some resources such as the 
data cache are divided evenly when separated into two 
separate CMP cores. While we could attempt to 
appropriate processor resources using some more 
complex empirical formulas as done by [2], our overall 
purpose is not to do a strict head-to-head comparison. 
Instead, we are aiming to find the long-term 
temperature-aware trends seen for SMT and CMP and 
to identify solutions to such arising thermal problems. 
 
 

3.3. Floorplans 
 

HotSpot requires sketched floorplans to specify the 
relative physical locations of processor functional 
units. Our base floorplan and a floorplan derived from 
it are shown below in Figure 1 (a). Chip 
multiprocessors are formed using a script to duplicate, 
scale, and place new cores based on a starting 
floorplan while maintaining the same size L2 cache. 

 

(a) The basic floorplan we use for an SMT or 
single-context superscalar processor. 

 

 

 
(b) Floorplan of our basic 2-context CMP. 

Figure 1. Examples of two HotSpot floorplans 
used in our experiments. 



CMP has the benefit that almost all resources are 
reduced in size approximately proportionally to the 
degree of splitting. One such resource that is not sized 
down in this way is the set of architectural registers. 
However, since the register file did not become an 
object of excessive heat output even when compressed 
under our models, we used the simple approximation 
of resizing the register file along with the entire core. 
 
4. Results and discussion 

 
To gather an understanding of temperature 

characteristics, we begin by analyzing the related 
performance and energy consumption. 
 
4.1. Performance and energy efficiency 

 
Figure 2 shows our achieved IPC on three 

architectures: single-context superscalar, 2-context 
SMT, and 2-core CMP. The superscalar column is 
omitted for multithreaded workloads because it cannot 
run them without course-grained context-switching. As 
expected, both SMT and CMP achieve significantly 
higher IPC when running multiple benchmarks. CMP 
also carries its expected performance loss for single-
threaded benchmarks as compared to a single-context 
superscalar or SMT processor. 
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Figure 2. Performance on superscalar, 2-context 
SMT processor, and 2-core CMP. 

 
The IPC of mixed workloads depends largely on 

the IPC of the individual programs making up each 
multithreaded workload. For example, gzip and 
vortex can both sustain high ILP when running 
alone, and achieve even higher IPC when 
multithreaded together. On the other hand, the 
workload of art and mcf shows low IPC, brought 

about because mcf is a very memory intensive 
benchmark. In the next section we will see a 
significant correlation between high IPC and high 
processor temperature, so it is relevant to know how 
IPC is affected by multithreading to see the 
temperature effects from mixing various programs. 

For a more complete picture, consider also the 
energy per instruction (EPI) metric. Energy data for all 
three architectures is shown below in Figure 3. As with 
IPC, we see improvement in EPI on both multithreaded 
architectures.
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Figure 3. EPI for the three architectures. Lower 
EPI values indicate better energy efficiency. 
 

Neither the IPC nor EPI metric alone sufficiently 
represents overall execution quality, so we present 
both initial metrics so that we can examine the relation 
between performance, energy, and then temperature. 
As seen in Figure 3, both multithreading techniques 
improve energy efficiency as measured by EPI. SMT 
can accomplish this by reducing wasted energy due to 
lower penalties from speculated instructions such as 
mispredicted branches. Energy saved by CMP is 
essentially due to the hardware simplification of each 
smaller core. Both energy savings can be summarized 
as resulting from more efficient usage of hardware. 

Given the less profound difference in EPI between 
different multithreaded workloads, IPC stands as a 
better candidate to correlate with thermal effects, and 
we shall shortly see the strong connection between 
high IPC and high processor temperatures. 
 
4.2. Temperature comparison 
 

HotSpot allows us to find the predicted final 
temperatures for an execution in the case where we 
suppose that the power values from that sample of 
execution would remain consistent in the limit as time 



approaches infinity. These steady-state temperatures 
are the primary measurements used in our experiments. 
Our steady-state temperatures for all benchmarks 
initially revealed large temperature gradients including 
prominent hot spot; in our case result bus and 
instruction window are typically the hottest units. The 
coldest component is always the L2 cache, as one 
would expect given its relative large size and 
infrequent usage. The difference between this apparent 
chip temperature and the temperature of the 
processor’s hottest units ranges from 5° to 25°, and the 
area-average chip temperatures for various 
benchmarks differ widely as well.  
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(a) Initial temperatures from our SMT 

configuration. Single-threaded workloads 
represent also represent a superscalar. 
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(b) Initial temperature data from our CMP 2-

core configuration. 
Figure 4. Nominal temperatures and hottest unit 
temperatures running various workloads. 

For example, multithreading gzip with vortex 
on an SMT processor results in an overall quite warm 
processor, registering 85.5° C as the apparent (area-
averaged) chip temperature. On the other hand, when a 
low IPC benchmark such as ammp runs alone on a 
single-context superscalar processor, we see a much 
lower apparent temperature (63.7°) and the hottest unit 
on that die registers at 72.2°. Yet despite the difference 
in magnitude, we find the hottest units among each 
workload are usually the same: in our case, the 
instruction window and result bus. Our steady-state 
temperatures including the hottest unit temperatures 
and chip-area average temperatures for both our SMT 
architecture and CMP architecture are shown in Figure 
4 (a). Likewise Figure 4 (b) contains corresponding 
temperature data for our 2-core CMP architecture. 

The existence of similar spatial temperature profile 
trends extends to even 2-core CMP chips running 
different benchmarks. For example, when running 
gzip and applu on two separate cores of a CMP, we 
find that the core running applu is generally 6° 
cooler than the core running gzip with respect to each 
core’s corresponding functional block units, and yet 
the instruction window and result bus are still found to 
be the hottest units on both cores. 

Modern processors are designed for adequate 
average power consumption and then rely on various 
forms of dynamic thermal management (DTM) to deal 
with peak thermal constraints [4]. Although maximum 
chip temperatures for typical desktop microprocessors 
such as the Intel Celeron are marked at around 85-90° 
C, our architectures often reach beyond this range for 
SPEC benchmarks. As processors become more 
thermal-limited in the future, the common operating 
regime will likely come closer to the more thermal 
limited cases such as the ones analyzed in our 
experiments [11]. 
 
4.3. Temperature-aware design enhancements 
 

Since the difference between the chip’s apparent 
temperature and its hottest unit’s temperature is a 
problem, we wish to seek techniques that reduce this 
gap even if they do not necessarily lower the 
temperature on the cooler locations of the processor. 
Skadron et al. proposed migrating computation (MC), 
whereby a single hot unit is duplicated and a backup 
structure located further away could be used when the 
original unit becomes too hot [24]. The motivation 
behind this was that intuitively it is most desirable to 
move hot units far apart from each other, but it is 
preferred to do this in some way that doesn’t 



significantly damage overall performance because of 
communication delay.  

For our first thermal improvement test, we notice 
that CMP’s property of separate cores enables moving 
entire cores around the processor layout. We target 
CMP cores because the flexibility inherent in separate 
cores makes this option most likely to have small 
performance consequences. Our modified layout 
reflecting relocated cores is shown below in Figure 5, 
which should be compared with Figure 1 (b). 

Using CMP core relocation, we ran new 
simulations with the modified layout and compared 
our final steady-state hottest-unit temperatures with 
the original values. We find that insignificant 
temperature drops are achieved as shown in Figure 5. 

 

 
Figure 5. Modified 2-core CMP layout with cores 
relocated to corners of the chip. 
 

Not shown here is the area-average chip 
temperature. Our new layout structure attempts to 
redistribute the heat, not reduce the average quantity of 
it on the die, and so there is no noticeable drop in the 
nominal temperature. What is surprising, however, is 
that the hottest unit temperatures as shown in Figure 6 
showed a practically insignificant 1° reduction at most. 

This disappointing result suggests that lateral heat 
transfer perhaps does not play a significant role in 
creating thermal hotspots. Since heat dissipation 
appears to be much stronger through the vertical 
packaging technology than through adjacent silicon, 
enlarging the area of computation rather than 
relocation may be the important factor.  
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Figure 6. Changes in hot unit temperature due to 
moving CMP cores to corners of the layout. 
 

Although somewhat larger improvements can be 
obtained by selectively relocating the hottest units 
themselves—which is likely to be more costly from a 
design standpoint—these gains are still small 
compared to what we find from our next technique. 
Heo et al. have pointed out that as die thickness 
reduces with respect to lateral chip dimensions that 
lateral heat transfer may become even less significant 
for future die technologies [11]. Since most of the heat 
is dissipated vertically through the heat sink, 
increasing the area of a unit could be much more 
relevant than actually separating the unit into distally 
located components. 

MC actually causes both effects at the same time, 
but in our experiment we allow a unit only to consume 
extra area to see if temperature reduction might owe 
simply to increased thermal contact area. Our new 
layout involves increasing the size of the hot area, as 
shown in Figure 7, and the results of the layout 
changes are shown in Figure 8. We see a noticeable 
drop in temperature owing to enlarging the hot units. 
Moreover, despite the smaller sized cores of a 2-core 
CMP we see approximately the same benefit. 

Relocating functional units or processor cores can 
result in unnecessary communication overheads. If 
little temperature benefit is achieved this way, 
unnecessary separation may be completely 
unnecessary to combine with simple unit enlargement. 

 



 
Figure 7. New core layout with increased spread 
of the result bus and instruction window. 
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Figure 8. Temperatures resulting from allowing 
the heating structure to take up more local area. 

 
Although we have now seen that increasing the die 

area of a particular unit can have temperature benefits, 
a question that arises now is what does it exactly mean 
to simply enlarge a processor unit. There are a number 
of ways by which extra space can be added to such 
units, and these methods along with their various costs 
are discussed in Section 4.5. 
 
4.4. Four-context/four-core processors 
 

To see how these trends continue as the number of 
threads is increased, we ran two four-benchmark 
mixes. We have used two thread mixes, the first 

described as all memory-intensive programs while the 
second consists of four high-ILP programs as 
classified by [25]. For the 4-context SMT we used the 
same layout as with single-context and 2-context 
executions, while the 4-core CMP was generated the 
same way we expanded our initial layout to the 2-core 
chip from Figure 1 (b). For the 4-thread cases, again 
relocating CMP cores to the die corner proved 
ineffective, so here we shall present only our results 
from hot unit enlargement. The modifications shown in 
Figure 7 were applied and duplicated to each core in 
the CMP 4-core layout. The original hottest-unit 
temperatures and improved temperatures are shown in 
Figure 9. 
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Figure 9.  Original and final temperatures for 
four-context SMT and CMP workloads. 
 

The improvements in the SMT configuration are 
still significant (6° and 11° respectively). When 
explaining the large improvement, one must also take 
into account that the original temperature gap was 
large as well. In the CMP configuration we see a 
similar benefit. Repetitive architectures have the 
benefit of reduced complexity of design, and recently 
these arguments have been extended to power savings 
in that power-efficient design on a repeated structure 
can create multiplicative power saving in reduced 
design time [14], and a similar argument can be made 
for temperature effects. 
 
4.5. Detail level for area-enlarging techniques 
 

In Sections 4.4 and 4.5 we found that enlarging hot 
units could significantly reduce temperature gradients, 
although it may not yet be clear what sort of a design 
technique could be used to accomplish this. Deeney 
has suggested that thermal hot spots can be mitigated 
by placing blank silicon nearby as a very coarse-grain 
method [5]. Unfortunately as we have observed and is 



noted by [11], the lateral heat transfer may be so small 
that we cannot expect significant transfer between the 
active unit and the adjacent empty silicon. 

If we place blank spots throughout the unit on a 
more fine grain level, however, we can eventually 
approach uniform heat distribution. To find what level 
of granularity is appropriate, we used our floorplan 
modeling to break the hottest units into granular blocks 
and measured how fine grain the distribution must be 
in order to adequately distribute heat. Since our end 
results for this granularity experiment are quite 
negative in terms of thermal manageability, we use as 
our single workload the SMT combination of gzip-
vortex because it gives a large (111.2° down to 
99.4°) temperature gap. In Figure 10 we show how 
heat spreading could be distributed within the layout of 
the hottest units, and the resulting thermal hot spot 
temperatures from such models are shown in Figure 11. 
The single-block case represents no blank silicon 
patches hence ideal uniform heat distribution 
throughout each unit. Breaking the hot units into two 
blocks (one on and one off) is a non-ideal situation that 
gives very little benefit over the original non-spread 
configuration that registered 111.2°. Increasing the 
granularity of spreading to 441 pieces for both the 
instruction window and result bus does improve heat 
spreading, but even at this level there is still a 5° 
difference between the average of the “on” and “off” 
spots. Exponentially increasing the number of pieces in 
our model is not feasible because the execution time of 
HotSpot is tied to the number of layout block units. 
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Figure 11.  Temperatures of hottest unit 
(instruction window) for gzip-vortex under 
SMT with granularly enlarging hot units. At an 
infinite number of pieces, the averages of the 
active pieces and blank pieces should both 
converge to the single-piece temperature. 

 
Disappointingly, here we have found that spreading 

a block must be done very finely in order to reduce its 
likelihood of it being a set of hot spots. 

Fortunately, we need not restrict ourselves to 
designs that consist only of a component’s original 
structure alongside blank silicon. MC is performed 
instead by creating only two duplicate units and 
alternating calculation between the two. Somehow the 
units must be able to copy over any stored data when 
switching between the two duplicate units. Since this 
copying operation may be expensive, it is important to 
limit how often this occurs. Heo et al. showed that this 
activity migration could be performed on the level of 
microseconds and achieve its desired effect [11]. 
Under the various methods presented, expanding of 
units can incur costs in terms of die area and timing 
difficulties, and these tradeoffs must be taken into 
consideration.  

The granularity experiment presented in this section 
also gives us an idea of how precise our floorplan 
modeling scheme is. We have used strong assumptions 
that various blocks are monolithic units with a single 
temperature. Here we see evidence that we may need 
to model at a much more precise level for accurate 
temperature effects because assumptions of simple 
“spreading” may be too strong for large units with a 
heterogeneous structure. 
 

Figure 10.  Sample (n = 9) core layout to find the 
granularity necessary for sufficient temperature 
distribution. 

 



4.6. Performance and thermal tradeoffs 
 

When compared to SMT, the primary weakness of 
CMP is poor single-threaded performance. From the 
temperature-level design perspective, we see that this 
problem worsens. Because most heat dissipation is 
largely through the vertical heat sink directly above the 
core and not through an indirect path through other 
core, the heat generation of a single core is largely its 
own localized problem even when the other cores are 
idle. On the other hand, CMP research is largely 
geared toward compiler enhancements to enable thread 
level speculation and parallelize single threaded 
programs to run on multi-core processors [17]. With 
these enhancements, the isolation problem for single-
threaded programs can be less significant. 
Furthermore, chip multiprocessors are largely geared 
toward server or network environments with many 
clients and so peak performance may not be a big 
issue. In the single-threaded case SMT did well in 
performance, but high-IPC executions often came 
alongside high temperatures almost as often as with 
multithreaded workloads. 

For the corresponding temperature effects we saw 
in the beginning that high temperatures correlated 
strongly with high IPC workloads. This indicates that 
any ILP gains that we have achieved through 
multithreading may quickly be mitigated if we operate 
within the temperature limited regime. However, if we 
have methods to deal with these temperature problems 
in our architectures, there is certainly promise in ways 
to continue achieving improved performance. Our 
layout restructuring techniques tend to give better 
temperature improvements for the SMT architecture, 
although we also had worse temperature gradients for 
the SMT architecture to begin with. As such, it seems 
both SMT and CMP are viable multithreaded 
architectures amenable to thermal management 
techniques. 
 
5. Future work 
 

The models used in this paper to specify parameters 
for SMT and CMP were quite simple. Use of more 
detailed transistor-count estimation tools could 
automate comparative simulations [8, 23]. Their 
benefit is twofold: allowing us to estimate the 
microarchitecture parameters as well as providing 
information to generate more accurate HotSpot 
floorplans. 

HotSpot’s model has been validated using 
Floworks, an industry level computational fluid 
dynamics tool [24], and using a thermal test chip [12]. 

However, now that there are existing fabricated SMT 
and CMP processors, through the use of temperature 
sensors we have a possible real-chip method by which 
we can analyze and validate temperature-aware 
simulation techniques, and we expect to do this in the 
near future. 

Also, all the experiments outlined in this paper were 
done using the steady-state temperatures, which fail to 
account for the transient nature of temperature. 
Thermal management is generally quite a dynamic 
problem that involves active techniques such as 
dynamic frequency and voltage scaling (DVFS). And 
so in the future we intend to do a temporal—not 
merely steady-state—study of temperature effects and 
thermal management. 
 
6. Conclusions 
 

Recall that this paper began with three questions: 
• Does either of the two processor design paradigms 

inherently give better thermal management 
alongside performance and power efficiency 
consequences? 

Our temperature results indicate higher 
temperatures and larger temperature gradients for SMT 
as opposed to CMP. However we also see these 
temperature problems receiving excellent improvement 
from our layout restructuring experiments particularly 
in the SMT case. When taking performance into 
account, we saw an IPC increase due to multithreading 
from both architectures, although the best IPC 
improvements came alongside high temperatures. All 
in all, both multithreaded architectures as a means to 
improvement ILP and both show promise in that we 
have ways of dealing with the ensuing thermal 
problems. 
• With multithreading will thermal hotspots become 

even more of a problem? 
While higher IPC results in overall high 

temperatures, we fortunately found that there was a 
high degree of predictability. Although the hot spots 
become hotter, we were not likely to see new hotspots 
in different locations. For the SMT case, large peak 
temperature problems are often present but these 
usually correspond with high IPC and the single-
threaded temperature emergencies. Having consistently 
the same pattern in the sequence of hottest units, we 
see that there is much predictability that makes thermal 
problems manageable 

In the CMP case, we have a very similar scenario. 
An added difference is that here we have multiple 
cores, and usually a single core sets the characteristic 
peak temperature even if the other cores carry much 



lower temperatures. Fortunately the simpler cores 
inherent in CMP serve as somewhat of a balance to 
avoid extremes, which is why we see less extreme 
temperatures in CMP. Furthermore, possibly a single 
core approaching high temperatures may adversely 
affect other cores if we limit processor operation with 
DTM. Large-scale multiprocessors such as Raw and 
TRIPS use sophisticated interfaces that require 
synchronized operation. On the other hand, recent 
studies have shown the benefits of heterogeneous cores 
within a single architecture in order to gain flexibility 
[15].  
• And do thermal management techniques such as 

migration of computation retain their utility as we 
continue to scale up the number of threads or 
processor cores? 

Encouragingly, our tested solution for thermal 
management is increasing the size of only hot units, 
and we found that this general technique retains its 
utility for as many as four simultaneously 
multithreaded contexts or four processor cores. 
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Abstract

Modern processors continue to gain in performance, but this
comes at an increasingly high cost in terms of power con-
sumption and packaging. As power consumption contin-
ues to increases, the thermal demands made on the core and
the packaging to dissipate heat play more important roles in
the design of modern processors. Thermal concerns impact
how processors are laid out, how quickly processors can be
clocked, processor reliability, and the expense of the pack-
aging. Current production chips are often packaged to dis-
sipate maximum typical power, rather than maximum abso-
lute power. Dynamic thermal management is one approach
enabling the use of lower thermal thresholds, further reduc-
ing packaging costs. We investigate techniques which would
allow the use of an even lower thermal threshold, thus fur-
ther reducing packaging costs.

We examine the feasibility of dual core solutions for dy-
namic thermal management by performing a formal design
space exploration. In particular, we focus on the power and
thermal implications of placing two or more cores on a sin-
gle die including the effects of relative orientation, the power
of the unused core, the performance degradation due to
switching between cores, and the effect of different bench-
marks. We examine the thermal properties of different sym-
metric and asymmetric dual core designs using both preven-
tative and reactive techniques. We find both symmetric and
asymmetric dual core designs can provide reasonable plat-
forms for dynamic thermal management. In particular, we
show that asymmetric cores can be used with minimal im-
pact on jobs with high peak temperatures.

1 Introduction

Modern processor designers have searched for new ways to
improve processor performance. The techniques they de-
veloped focus on improving the instruction level parallelism
of a processor. Techniques such as speculative execution
and out-of-order execution have been able to gain some im-
provements in performance for specific classes of applica-

tions. New branch predictors may improve the performance
of certain applications, but have no impact on many others.
For many other applications, recent performance gains have
come primarily from faster clocks. Designers are now look-
ing into techniques that improve thread level parallelism in
addition to instruction level parallelism.

Thread level parallelism efforts are focused primarily in
two different areas. The first of these efforts, Simultane-
ous MultiThreading (SMT), allows multiple contexts to ex-
ecute in a single pipeline. Resources are shared, duplicated
or partitioned between the different contexts. The alterna-
tive thread level parallelism design focuses instead on chip
multiprocessing or multi-core design. Multiple cores are
placed on a single die. These multiple cores may be used
as a shared memory multiprocessor with different threads
scheduled to each core, or the different cores can be used to
solve different power and performance problems. This work
focuses on the use of dual core designs with processing se-
quentially striped across cores.

The work presented in this paper focuses on the interplay
of different parameters on the efficacy of dynamic thermal
management in dual core designs. In particular, we are in-
terested in how different aspects of chip design affect the
thermal properties of a dual core chip. It is important to
look at a range of factors. If only one factor is examined,
complex interactions may be missed and relatively painless,
but less effective solutions may be ignored. Formal design
approaches are rarely rarely used in microarchitectural re-
search, but we feel it is necessary when defining the design
space of a new area.

We believe that the factors we consider are important, but
we do not assess their overall affordability as solutions. We
use a monetary analogy to explain further. If a particular
factor contributes to 50% of the explainable behavior, but
costs $20, it may be more feasible to instead use the remain-
ing factors to achieve the same contribution, but at a reduced
cost of only $1.50. The important point is that we should not
ignore less effective factors if their cost is low. We consider
area, but not the cost associated with fabricating a chip in
that area.

An important factor when considering dual core designs
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is the relative layout of the cores. Layout impacts access
times to shared resources such as L2 caches. It also has a
potential impact on the efficacy of dynamic thermal man-
agement. Skadron, et al., examine the effects of hot unit
placement [13]. In particular, they compare the number of
cycles in thermal violation and above the trigger threshold
for cores with hot units closely packed together and cores
with hot units interspersed with cooler units. Although their
experiment was primarily designed to show the necessity of
modeling lateral thermal diffusion, it also shows the effect
that different floorplans may have on overall temperature.
They found lateral thermal diffusion should play a signifi-
cant role in floorplanning because tightly packed hot spots
lead to additional cycles above thermal violation and above
the trigger threshold.

Skadron, et al., did not name this phenomenon. For our
work, we employ the term ‘hot spot coupling”. “Hot spot
coupling” refers to hot spot temperatures (temperatures over
the thermal violation point) induced in neighboring units by
a hot spot in the original unit. We extend this idea to dual
core designs to study the impact of our design parameters on
the efficacy of dual core techniques.

In light of the previous work on single core floorplanning
dependencies, we examine the effect of relative orientation
on our system. Skadron’s floorplan which separated the hot
spots placed each hot spot along an edge. With dual core
designs, the edges between cores must now be taken into
consideration. Our experimental design also examines the
effects of symmetric and asymmetric designs. Symmetric
designs make use of two identical cores. Asymmetric de-
signs instead allow for specialized cores. Symmetric de-
signs are easier to implement, but asymmetric designs have
potentially large power and temperature savings. Asymmet-
ric designs may provide an interesting design alternative to
traditional complexity effective designs.

Thermal management techniques can be either reactive
or preventative. Reactive techniques are temperature aware
and invoke a mechanism to reduce the temperature only
when an emergency occurs. Preventative techniques run
constantly and are temperature unaware. Each again has
tradeoffs in terms of power and performance. Current pro-
cessors dissipate a significant amount of leakage power. In
light of this, we study the implications of idling versus turn-
ing off the unused core. We also study the effects of dif-
ferent benchmarks because the characteristics of different
benchmarks plays an important role in when and what type
of thermal management is applied.

Our contributions include demonstrating the following:

� Hot spots from an adjacent core are a concern in dual
core design and should be considered during floorplan-
ning.

� Asymmetric cores clocked at different frequencies are
a feasible platform for dynamic thermal management.

� Reactive techniques are more generally applicable than
preventative techniques in reducing the number of ther-
mal violations and maintaining the operating tempera-
ture within a specified range.

� It is possible to cool a core while dissipating at least
leakage power which indicates it may be feasible to run
on all cores simultaneously.

� Dynamic thermal management for real systems should
be studied using real multi-tasking workloads in addi-
tion to single benchmarks.

In Section 2 we discuss related work. We describe our
modeling and simulation environment in Section 3. Method-
ology and experimental design are presented in Section 4.
Our results are presented in Section 5. Our conclusions and
future work are in Section 6.

2 Related Works

Our current work is based upon two disparate areas of re-
search; thermal management and dual core design. As core
temperatures have risen over the years, the necessity of ther-
mal management has increased. A considerable amount of
research effort has recently been made in the area of ther-
mal management, in particular, dynamic thermal manage-
ment which allows for cheaper packaging costs. Brooks
and Martonosi [1] investigated dynamic thermal manage-
ment mechanisms in a single core system. They explore a
variety of hardware and software mechanisms ranging from
instruction cache toggling to dynamic voltage scaling. Their
work uses power to represent the current temperature of the
system.

Skadron et. al, found power and temperature to be poorly
correlated [16] and instead use an RC based thermal model.
They introduce control-theoretic techniques for dynamic
thermal management. They used these techniques to eval-
uate different mechanisms for reducing the amount of time
spent in thermal emergencies [14, 15]. They explore a range
of single core solutions including the possibility of migra-
tion of computation from one register file to another.

Functional block migration on a single core is a general
case of the dual pipeline technique proposed by Lim et.
al [12]. Their work added a second, lower power pipeline
to the core. In cases of thermal emergencies, the secondary
pipeline is used until the primary pipeline has had sufficient
time to recover.

The previously mentioned works have all examined re-
active mechanisms for single core designs. Reactive mech-
anisms are those that sense a thermal emergency and then
perform some action intended to eliminate that emergency.
A preventative mechanism operates prior to an actual ther-
mal emergency.
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Heo, et al also study the effects of activity migration on a
series of architectural configurations ranging from symmet-
ric duplicated cores to replication of only certain functional
blocks such as the execution and register files [6]. They
differ from the previously mentioned approaches by using
a preventative method proposed by Intel which they term
“ping-ponging” rather than a reactive technique. Their work
overlaps with ours at the single design point of a preven-
tative technique applied to a symmetric dual core design.
However, their work does not consider the effects of lateral
heat dissipation which Skadron, et al found can induce hot
spots in adjacent units.

Their dual-core “ping-pong” technique was previously
described by researchers at Intel who proposed using a
dual core processor design as a preventative mechanism to
prevent thermal emergencies [8]. Two identical cores are
placed on a single chip. Instructions are scheduled to a core
for some specified scheduling quanta and then processing
is switched to the second core. Although this mechanism is
computationally wasteful, it does reduce the number of ther-
mal emergencies in many cases. It does have an associated
performance cost as work is migrated between cores.

Our work differs from the prior work in this area with
its use of asymmetric dual core chips. We study the feasi-
bility of using two general purpose processors that support
the same ISA, but are of different sizes and complexities to
address thermal emergencies. Techniques may be either re-
active or preventive; we study the effects of one technique
from each category.

Dual core designs have typically focused on either sym-
metric or asymmetric approaches. Little work appears to
have been done on general purpose asymmetric designs.
Chip manufacturers scale existing processor designs to new
smaller generations, but have not placed new and older pro-
cessors together on the same die. Instead, older designs are
scaled to new process technologies and then used for low
power embedded applications. Some implementations of
the “Itanium” processor design do incorporate a small IA-32
processor on-die, but this is used to execute IA-32 instruc-
tions. Such an implementation is an example of a special-
ized asymmetric design.

Recently, Kumar, et al [9, 10, 11] and Ghiasi et al [4, 5]
have explored asymmetric dual core designs. In addition,
ARM has expressed interest in pursuing asymmetric multi-
core designs. Kumar focused on designs from the Al-
pha processor family and the use of processors of differ-
ing complexities to reduce power consumption. Ghiasi and
Grunwald explored the reuse of different generations of the
Pentium-like family processors for power and energy reduc-
tion [4] and performed some preliminary work in applying
asymmetric cores to thermal management [5].

Kumar’s work differs from our work by focusing on
power, rather than temperature and by studying designs with
similar complexities as measured in F04. Designs with the

same FO4 can be clocked at the same frequency when im-
plemented in the same technology. Unfortunately, most pro-
cessor families do not have the same FO4 for different gen-
erations and must be clocked at different frequencies. This
limitation has a significant impact on the uses to which an
asymmetric design can be targeted.

Intel and AMD processors typically reduce FO4 inverter
delays between successive generations as well as via re-
designs targeting a specific generation. Alpha designs had
much less variability in FO4 as well as a lower overall FO4
than earlier IA32-based designs. Only in the past few years
has the FO4 on IA-32 designs dropped below that of the
Alpha designs. The uniformity of FO4 between different
Alpha designs means that these designs from different gen-
erations can run at roughly the same frequency after scal-
ing [9]. However, most processor families have decreased
the FO4 as newer generations have been developed.

Scaling a processor to a new generation not only increases
its frequency, but also typically reduces its power consump-
tion. Voltages used to drive the scaled processor are of-
ten lower than in the original implementation technology.
Overall power consumption is lower despite the fact that ca-
pacitance per unit area increases as processors are scaled
to smaller technologies. This is more than offset by the
changes in voltage. For example, a Pentium III processor
scaled to a 0.13 � technology could use a 1.4 GHz clock at
1.15 volts and would consume ����� � Watts of power.

Unfortunately, Intel has discussed the possibility that their
scaled Pentium 4 processor (codenamed Prescott) may con-
sume more power in a 90 nm implementation rather than in
a 130 nm Pentium 4 processor. At the September 2003 Intel
Developer Forum, Intel’s Pat Gelsinger partially attributed
the higher power consumption to the increase of leakage
power. Intel has not confirmed their final power budget,
but have announced that the thermal constraints have been
changed to accommodate the new power budget. As leakage
power continues to increase with smaller technology gener-
ations, scaling may need to be replaced with specific designs
for low power or using SOI technologies.

3 Model and Simulation

Our simulator builds upon and extends existing tools devel-
oped by other researchers. Our base microarchitectural sim-
ulator is SimpleScalar 3.0 [3]. We use the power calcula-
tions of Wattch [2] in conjunction with the HotSpot version
1.0 [13]. HotSpot models the temperature of the core using
an RC thermal model and includes heat flow perpendicular
to the plane of the core as well as lateral flow between ad-
jacent functional blocks. HotSpot calculates leakage power
as a percentage of total power, but the percentage is propor-
tional to the temperature ( �	��
������������� ).

In addition to the use of these tools developed by others,
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we have extended our simulator to support multiple cores
operating at different frequencies and to switch between
these various cores by providing a means of supporting sim-
ulated context switches. We also support the use of shared
and unshared Level 2 caches as well as a variety of differ-
ent thermal management techniques for both single and dual
core designs. We include lateral heat flow between cores by
extending the model of lateral flow used in HotSpot to in-
clude adjacent cores. This may lead to a larger temperature
gradient than will be found on a dual core die, but it high-
lights the worst case design scenario for adjacent hot spots.
In reality, some of the cores may be separated by wiring
which will reduce the potential for coupled hot spots.

Earlier work focused on comparing single core and dual
core techniques. In order to compare our results to those
found previously by Skadron et al, we have used the same
temperature threshold of 81.5 C. In Skadron’s work, this
temperature was chosen so that the normally “cool” SPEC-
CPU2000 benchmark suite could be used. The low thresh-
old allows testing dynamic thermal management techniques
on well understood and commonly available applications.
In addition, it allows researchers to explore the effects of
reducing packaging costs by using dynamic techniques to
reduce the temperature.

Figure 1 shows the floorplan of Core A which is based
upon an EV6-like core. Our symmetric dual core designs
use two Core A designs placed next to one another. The
orientations and interactions depend which units are placed
adjacent.

We use the same floorplan for Core B, but it has been
scaled from the previous generation to the current generation
leading to a smaller die footprint. The relative sizes of the
cores indicate that performance per unit area may be a more
appropriate measure than simply the total performance. Our
current study focuses on two cores, but our design is not
limited to two cores. Figure 2 indicates that it would be
possible to pack four Core Bs into the space occupied by a
second Core A. Expanding our current simulation parame-
ters from one to four Core Bs would increase the available
processing capacity beyond that supported by two Core As.
We do not explore this further in this work, but it is part of
our future research goals.

3.1 Simulator Parameters

Core A is loosely based on modern high end processors. It
has an extremely fast L1 instruction cache, a large instruc-
tion window, and a high operating frequency. Core B is in-
tended to be the direct ancestor of Core A scaled to the same
process technology as Core A. It has a lower voltage, a lower
operating frequency, and a much smaller area than Core A.
Our dual core mechanisms are combinations of Core A and
either a duplicate of Core A or the less powerful Core B.
For simplicity, both cores use the basic five-stage pipeline

provided by SimpleScalar. Both cores are shown in Table 1.
Although the voltages, areas, frequencies and general mi-
croarchitectural trends are taken from real processors, no di-
rect comparisons should be made because the differences in
the fabricated and simulated designs are significant.

A subset of results from SPECCPU2000 benchmark suite
are presented. SimPoint is used to determine the initial start-
ing point of each benchmark run. All benchmarks are run
for 100 million instructions. Results are presented only for
those benchmarks whose maximum temperature exceeded
the thermal violation threshold. All benchmarks are run
twice to determine the temperatures. The initial run is done
with starting temperatures of 60 Celsius in all functional
blocks. The second runs are done with starting tempera-
tures equal to the steady state temperatures generated by the
initial runs.

Base runs, against which all other runs are compared, use
the above procedure on a single instance of Core A with
no thermal management technique applied. The initializa-
tion and steady state procedure described above is then re-
peated for the various experimental permutations we inves-
tigated. For performance reasons and to further limit the
design space, all configurations are run using a shared L2
cache.

A time penalty for context switching cores varies with ev-
ery context switch. The penalty is determined by how many
dirty L1 cache entries must be written and how quickly pro-
gram states can be transferred to the other core. We model
writing out dirty cache lines and estimate the time to move
program state at 500 cycles. The Linux 2.6 kernel requires
about 400 cycles per context switch.

Asymmetric designs based on prior intellectual prop-
erty may have slightly different instruction set architectures
(ISA). It is possible to address small differences in ISA
through a variety of different methods. Possibilities include
targeting compilation at the lowest common denominator
(e.g. a Pentium III rather than a Pentium 4) or through
the use of an approach utilizing something like the Alpha
IMPL VER.

4 Methodology

Our experimental design and analysis used a univariate gen-
eralized linear model (Univariate GLM). Since this method
is not often explicitly used in computer architecture, we
briefly describe it. Univariate GLM is a generalized ver-
sion of �

�
-factorial experimental design techniques. Jain [7]

describes this technique in Chapter 17 of his textbook on
computer systems performance modeling. In a GLM, met-
rics of interest are dependent on a number of design factors.
The design factors are the user controllable experimental in-
puts. Each factor may take on two or more values. All pos-
sible permutations of the design space are studied. GLM is
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Figure 1: Core A is based on the EV6 floorplan provided by HotSpot
.
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(A) A generic asymmetric multi-core implementation (B) An implementation using a Pentium 4 and four
Pentium IIIs implemented in .13 � technology

Figure 2: Core B is small enough that four can be fit into the area occupied by a single Core A.

a useful technique for sifting through large amounts of data
during initial design space explorations. It can be used to
identify which factors are most important and takes into ac-
count situations where metrics are dependent on cross terms
of the factors.

Design Factors:

� The specific benchmarks used play a potentially large
role in our metrics of interest. The benchmarks range
from relatively “cool” instruction mixes to highly de-
manding workloads that easily cause our primary core
to overheat. We include only those benchmarks which
had cycles above the thermal violation threshold when
run on a single instance of Core A. The benchmarks ex-
amined are bzip2, crafty, eon, gcc, gzip, perlbmk, and
vortex from SPECINT and art and mesa from SPECFP.

� The unused core may be left idle where it dissipates
only leakage power each cycle or it may be turned off.
If the core is turned off, it suffers a 10 � s penalty when
it is turned on while the phase lock loops stabilize. This
corresponds to a 2800 cycle penalty for a core running
at 2.8GHz. During the time the core is off, heat can be
transferred to it from the adjacent core.

� The cores may be symmetric or asymmetric. A sym-
metric dual core design consists of two instances of
Core A. An asymmetric dual core design consists of
one instance of Core A and one instance of Core B.

� The applied thermal technique can be preventative or
reactive. We study one technique from each category.
The preventative technique involves running on Core
1 for 5 ms and then switching to Core 2 for the next
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Parameters Core A Core B
Area 116 ��� � 21.9 ��� �
Voltage 1.35 V 1.15 V
V � .4 V .4 V
Frequency 2.8 GHz 1.4 GHz
Technology 0.13 � 0.13 �
Machine Width 4 wide fetch, 4 wide issue, 4 wide commit
Window Size 128 entry RUU 64 entry RUU

64 entry load/store queue 32 entry load/store queue
Branch Misprediction Latency 19 cycles 12 cycles
L1 Icache 16K, 4-way 16K, 4-way

32 byte lines 32 byte lines
2 cycle latency 3 cycle latency

L1 Data Cache 8K, 4-way 16 K, 4-way
32 byte lines 32 byte lines

2 cycle latency 3 cycle latency
L2 Combined 512K, 8-way 512K, 8-way
(Shared) 128 byte lines 128 byte lines

10 cycle latency 7 cycle latency
Memory 128 bit wide 128 bit wide

92 cycle latency 41 cycle latency
BTB 4096 entry, 4-way set-associative 512 entry, 4-way set-associative

32 entry return address stack 32 entry return address stack
TLB 128 entry (I), 128 entry (D) 64 entry (I), 64 entry (D)

4-way set-associative 4-way set-associative
30 cycle miss latency 30 cycle miss latency

Functional Units and 2 Int ALU (1/1), 1 Int Mult (2/2) / Div(2/2) 1 Int ALU (1/1), 1 Int Mult (2/2) / Div(2/2)
Latency (total/issue) 4 Load/Store (2/1), 1 FP Add (5/3) 2 Load/Store (2/1), 1 FP Add (5/3)

1 FP Mult (6/5) / Div (6/5) / Sqrt (6/5) 1 FP Mult (6/5) / Div (6/5) / Sqrt (6/5)

Table 1: Simulation Parameters

5 ms. Processing is returned to Core 1 and the pro-
cess repeats itself. This is similar to the “ping-pong”
technique used by Heo, et al. The reactive technique
involves switching work over to Core 2 only when the
temperature rises above the thermal violation thresh-
old. The difference between these two techniques is
illustrated in Figure 3.

� The cores may be placed in different orientations with
respect to each other. We explored three different ori-
entations; the hottest external functional block of Core
1 adjacent to the hottest external functional block of
Core 2 (HH), the hottest external functional block of
Core 1 adjacent to the coolest external functional block
of Core 2(HC), and the coolest external functional
block of Core 1 adjacent to the coolest functional block
of Core 2(CC). These different orientations are shown
in Figure 4. The hottest and coolest edges were deter-
mined by running Core A and Core B as single core
designs.

The design factors are summarized in Table 2. A series
of experiments were run varying each of the factors. An
estimate for a dependent variable, such as thermal violations
is then expressed as a linear function of the factors. For
example, using the shorthand notations from Table 2, we
could estimate the number of thermal violations as ���
	

Label Factor

BMK Benchmark or Application
PAC Power Control (idle or off)

DCD Dual Core Design (symmetric or asymmetric)
TEC Power Control Technique (striping or offloading)

ORNT Processor Orientation (HH, HC, or CC)

Table 2: Factors In Experiments

�������� BMK ���

 PAC ����� OCD ���� TEC ����� BMK �

PAC � � �� ����� BMK � PAC � OCD � TEC .

In other words, the model assumes the number of thermal
violations is some base amount to which the different factors
in the experiment contribute. The weight values � � �� � � � de-
termine the contribution of each term to the overall number
of thermal violations. In a �

�
-factorial experimental design,

the factors take on a positive (+1) or negative (-1) value; in
a more general design, the factors take on a range of val-
ues. The relative value of the weights ��� determine the con-
tribution of each factor. The generalized linear model also
captures the interactions between different factors. For ex-
ample, the term � � BMK � PAC includes the contribution of
the interaction of BMK and PAC.
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Figure 3: The preventative technique of striping between cores (top) is temperature independent while the reactive offload-
ing technique (bottom) to Core 1 only when a thermal violation occurs (when the temperature exceeds the threshold).

Although Jain illustrates how to do this for a simple
model, it rapidly become tedious for more complex models
– we used the SPSS Univariate ANOVA analysis package
for our analysis. The individual � � are less meaningful than
a term that can be computed from them, the fraction of the
variation explained by a component. This is computed as the
sum of the squares of a particular component divided by the
sum of the squares total. The sum of the variations equals
100%; in other words, all of the variation must be explained
by some factor or combination of factors.

5 Results

We present a brief example of how to interpret the results
presented in Table 3. For example, the BMK (benchmark)
factor explains 39.25% of the variation the number of ther-
mal violations – some benchmarks just have a lot of ther-
mal violations and others do not. The interaction of BMK
and TEC (thermal management technique) contribute an-

other ��� � ����� of the variation. This happens because some
benchmarks have so many thermal violations that only one
of the thermal management techniques can control them,
while other benchmarks have so few thermal violations that
either technique works relatively well. The different tech-
niques alone (TEC) contribute � � ����� of the variation. Other
factors contribute smaller amounts of the variation.

This analysis indicates that we must look at individual
programs to determine the effectiveness of different tech-
niques – in other words, the contribution of techniques, ori-
entation or design are drowned out by the variations in work-
loads, and it would be in error to analyze the data using an
“average workload.” This occurs because some applications
repeatedly run hotter than the threshold we have set. For ex-
ample, “crafty” is simply a hotter application than “galgel”.
It may still be that a thermal technique that would work well
for “crafty” works well for “galgel” – it’s just that we would
be unable to tell that without examining the data for individ-
ual applications.
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Figure 4: The different orientations explored involve the relative placement of the hottest and coolest external edges of
both cores. The sizes of the cores shown are for illustrative purposes only and are not indicative of the relative sizes of
Core 1 and Core 2
.

% Contribution to Dependent Variable
Source Max Temp Thermal Violations Performance Power
BMK 14 39 19 45
PAC - - - 23
DCD - 1 35 4
TEC 72 6 21 3
ORNT - - - -
BMK*PAC - - - 1
BMK*DCD - 3 1 1
PAC*DCD - - - 7
BMK*PAC*DCD 14 - - -
BMK*TEC - 39 2 1
PAC*TEC - - - 7
BMK*PAC*TEC - - - -
DCD*TEC - 1 20 3
BMK*DCD*TEC - 3 2 -
PAC*DCD*TEC - - - 3
BMK*PAC*DCD*TEC - - - -
BMK*ORNT - 2 - -
PAC*ORNT - - - -
BMK*PAC*ORNT - - - -
DCD*ORNT - - - -
BMK*DCD*ORNT - 1 - -
PAC*DCD*ORNT - - - -
BMK*PAC*DCD*ORNT - - - -
TEC*ORNT - - - -
BMK*TEC*ORNT - 2 - -
PAC*TEC*ORNT - - - -
BMK*PAC*TEC*ORNT - - - -
DCD*TEC*ORNT - - - -
BMK*DCD*TEC*ORNT - 1 - -
PAC*DCD*TEC*ORNT - - - -
BMK*PAC*DCD*TEC*ORNT - - - -

Table 3: Variations due to factors on our metrics of interest.
Variations are derived from a generalized linear model.

We used similar models to predict the other dependent
variables (power, maximum temperature and performance).
We will use the percentage of variation to determine which
factors contribute the most to each dependent variable. The
factor contributions for each dependent variable are shown
in Table 3

5.1 Hot Spot Coupling

In addition to our study of hot spot coupling in our general
experimental design, we performed a hot spot isolation ex-
periment. In this one experiment, we run with both cores
active. We study the effect of HH and CC orientations on
the maximum temperature of each core in a symmetric dual
core design. We use a specialized work load that stresses all
components of pipeline and attempts to guarantee that the
Integer Execution unit is always fully utilized. The temper-
ature is reported every millisecond. Figure 5 shows that the
maximum unit temperatures in Core A is higher when an
HH orientation is used. This can be explained by the fact
that when two hot spots are placed adjacent to one another,
less heat can be dissipated in the lateral direction because the
delta between their temperatures is smaller. In all cases, lat-
eral dissipation within and between cores is modeled. The
temperature results for Core B are similar, but not shown
here.

5.2 Maximum Temperature

The primary factor governing the maximum temperature
seen on a processor is the technique applied for thermal
management (TEC). In this case, offloading is invoked when
the temperature reaches the thermal violation temperature.
This prevents the maximum temperature from rising above
81.6 C whenever offloading is used. The second most im-
portant factors are the benchmark (BMK) and the interaction
between the benchmark, whether or not the unused core is
powered, and the dual core design (BMK*PAC*DCD). The
contribution from the benchmark is due to the fact that cer-
tain benchmarks run much hotter than others. Even with a
“preventative” technique like striping, very hot applications
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Figure 5: A hot spot in a functional block can lead to higher
temperatures in adjacent functional blocks as well as within
the original function block

can still produce very high hot spot temperatures. The con-
tribution from BMK*PAC*DCD illustrates that there are of-
ten complex interactions between different factors. Figure 6
shows the maximum temperature for the hottest application
in our test suite – art. It illustrates the dominating effect
of technique on the maximum temperature. Offloading is
clearly the reason why TEC is such an important factor and
it is the best of the techniques for reducing the maximum
temperature.

5.3 Thermal Violations

The number of thermal violations observed is dominated
by two sources. The first is the benchmark (BMK). Cer-
tain benchmarks exceeded the thermal violation threshold
on all cycles in the base case. Other benchmarks also had
high temperatures, but the workload was more variable so
not all cycles exceeded the threshold. An equally contrib-
utory source is the interaction between the benchmark and
the technique (BMK*TEC). As in the study of maximum
temperature, the technique prevents temperatures from ris-
ing above 81.6 so very few cycles ever surpass the thermal
threshold. Figure 7 shows the thermal violations for art. It
clearly indicates that the offloading technique is most effec-
tive at reducing the thermal violations. Figure 8 shows the
thermal violations for all benchmarks using a symmetric de-
sign that powers off the unused core and stripes the work
across both cores. Another possibility would be to target
benchmarks to specialized processors, but this is a high cost
approach that is not feasible for general purpose use.

Table 5 demonstrates that it is not necessary to power off
the unused core to control thermal violations. The contri-
bution from PAC-related factors is approximately zero. The
ability to control thermal violations without turning off the
unused core is a prerequisite for extending the dual core sys-
tem to a dual core system running a multi-tasking operating
system.

5.4 Performance

Performance illustrates the tradeoffs that frequently must be
made when selecting a final design. 35% of the performance
can be explained by whether a symmetric or asymmetric de-
sign is used. Core B in our asymmetric design runs more
slowly than Core A and is not as aggressive. Asymmetric
designs slow the benchmark down when used with a strip-
ing technique. They also slow the benchmark down for con-
sistently hot application because Core B is used more fre-
quently.

Technique (TEC) and the interaction between the dual
core design and the technique (DCD*TEC) also plays a
large role, accounting for 21% and 20% of the result. The
cross term is due to the fact that asymmetric offloading and
symmetric striping both have small impacts on the perfor-
mance. The final factor comes from the benchmark. This
factor arises from the complexity of the benchmarks.

Striping with a symmetric core design provides the best
overall design point for performance. Offloading works
well, but only in situations where the temperature threshold
is not repeatedly surpassed.

5.5 Power

The benchmark is the largest contributing factor to the
power consumption. The base per cycle power consump-
tion of the benchmarks varies by roughly 35% and the total
power consumption by nearly 100%. Whether or not the
unused core is powered down or merely idled is the second
largest factor. The ability to power down Core A (in the Core
1 and Core 2 positions or in just the Core 1 position) saves
leakage power whenever the core is completely unused. If
we instead examine the per cycle power (not shown), we find
that the type of dual core design used becomes a factor com-
parable to the powering of the unused cores. Because our
future goals include running on all cores simultaneously, it
is important that temperatures can be controlled even in sit-
uations where cores cannot be powered down. Our results
indicate that while powering down a core provides a more
effective solution, it is still possible to cool the system with-
out turning off cores.

Because we choose not to control for benchmark, the
power consumed by the unused core determines which de-
sign point is optimal. Powering down the unused core in all
situations is better than letting it idle. The small power cost
of allowing the voltages to settle is outweighed by the lack
of leakage power in the overall power consumption. Our
goal in examining both options was to ensure that our de-
sign is able to dissipate at least leakage power on the idle
core even when the temperature is high.
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Figure 6: TEC dominates the maximum temperature observed in the dual core system.because of the efficacy of offloading
for reducing the temperatures
.

Metric Optimal Design Factors
Temperature Primary: Technique

Use Offloading instead of Striping
Thermal Violations Primary: Technique

Use Offloading instead of Striping
Performance Primary: Dual Core Design

Secondary: Technique
Use Symmetric Striping

Power Primary: Power to Unused Core
Turn Unused Core Off

Table 4: Each metric of interest produced a relatively simple
best solution.

5.6 Choosing a Thermal Design Point

While we have studied the relative importance of different
factors and their interactions, we have not said anything
about the time and monetary costs associated with adopting
these factors. The importance of benchmark on many of the
dependent variables indicates that a broad range of appli-
cations should be evaluated before identifying key factors.
Table 4 highlights our overall results and raises some inter-
esting possibilities. We do not consider there to be any one
“right” answer because different products will use different
criteria for selecting a design point.

Temperature is primarily dependent on technique. In par-

ticular, if your goal is to reduce the maximum temperature,
you should choose offloading. This choice is the same no
matter what the other design parameters are. The same
is true for reducing the number of thermal violations ex-
perienced by an application. Again, offloading is the best
choice. Optimizing for performance instead suggests the
use of a symmetric design coupled with striping to mini-
mize possible poor side effects from temperature induced
offloading. Finally, optimizing for total power consumption
suggests turning off the unused core to eliminate leakage
power.

The above summary leaves open many possible avenues
and does not take in to account any monetary or time costs
on the choice. For example, temperature and thermal vio-
lations both use offloading. Would it be possible to use the
unused core to run “cool” jobs and still have the core acces-
sible for thermal emergencies?

Similarly, there are tradeoffs associated with each of the
other dominating factors. For example, offloading is a more
complicated technique than striping because it is tempera-
ture aware rather than temperature insensitive. Whether or
not a reactive offloading technique would be chosen would
depend on how fatal high temperatures are as well as the
potential savings in packaging costs.

Ignoring these monetary and time costs for the moment
allows us to focus of which design points work well regard-
less of the feasibility of their implementation. Table 4 sum-
marizes the design points our results indicate should be pur-
sued further.
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Figure 7: TEC is a significant factor in reducing the number of thermal violations because offloading prevents most
violations from occurring. Note the yaxis is logarithmic

High variability from applications does raise the question
of specific processor designs. Assigning applications to pro-
cessors specifically designed could be done if the time and
monetary effort are considered worthwhile. The application
field and the costs will determine whether or this is a feasi-
ble approach, but we expect general purpose processors to
remain for many computing needs.

All design constraints have a large contribution from
benchmark. However, in a typical multi-tasking operating
system, benchmarks are not run for some specified num-
ber of committed instructions, but rather for some specified
scheduling quantum. In such a system, “hot” and “cold”
jobs will be intermingled affecting the average, but not the
worst case behavior.

6 Conclusions

Our primary interest has been the study of the various fac-
tors which effect the overall feasibility of a particular design
point. We have examined five different factors in an experi-
mental design similar to a �

�
factorial design. We had hoped

that our results would provide clear guidelines on how and
why hot spot coupling occurs in dual core designs as well
as an indication of the magnitude of the problem. However,
we found that there is no clear set of answers to the prob-
lem. Instead designers are faced with non-intuitive trade-
offs between potentially complicated factors. Our results
do indicate that technique (striping or offloading) is a major
contributor that should be strongly considered in all depen-

dent variables of interest except for power. In particular, a
temperature aware technique such as offloading, can almost
eliminate all traces of thermal violations. Similarly, our re-
sults indicate that in the absence of a dominating technique
such offloading, the nature of the benchmark is important.
Dual core designs will need even more extensive studies be-
fore their thermal implications are well understood.

More complicated and thorough explorations of the de-
sign space are needed to fully address hot spot coupling in
dual core designs. Additional factors such as the thermal
characteristics of the heatsink and so forth should be taken
into account. Another important factor in many future dual
core designs will be the exploitation of cool jobs to offset the
deleterious effects of hot jobs. Further analysis also needs to
be done on the existing data to fully understand why some
of the more complicated sources have relatively large con-
tributions to our results.

Asymmetric dual core designs provide additional design
space for complexiy effective work. It is possible to treat
them as traditional multiprocessors or traditional asymmet-
ric multi-core designs. They also open up a number of inter-
esting possibilities for adaptive processing based on either
processing demands or thermal constraints. They provide
an advantage over more traditional designs which attempt to
vary the complexity of a single processing unit by providing
multiple processing units which can be used simultaneous
as well as sequentially.
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1.  Introduction 
 

Traditionally, performance monitors and counters have 
not directly influenced processor performance, so their 
efficacy was not a prime consideration in overall 
processor evaluation.  However, the success of a 
processor design increasingly includes not just 
performance, but also such factors as power, reliability, 
and software testability.  This trend has two 
implications for performance monitor design: (1) 
recent proposals for power- and performance-adaptive 
microarchitectural techniques rely on performance 
statistics, and thus performance counter and monitor 
design can have a direct impact on the overall 
effectiveness of a processor design; and (2) accuracy, 
reliability, and verifiability should be taken into 
account in the design of the performance monitoring 
mechanisms themselves.  
 

This paper will describe the characteristics needed for a 
performance monitoring system to facilitate next -
generation architectural adaptation, phase prediction, 
dynamic optimization, and software tuning.  To support 
effective and reliable power adaptation, and to enable 
implementation of adaptive techniques previously 
studied using simulated counters, we contend that 
performance monitors should be more flexible than 
current systems, allowing fine-grain monitoring of a 
varied type and number of events .  After motivating 
these changes to current performance monitoring 
design methodology, this paper will conclude with a 
proposal for decentralized monitoring which enables 
localized adaptation for performance, power, 
temperature, or other metrics, while providing efficient 
means for detailed software tuning and observation of 
hardware state.  
 
2.   Background 
 

2.1.  Performance monitors 
 

Performance monitoring systems are used in processors 
to observe a wide range of events, from instruction 
issue to branch and cache behavior.  Counters usually 
reside in a central Performance Monitor Unit (PMU), 
and signals denoting events are routed to the PMU.   

Several modes of operation are generally available, 
including sampling (in which selected instructions are 
traced through the processor) [Westcott92Patent]; and 
counting (in which total numbers of events are counted, 
either within a given time interval, between two points 
in program code, or between two trigger events).  
Counts themselves may be sampled by software over 
an intermittent interval of cycles, providing a periodic 
or randomized capture of event information.  For some 
applications of monitor information, average statistics 
based on counter sampling are sufficient, but for the 
adaptive and phase-based systems described later, the 
accuracy, i.e. correctness, of collected data can be 
critical.   
 

The current method of sending individual event 
information to a central PMU is shown conceptually in 
Figure 1: events are connected to the central Monitor 
Unit via custom routing.  As is clear from the MIPS 
R10000 die shot in Figure 2 [Zagha96SC], this  routing 
can be expensive (in terms of wire length).  Such 
routing can also lead to discrepancies in accuracy and 
timing among counters, as each event takes a separate 
path to the PMU.  Timing issues may also make 
verification of routing difficult, a problem which is 
likely to be aggravated as lithography sizes shrink.  For 
an overview of existing performance monitoring 
systems, the reader is referred to [Cameron00PhD] and 
[Sprunt02Micro]. 
 

2.2.  Traditional use of performance counters 
 

Historically, performance counters have been 
employed for three primary purposes: (1) compilation; 
(2) software tuning; and (3) design of next -generation 
hardware.   
 

Profiling has been widely accepted in the compiler 
community as a means to provide optimizing compilers 
with program execution information.  For compilation, 
some monitoring systems allow attribution of 
performance counts to particular Program Counter 
values, thus allowing their use for gathering execution 
profiles.  An execution profile derived from dynamic 
performance monitor data is a collective representation 
of program behavior, and at most provides histograms  
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for such metrics as loop trip counts.  Performance 
monitoring systems have been traditionally designed to 
provide these aggregate , or static, captures of program 
behavior.  As will be described later, this differs from 
the dynamic, or continuous, data needed for phase 
detection and prediction systems.  Data shown in Table 
1 from a previous study [Cameron99Tutorial] indicates 
that for some processors, counters are essentially 
asymptotically accurate, reaching a steady-state value 
which is close to actual event counts at large 
granularities.  Results such as those in Table 1 are 
sufficient for coarse-grain profiling or averaging, but 
would introduce a large amount of noise into a phase 
detection system for optimization or adaptation.  
 

Another use of performance counters is in software 
testing, particularly for isolation of performance bugs.  
Pettichord defines two components of software 
testability: control and visibility. Visibility is defined as 
“the ability to observe the states, outputs, resource 
usage, and other side effects of software under test” 
[Pettichord02PNSQC].  Because performance is 
directly related to the compiler’s ability to explicitly 
describe parallelism to the architecture, diagnosis of 
compiler performance bugs (and thus visibility of 
hardware state while software is running) is important 
for statically scheduled (in-order) architectures.  As a 
case in point, one of the most complete hardware and 
software performance monitoring systems recently 
designed is that for the EPIC-based Intel Itanium 
Processor Family [EranianHPL].  In addition, 
understanding the complex interactions of 
microarchitectural components in an out-of-order 
superscalar processor such as the IBM Power4 or Intel 
Pentium IV can be difficult .  High software visibility 
through performance counters would thus be achieved 
by the ability to simultaneously monitor many events at 
a granularity fine enough to observe performance 
bottlenecks. 
 

A key factor which has traditionally limited 
observation of performance data, whether for tuning of 
the compiler, software, or hardware, is the overhead of 
monitoring itself.  For software tuning or software-
guided optimization and adaptation, event counting 
information from the hardware must be made visible to 
software.  This generally entails transmission through 
multiple software layers, by means of interrupts, 
incurring non-negligible amounts of overhead.  
Interrupt handling and the process of transferring 
performance data through memory also commonly 
perturb system state, compromising the accuracy of 
subsequently collected data, since monitoring overhead 

Figure 2: MIPS R10000 counter routing. 
[Zagha96SC] 

Event
Generator

Event
Generator

Event
Generator

Event
Generator

Central Event Collector
(Monitor Unit)

Custom   Routing

Figure 1: Current performance monitoring. 

Table 1:  Counter inaccuracy. [Cameron99Tutorial] 
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is now mixed in with program characteristics.  For this 
reason, current performance monitoring systems do not 
generally facilitate fine-grain visibility of processor 
state during testing and tuning.  In an ideal monitoring 
system, viewing performance data would have 
negligible overhead and would minimally perturb 
system state.   
 

2.3.  Adaptive and dynamic systems  
 

With the power consumption of complex 
microprocessor designs becoming an increasing 
concern, researchers have proposed adaptive and 
predictive architectural structures to reduce power.  
During program phases which require only a subset of 
available resources, parts of a given architectural 
structure will be turned off so as to reduce power 
consumption from unneeded components .  Such 
proposals include the decay cache [Kaxiras01ISCA], 
adaptive issue queues [Buyuk03ISCA], cache way 
shutdown [Albonesi00JILP ], cache way concatenation 
[Zhang03ISCA], and master-slave ALU gating 
[Huang03ISCA].  An overview of power adaptive 
processor features is given in [Albonesi03Computer]. 
 

In addition, many dynamic optimization systems to 
improve code performance have been explored in the 
literature. These include [Bala00PLDI] and 
[Merten02PhD].  Some of these systems rely on special 
hardware tables which track branch history or other 
program characteristics.  These tables can be costly and 
exist outside the standard PMU and performance 
counter features of a given processor.  An ideal 
performance monitoring system would allow smooth 
integration of metrics needed for adaptation, 
prediction, and optimization. 
 

3.  Accuracy of Collection 
 

Architectural adaptation and optimization rely on 
detection of program phases, also referred to as 
workload variability [Duest03PACT ].  As such, 
adaptation can be seen as a data-driven control 
problem.  We contend that the objective function of 
this control problem should generally be power 
minimization, where performance is affected as little as 
possible.  For cases in which performance degradation 
is inherent to the design of an architectural block (e.g. 
adding control logic for a low-leakage sleep mode may 
cause cache line access time to be slightly increased), 
performance should be considered to be constant 
within the new degraded bound.  Performance 
degradation beyond the architected bound should only 
occur when the control mechanism, i.e. the policy, is 
incorrect.  For maximal performance and/or power 

benefit, adaptation itself should thus be designed to 
conform perfectly to program phases. 
 

The control policy itself should be designed for 
correctness.  Since the system is data-driven, if the data 
input to the policy is inaccurate, the system may 
become unstable or make incorrect decisions.  This 
may result in either incorrect configurations or 
invocation of fall-back mechanisms (which return the 
block to its most power-hungry state).  Both results 
will likely cause performance degradation, and may 
cause power reduction to fall short of projected targets.  
If performance is to be held within an established 
bound, adaptive architectural blocks and dynamic code 
optimization systems must thus be able to accurately 
perceive properties of the current program phase.   
 

Noise in performance data is unlikely to be Gaussian, 
so control system theory indicates that it will either be 
difficult to determine the optimal solution to this 
control problem, or the solution will be sub-optimal.  
If, for example, the inaccuracy of data at fine 
granularities means that a phase detection policy must 
operate on the basis of averages, i.e. at a coarser 
granularity, the system will not be able to react to fine-
grain changes in phase, and will thus control a 
component’s adaptation at a granularity sub-optimal 
for maximal power savings.  Alternatively, if 
granularity cannot be sacrificed and noise must be 
compensated for without averaging, the solution to the 
control problem will likely be more complex.  In this 
case, the more accurate the data input to the system, the 
less complex the adaptation policy should need to be.  
An ideal adaptive system would not need to 
compensate for performance data noise, and should 
require less logic, thus adding less power overhead to 
the system, and simplifying verification of the policy 
mechanism. 
 

4.  Analogy – LRU Caching 
 

The current performance monitoring situation is 
analogous to challenges encountered by programmers 
in tuning cache performance.  Data caches are 
generally implemented using a pseudo LRU (Least 
Recently Used) replacement policy.  After a warm-up 
period of compulsory misses, the cache miss rate 
should be low for program data exhibiting temporal 
reuse.  An LRU caching mechanism is thus designed 
for steady state performance, i.e. the cache is initially 
in an uncertain state when much needed data is not 
present, but within each program phase, a relatively 
stable cache miss rate is attained.  For data with little or 
no temporal reuse (streaming data), however, cache 
performance will be poor throughout program 
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execution.  This observation has spawned many non-
LRU data management techniques, including hardware 
prefetch engines, software preload mechanisms,  data 
remapping techniques, and software management of 
non-cache “L0” structures. 
 

When used for sizing next -generation hardware 
structures or for off-line code optimization, 
performance counters which provide steady-state, or 
aggregate, values are generally sufficient.  Adaptive 
systems, however, require on-line information and 
should be able to react to any system conditions, not 
just the steady state period within phases.  This 
observation motivates our call for performance 
monitoring systems capable of delivering flexible 
amounts of information at different granularities. 
 
5.  Motivation for Finer Granularity and Selective 
Events 
 

For performance measurements to guide optimization 
in a stable manner, two criteria must be met: (a) the 
desired metric must be sampled at the correct time -
point; and (b) correct conclusions must be drawn from 
gathered data.  In communications, the Nyquist rate is 
the minimum sample rate which allows faithful 
reconstruction of a signal.  For signals, this sampling 
rate is twice the maximum frequency component of the 
observed signal.  Though the program phase detection 
problem is not commonly posed as a signal 
reconstruction problem, there is an interesting 
implication here: current performance counting 
systems have a very coarse monitoring granularity, and 
thus may not allow for accurate reconstruction of 
system state.   
 

The necessity of accurate signal (system state) 
reconstruction will vary depending upon the adaptation 
or optimization objective.  Most adaptive mechanisms 
in the literature have used simulation information for 
monitoring processor events.  These studies have found 
fine-grain information to be of benefit in tracking 
program phasing and general behavior.  Specifically, 
[Buyuk03ISCA] monitors reorder buffer and issue 
queue statistics each cycle to drive joint gating of 
instruction fetch and adaptation of issue queue size; 
[Albonesi03Computer] indicates that a granularity of 
10-100 cycles is necessary for exploiting observed 
fine-grain application phases on the order of 10,000 
cycles; [Folegnani01ISCA] uses a 1000 cycle interval 
for adjusting issue queue size; and [Kaxiras01ISCA] 
finds adaptive cache decay (line turn-off) effective at 
granularities of 1,000-512,000 cycles.  Though not 
originally presented in view of signal theory, 
Albonesi’s rough metric of 10-100 cycle monitoring 

for 10,000 cycle phase detection would indicate that for 
program phase reconstruction, the Nyquist factor is 
actually much greater than 2, and possibly as high as 
10 or 100.  Adaptation to reduce the average power 
consumption of increasingly complex processor 
designs thus requires both fine-grain data and the 
ability to adjust monitoring according to the granularity 
of the phase behavior being exploited. 
 

Adaptive mechanisms take actual, not average, 
behavior into account and are either reactive or 
predictive.  Most current proposals are reactive, but as 
shown in [Duest03PACT], it should be possible to 
predict program phases and event characteristics, not 
just react to averaged event counts.  Duesterwald, et al. 
used hardware performance counters and predicted 
mean IBM Power3 IPC and L1 D-Cache misses with 
average mean errors of around 3% and 12% 
respectively.  These prediction accuracies are likely 
still too low to prevent aggressive architectural 
adaptation from degrading performance.  Duesterwald, 
et al. also note that the accuracy of their prediction 
might have increased if they had access to finer-grain 
performance monitoring.   
 

Obtaining performance counts in current systems  is 
often limited by the level of operating system support 
provided. The frequency at which counts are recorded 
is typically once per several context switches in order 
to minimize the overhead of interrupt handling.  For a 
10ms context switch interval on a 1GHz processor, this 
is in the range of 1-10 million cycles.  Simulated 
monitoring granularities used in the architectural 
adaptation studies described earlier in this section are 
much finer than those common in current hardware .  
Proposed adaptation methods are thus more aggressive 
than feasible for continuous monitoring on most 
current general-purpose processors, and would require 
implementation of specialized counting mechanisms 
residing outside the general performance monitoring 
system.  An ideal monitoring system would have a 
higher degree of reuse, i.e. the same counters  could be 
used for adaptation, optimization, and tuning. 
 

There is also no ideal granularity for all events – the 
cited adaptation studies imply that overflow conditions, 
queue and buffer utilization levels, prediction 
accuracies, stalls, and other architectural events are not 
necessarily correlated and hence each may have 
frequency components that are not found in the others .  
In addition, for dynamic phase detection based upon 
instruction working sets, [Dhodapkar02ISCA] found 
phases varying in length from 300,000 to 3,331,000 
cycles in SPEC2K benchmarks.  Thus both the 
architectural metrics themselves and their properties 
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vary across applications, and so an ideal performance 
monitor system would allow observation of events at 
different, and possibly variable, granularities. 
 

In signal processing, filters may be employed before 
sampling to remove frequency components outside the 
range of interest.  Current performance monitoring 
systems have a small number of centralized counters, 
with simultaneous event observation limited by event 
groupings determined at design time.  Event groupings 
implement a window, or filter, on the counts observed 
at any given time, and thus reduce the total amount of 
data handling and processing necessary to observe a 
part, or “frequency component” of the overall 
performance of a system.  However, grouping 
restrictions of current performance counter systems are 
determined a priori, and so in contrast to general 
analog filtering, this filter is not flexible, and may not 
provide the “signal range of interest” needed for a 
particular adaptation or optimization technique. 
 

Program phase detection systems proposed in the 
literature rely on a variety of control flow correlated 
metrics, from instruction issue rates , to branch 
prediction accuracy and cache hit ratios.  
[Dean97MICRO] describes the utility of gathering a 
flexible set of concurrent metrics, and includes this 
capability for a short window of instructions. 
[Ponomarev01MICRO] simultaneously adapts the sizes 
of an issue queue, reorder buffer, and load/store queue, 
and indicates that monitoring just one resource makes 
it very difficult to accurately adjust multiple resources.  
These studies used simulated results, but on real 
hardware [Duest03PACT] mentions that variations in 
system effects make alignment of statistics from 
different counters very difficult across multiple 
program runs.  Not only do event bindings limit the 
filters which can be applied to program performance 
data, but Duesterwald’s observation indicates that 
results from sequential application of different filters 
(use of different event bindings for different program 
runs) cannot be reliably combined.  Thus for both 
predictive and reactive systems proposed in the 
literature, the filter applied to performance data should 
ideally allow a wide range of observation, i.e. a flexible 
collection of simultaneous counts.   
 

6.  Proposed Reorganization: Decentralized 
Monitoring 
 

Thus far, motivation has been discussed for a 
performance monitoring system with a low overhead of 
data transmission and observation, accurate data 
generation, and flexible selection of events and 
counting intervals.  In current systems, fine-grain 

adaptation to reduce processor complexity and power 
consumption would require either incorporation of 
specialized single-purpose counters in the adaptive 
block, or use of long-latency software techniques.  For 
software control, one or more central counters would 
be exclusively allocated to watch the target event, and 
gathered information would be transmitted via 
interrupts out to memory and up the software stack to 
the mechanism controlling adaptation.  Not only do the 
latency and potential software perturbation of this 
approach make it unsuitable for many of the fine-grain 
adaptation techniques described in Section 5, but with 
only 4-6 counters per centralized PMU, this 
significantly reduces the counter resources available 
for tracking other system characteristics. 
 

Our proposed method for re-architecting performance 
monitor and counter design entails de-centralizing the 
counting mechanism. Rather than relying on a central 
unit to track counts of distant events, counters are 
designed as part of individual architectural blocks.  A 
local counter may be designed with the same 
capabilities as current monitoring systems, i.e.  
sampling and counting, or may be enhanced with 
features to track event characteristics, correlation with 
other events, numbers of cycles between events, or 
other metrics of use for adaptation, phase detection and 
prediction, or tuning.  In contrast to uniform 
centralized counters, decentralized counters may be as 
simple or complex as required for individual 
architectural blocks.  A decentralized counter may be 
directly attached to a local adaptation mechanism, 
providing immediate information about program 
characteristics.   
 

Figure 3 shows a decentralized system with Reducers 
attached to a Performance Bus.  Events are counted or 
summarized at the location where they are generated, 

Event
Generator

Event
Generator

Digest Collector

ReducerReducer

Performance 
Bus

Reducer Reducer

Event
Generator

Event
Generator

Figure 3: Decentralized performance monitoring 
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and then made externally visible (to other architectural 
components or to software) through the Reducer.  
Some uses of performance information will require a 
concurrent view of multiple events.  For this situation, 
the Reducer mechanism can create a summary, or 
digest, of the needed information, and send only this 
compressed information to a unit which will use it or 
be responsible for transmitting it to software via  
memory or a special-purpose buffer.  For gathering of 
traditional coarse-grain counter information (such as 
the number of events across many cycles ), summaries 
can be collected over the context switch interval or 
while a particular code region is executing.  Creation of 
a digest does not necessarily imply loss in precision or 
granularity of the provided information – a run-length 
encoding of a stream of event occurrences over a 
specified period, for example, provides a lot of useful 
information in a compressed format.  If incorporation 
of a dedicated Performance Bus is not feasible, or if it 
is not possible to reliably overload use of another 
processor bus, performance digests could be made 
visible to software via existing architected instructions, 
such as the move-to- and move-from- special-purpose-
register instructions, mtspr and mfspr, of 
PowerPC. 
 

Figure 4 provides an example of two event-generating 
processor units and an accompanying Reducer.  The 
Event Generators produce an event whenever the 
monitored signal is 1 at the sampled clock interval.  At 
the top of Figure 4, an event signal will be generated 
when the floating point queue is full; the bottom signal 
will indicate when a floating point unit is in use.  In a 
standard performance monitoring system, each of the 
pictured event signals would be routed separately to a 

centralized PMU and selected for counting via a MUX.  
For the pictured decentralized counting example, both 
events share a Reducer, and their signals may be 
logically combined before counting takes place.  The 
Reducer may perform multiple functions: as pictured, it 
maintains not only a count of events, but also a history 
buffer to observe event patterns or track the recency 
and consistency of events. 
 

We envision that there will be many more localized 
counters than the 4-6 available in current centralized 
systems, so as to overcome current event-counter 
bindings and increase the number of simultaneously 
observable events.  To contain the total number of 
reducers, disjoint events may be able to share 
Reducers, and there need not be as many Reducers as 
event generators.  While the total real-estate devoted to 
actual counters will be increased relative to current 
systems, the large event-to-counter select logic and 
long custom wires are eliminated.   
 

For fine-grain correlations, accurate time -stamps can 
be added to records of particular events, allowing 
temporal correlation of events with those from other 
architectural blocks.  This would provide a capability 
similar to that of ProfileMe [Dean97MICRO] or 
Westcott’s instruction sampling [Westcott93Patent] in 
that thorough information about processor state could 
be viewed for a window of time around particular 
instructions.   
 

Decentralized performance monitoring with digest 
collection relieves software overhead through several 
means.  First, it provides a systematic method for 
monitoring not just counts, but combinations of metrics 
useful for program phase detection and prediction.  

Figure 4: Example floating point events and Reducer. 
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Monitoring arbitrary combinations of events is possible 
without requiring multiple program runs – since 
flexible sets of information can be gathered from a 
single program execution pass, data is no longer 
perturbed by system variations across multiple program 
executions.  Also, since data is collected and 
summarized locally, the requirement for immediate 
interrupt handling is relaxed.  A local Reducer may 
“service” an overflowed counter, timestamp that 
information, and then send it out to the system when 
convenient, without immediately interrupting program 
execution.   
 

Decentralization decreases the verification complexity 
of performance monitoring.  Rather than being 
concerned with timing verification of signals routed 
from disparate locations to a central PMU, counters can 
be verified with their resident architecture block, with 
significantly reduced concern for timing and signal 
routing.  Increasing the accuracy and flexibility of a 
performance monitoring system will also decrease the 
complexity of software testing and tuning, by 
increasing software visibility as defined by 
[Pettichord02PNSQC].  With round-robin reporting of 
digests , decentralized monitoring would actually allow 
a full capture of all processor events which have 
architected counters.   
 

7.  Conclusions  
 

Formerly employed for dynamic optimization, program 
phases are now also the springboard for various means 
to power savings.  Our survey of proposed architectural 
adaptation mechanisms indicates that they rely on an 
assorted set of processor metrics, observed at fine, but 
varied granularities.  Many adaptation and phase 
detection studies were designed with simulated 
counters , and gaps exist between the design and 
functionality of most current performance monitoring 
systems and the information needed for fine-grain 
continuous phase detection and architectural 
adaptation.  An ideal performance monitoring system 
would increase the accuracy and applicability of 
hardware monitoring for optimization, adaptation, and 
tuning, while minimizing overhead.  We propose a new 
performance monitor design methodology which 
locates counters near the events they are tracking and 
provides flexibility in the number and granularity of 
observed events.   
 

Though decentralization of performance monitoring 
entails re-design of the performance system, and thus 
would increase the complexity of the design process 
for first-generation implementation, the potential return  
for this decentralization is significant: (a) increased 

control of power and performance in adaptive methods; 
and (b) finer and more diverse counting so as to 
decrease software testing and tuning complexity. 
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Abstract

A complex decoding logic is a performance bottleneck
for those high-frequency microprocessors that implement
variable length instruction set architectures. The need ofre-
moving this complexity from the critical execution path has
lead to the design of alternative techniques, like the trace
cache fetch architecture. The trace cache stores decoded
instructions, and thus the instructions fetched from it do not
require to be decoded again. However, this is achieved at
the cost of increasing the complexity of the fetch engine.

This paper presents a first glance at a complexity-
effective decoding architecture. Our proposal does not use
a special-purpose storage like the trace cache. Instead, our
architecture stores frequently executed instructions in the
memory hierarchy. The already decoded instructions can be
fetched from memory, removing the complex instruction de-
coder from the critical path. Our final objective is to provide
all the benefits of fetching already decoded instructions, but
without increasing the implementation cost and complexity
of the fetch architecture.

1 Introduction

Over the past recent years, dynamically translating bi-
nary instructions is becoming a widely used strategy in
computer architecture. A possible application of this tech-
nique is translating instructions from an instruction set ar-
chitecture to another one. This allows processors like Trans-
meta Crusoe [8] to decouple the instruction set architecture
from the processor implementation, providing compatibil-
ity with precompiled binaries. Another possibility is the
implementation of dynamic optimization systems, such as
Dynamo [1] or rePLay [10]. These systems apply code opti-
mizations at runtime, improving performance while remov-
ing the need for recompiling the programs. Nevertheless,

the most commonly known application of dynamic instruc-
tion translation is decoding variable length instruction set
architectures into micro-operations that can be efficiently
managed by the execution engine, as done by current pro-
cessors like the IBM Power series [17] and the Intel Pentium
family [5].

Fast instruction fetch and decoding is critical to feed the
processor back-end with enough instructions to keep the ex-
ecution engine busy, and thus achieve high performance.
However, designing a fast instruction decoding mechanism
is not easy for processors which feature variable length in-
struction set architectures, since complex logic is required
to decode instructions that can start in any byte address and
can be translated into one or several micro-operations. This
means that, although a fetch architecture provides a high
instruction fetch bandwidth, it could not be enough if de-
coding the fetched instructions becomes a bottleneck.

A solution to overcome the problem of fast instruction
decoding is the trace cache fetch architecture [11, 14, 4],
which has been recently implemented in the Intel Pentium 4
processor [5]. The trace cache provides high fetch perfor-
mance by buffering and reusing dynamic instruction traces.
These traces are portions of the dynamic program execu-
tion that may contain multiple basic blocks, and several
branches, regardless of them being taken or not.

Traces are dynamically built after their instructions have
finished execution. Therefore the instructions stored in the
trace cache are already decoded, avoiding the need for de-
coding the instructions fetched from it. The great advan-
tage of this technique is that the complexity of decoding
instructions is removed from the critical path most of the
time. However, this is obtained at the cost of increasing the
complexity of the fetch architecture. Fetching instruction
traces needs not only a special purpose storage —the trace
cache— but also a secondary fetch mechanism for fetch-
ing instructions in case of a trace cache miss, as well as a
dynamic building engine which implements heuristics for
defining the limits of traces.



The objective of this paper is to exploit the benefits of
fetching already decoded instructions while avoiding an in-
crease in the fetch engine complexity. This is achieved by
applying a similar technique to instruction streams. We call
stream to a sequence of instructions from the target of a
taken branch to the next taken branch. This concept leads to
a complexity-effective fetch architecture design: the stream
fetch engine [12]. Instruction streams do not need a special
purpose storage, nor a complex dynamic building mecha-
nism, since they are sequentially stored in the instruction
cache. Moreover, instruction streams are long enough for
allowing the stream fetch engine to achieve a performance
similar to a trace cache at a lower cost and complexity.

Our proposal is to store the decoded instructions belong-
ing to a stream in a special memory area allocated for the
program being executed. When a new stream is decoded,
the stream fetch engine is informed about the address where
the decoded stream is stored. This allows the processor
front-end to fetch an already decoded stream from the mem-
ory hierarchy instead of the original non-decoded stream,
while avoiding the increase in complexity involved by the
trace cache implementation.

The remainder of this paper is organized as follows. Sec-
tion 2 describes the stream decoding architecture. Our ex-
perimental methodology is presented in Section 3. Section 4
explains the impact caused on the memory hierarchy by
storing decoded streams. Section 5 presents a preliminary
performance evaluation. We discuss previous related work
in Section 6. Finally, Section 7 presents our concluding re-
marks and future research lines.

2 Decoding Instruction Streams

Our decoding architecture is based on storing decoded
streams of instructions in the memory hierarchy. An in-
struction stream is a sequence of instructions, physicallyad-
jacent in memory, which starts at the target of a taken branch
and finalizes at the next taken branch. As such, an instruc-
tion stream is fully defined by its starting instruction address
and its length, that is, the number of instructions belonging
to the stream. The behavior of the branches contained in-
side the stream is implicit in the definition: all intermediate
branches are not taken, while the terminating branch is al-
ways taken.

2.1 The Stream Decoding Architecture

Figure 1 shows the block diagram of a fetch architecture
designed for fetching instruction streams [12]. The core of
this fetch engine is the next stream predictor, a specialized
branch predictor which provides stream level sequencing.
Given the current stream starting address, the stream pre-
dictor provides the current stream length, which indicates

Instruction Cache

Fetch
Address

Next Stream 
Predictor

FTQ

Figure 1. The stream fetch engine

where is the taken branch that finalizes the stream. The pre-
dictor also provides the next stream starting address, which
is used as the fetch address for the next cycle. The cur-
rent stream starting address and the current stream length
form a fetch request that is stored in a fetch target queue
(FTQ) [13]. The fetch requests stored in the FTQ are used
to drive the instruction cache, effectively decoupling the
branch prediction from the memory access.

The stream decoding architecture is an extension of the
stream fetch engine. The stream predictor is updated dur-
ing the commit stage, when all the instructions belonging
to a stream, including the final taken branch, have finalized
their execution. At this point, all these instructions are al-
ready decoded. Our decoding architecture takes advantage
of this fact by storing the decoded stream of instructions in
an especially devoted memory space, namely the Decoded
Stream Memory Area (DSMA).

The DSMA is a fixed-size memory area allocated for the
program being executed in a similar way as done by Dy-
namo [1]. Once our decoding architecture determines the
memory address to store a decoded stream, it is introduced
in main memory and prefetched to the second level cache.
The stream predictor is updated not only with the informa-
tion required to fetch a stream, but also with the memory ad-
dress where a decoded version of the stream is stored. The
next time this stream is predicted, the fetch architecture will
search for the decoded version of the stream instead of the
original non-decoded version, avoiding the need of decod-
ing the instructions again.



The streams are stored in the DSMA following the or-
der in which they are decoded. When a program starts ex-
ecution, a pointer to the beginning of the DSMA is kept.
This pointer indicates the first free memory position of the
DSMA where a decoded stream can be stored. When a new
decoded stream is stored in memory, the pointer is advanced
to the end of the stream, that is, the new beginning of the
free space. This pointer never goes backwards. If it reaches
the end of the DSMA, all the decoded streams are flushed
from memory and their starting addresses are removed from
the stream predictor. The cost of this flush process is mini-
mal, since the memory contents does not need to be modi-
fied. It is only necessary to invalidate the decoded addresses
stored in the stream predictor, as well as to reset the DSMA
pointer, that is, the pointer returns to the beginning of the
DSMA, being ready to store new decoded streams again.

2.2 Stream Predictor Design

Accurate stream prediction requires using path correla-
tion with the streams that have been previously executed. To
obtain an index into the prediction table, the fetch address
and the contents of a history register with starting addresses
of previous streams are hashed together using a DOLC in-
dexing scheme [6].

However, not all streams need path correlation to be ac-
curately predicted. The stream predictor takes advantage
of this fact by implementing a cascaded structure [2, 15],
which is shown in Figure 2. The prediction table is divided
in two: a first level table indexed only by the fetch address,
and a second level table indexed using path correlation. A
stream is only introduced in the second level if it is not accu-
rately predicted by the first level. Therefore, those streams
which do not need correlation are kept in the first level, pre-
venting them from using correlation, and therefore avoiding
unnecessary aliasing.

In order to generate a prediction, both levels are looked
up in parallel. If there is a second level table hit, its predic-
tion is used. Otherwise, the prediction of the first level table
is used. The second level prediction is prioritized because
it is supposed to be more accurate than the first level due to
the use of path correlation. However, the use of correlation
also involves redundancy, that is, each stream is stored sev-
eral times in the second level table (one per each path fol-
lowed to its staring address). If a decoded stream is stored
in the DSMA each time the second level is updated, the
same decoded stream will be stored several times, wasting
the available memory space.

Therefore, our stream decoding architecture only uses
the first level for storing the information of decoded
streams. The first level is indexed using just the fetch ad-
dress, that is, the stream starting address. This involves that
a stream is stored once and only once in the first level table,

making this table an ideal mean for avoiding unnecessary
redundancy in the DSMA. Storing the information of de-
coded streams requires adding new fields to the first level
table: the address where the decoded stream is stored, the
decoded stream length, and a bit which indicates whether
this information is valid or not. This bit is set to one when
the data of a new decoded stream is introduced in the pre-
diction table. The valid bit is reseted to zero if the stream is
replaced from the table or after a DSMA flush.

If a stream is predicted by the first level, the decoded
stream address can be used to fetch the stream. However,
if the stream is predicted by the second level, it should be
compared with the first level prediction. If both levels pre-
dict the same stream length, the decoded stream address
provided by the first level can be used despite the real pre-
diction is done by the second level. Note that, although
the length provided by both predictions is the same, the tar-
get address of the two predicted streams could be different.
Fortunately, over 85% of second level predictions coincide
with the length provided by the first level, which makes this
technique an efficient way of reducing redundancy in the
DSMA.

3 Experimental Methodology

The performance of the decoding mechanism is very de-
pendent on the instruction set architecture. However, we
wish to prevent our results from being tied to any particu-
lar instruction set architecture. Therefore, we have chosen
to simulate Alpha binaries compiled using the Compaq C
V5.8-015 compiler on Compaq UNIX V4.0. Since the Al-
pha architecture defines a RISC instruction set architecture,
our decoding architecture translates the instructions using
a one-to-one relationship, that is, each instruction is trans-
lated to one and only one decoded instruction. This method-
ology allows to achieve results as general as possible, since
they do not depend on the features of a specific variable
length instruction set architecture. Our decoding architec-
ture can be easily tuned to any existing variable length in-
struction set architecture.

All the results presented have been obtained using trace
driven simulation of a superscalar processor. Our simula-
tor uses a static basic block dictionary to allow simulating
the effect of wrong path execution. This model includes
the simulation of wrong speculative predictor history up-
dates, as well as the possible interference and prefetching
effects on the instruction cache. We feed our simulator with
traces of 300 million instructions collected from the SPEC
2000 integer benchmarks1 using thereferenceinput set. To

1We excluded181.mcfbecause its performance is very limited by data
cache misses, being insensitive to changes in the fetch or decoding archi-
tecture.
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Figure 2. The cascaded design of the next stream predictor

Table 1. Configuration of the simulated processors
4-wide processor 8-wide processor

fetch width 4 instructions 8 instructions
rename/commit width 4 instructions 8 instructions
integer issue width 4 instructions 8 instructions
floating point issue width 4 instructions 8 instructions
load/store issue width 2 instructions 4 instructions
fetch target queue 4 entries 4 entries
integer issue queue 32 entries 64 entries
floating point issue queue 32 entries 64 entries
load/store issue queue 32 entries 64 entries
reorder buffer 128 entries 256 entries
integer registers 96 160
floating point registers 96 160
L1 instruction cache 64 Kbytes, 2-way associative, (4*fetch width) byte block, 3cycle latency
L1 data cache 64 Kbytes, 2-way associative, 64 byte block, 3 cycle latency
L2 unified cache 1 Mbyte, 4-way associative, 128 byte block, 16 cycle latency
main memory latency 350 cycles

1024 entry, 4-way associative first level
next stream predictor 4096 entry, 4-way associative second level

DOLC 16-2-4-10



find the most representative execution segment we have an-
alyzed the distribution of basic blocks as described in [16].

We simulate two processor setups, a 4-wide and an 8-
wide superscalar processor, both having a 20-stage pipeline.
The main values of these setups are shown in Table 1. Our
first level instruction cache uses wide cache lines, that is,
four times the processor fetch width, as described in [12]. It
has a single access port and a 64KB hardware budget. The
second level unified instruction/data cache has a 1MB total
hardware budget. It has a single access port, which is shared
by both the instruction and data first level caches. When a
decoded stream is stored in the DSMA, it is prefetched to
the second level cache using the same port, i.e., our decod-
ing architecture does not need an extra access port. When
a new stream is decoded, it is introduced in a write buffer.
The decoded stream will be stored in the second level cache
when the access port is free. Both instruction and data ac-
cesses are prioritized over the decoded stream prefetch. The
maximum size of the DSMA is 256KB. We have found that
this size is enough to keep all the decoded streams that ap-
pear in the execution of most of our benchmarks.

4 Impact on the Memory Hierarchy

It is not necessary to store in memory all the instruc-
tion streams that appear during the execution of a program.
Most program execution is concentrated in a reduced num-
ber of different streams. In particular, we have found that
12% of the different static streams executed are responsible
for 90% of the program execution. Therefore, our archi-
tecture only decodes those streams that are frequently exe-
cuted. To achieve this, each predictor entry contains a hys-
teresis counter that is increased by one each time a stream
is executed. The counter is decremented by one each time
a different stream tries to replace a prediction table entry.
A stream is replaced from the prediction table when the
counter reaches zero. On the other hand, a stream is de-
coded only when the counter reaches the maximum value.

Figure 3 shows the total memory size required to store all
the streams decoded by our mechanism. Most benchmarks
need less than 200KB to store all their decoded streams.
There are only two benchmarks,186.craftyand197.parser,
which require more than 256KB, forcing to occasionally
flush the contents of the DSMA. On average, the stream
decoding architecture finds 90% of instruction streams al-
ready decoded in the memory hierarchy. Some preliminary
results (not included in this paper) show that this rate of de-
coded instructions is close to the value that a trace cache
could achieve. The percentage of decoded instructions pro-
vided by the stream decoding architecture ranges from 98%
in a small program like256.bzip2to 82% in186.crafty, the
benchmark that requires a larger memory space, and thus
causes more DSMA flushes.

The impact of our decoding mechanism on the memory
hierarchy is closely tied to the amount of additional infor-
mation introduced in memory. Once a new stream is de-
coded, it is introduced in the DSMA, avoiding the need of
decoding the corresponding instructions the next time the
stream is fetched. When the decoded stream is requested
by the fetch engine, a second level cache miss is avoided
because a new decoded stream is not only written in the
main memory, but also prefetched to the second level cache.
However, the first time a decoded stream should be fetched,
it causes a miss in the first level instruction cache, which
limits the achievable benefit.

Figure 4.a shows the total number of instruction cache
misses. As can be expected, there is a high increase. Most
additional cache misses are compulsory, that is, they are not
due to conflicts in the cache, but to the fact that the decoded
version of a stream has never been introduced in the cache
before. The increase is especially important for186.crafty.
Each time the DSMA is flushed during186.craftyexecu-
tion, our architecture should start decoding streams again,
causing more instruction cache misses. However, as can be
observed in Figure 4.b, the impact on the second level cache
is negligible. Since decoded streams are prefetched to the
second level cache, the additional cache misses are not com-
pulsory misses, but caused by conflicts with the data stored
in the second level cache. The slight increase in the num-
ber of second level cache misses points out that the con-
flicts between data and decoded instructions are not more
severe than the conflicts between data and instructions in an
architecture that does not store decoded instructions in the
memory hierarchy.

5 Preliminary Performance Evaluation

Designing a fast instruction decoding mechanism is a
challenge, since a complex logic is required to decode vari-
able length instructions. Several pipeline stages can be
needed to decode instructions, like happens in processors
such as the Intel Pentium 4 [5] and the IBM Power5 [17].
The current technology trend towards deeper pipelines will
aggravate this problem. However, if fetched instructions
are already decoded, these stages are unnecessary. Figure 5
shows the IPC speedup achieved by our stream decoding ar-
chitecture when varying the total number of pipeline stages
required to decode an instruction. The instructions that
are fetched already decoded by our stream decoding archi-
tecture just require one pipeline stage. Only non-decoded
instructions should pass through all the decoding stages,
while the baseline decoding architecture requires the full
set of stages for decoding all the instructions.

The observation is that a higher number of decoding
stages involves a higher performance speedup. In spite of
causing a higher number of instruction cache misses, our
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Figure 3. Maximum memory size (kilobytes)
required to store all the decoded streams
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(b) second level cache

Figure 4. Millions of cache misses for the first
level instruction cache and the second level
unified cache

decoding architecture achieves a performance improvement
in almost all benchmarks. Only186.craftysuffers from per-
formance degradation due to its large number of instruction
cache misses. Nevertheless, even this benchmark achieves
a performance improvement for a high number of decod-
ing stages. For the rest of this performance evaluation, we
have selected to fix the number of decoding stages to 10,
that is, the simulated processor has 30 pipeline stages, one
third devoted to decode instructions. One third is the pro-
portion of decoding stages in the Intel Pentium III proces-
sor execution pipeline [5], and thus we have supposed that
decoding instructions after a trace cache miss in the Intel
Pentium 4 processor, which has a higher frequency and a
deeper pipeline, could follow a similar trend.

Maintaining a high rate of decoded instruction per cy-
cle is also difficult. For example, although the IBM Power5
processor is able to execute 8 instructions per cycle, it is
only capable of decoding up to 5 instructions per cycle [17].
The Intel Pentium 4 decode width is also limited by the
complexity of the required logic. Each cycle, only the first
decoded instruction can be a complex instruction that pro-
duces multiple micro-operations. The remainder instruc-
tions are decoded only if they will produce a single micro-
operation each [18]. This means that, if a complex instruc-
tion is not the first one, it must wait until it becomes the
first one in a following cycle, blocking the subsequent in-
structions, and thus seriously limiting the Intel Pentium 4
decoding speed.

The continuous increase in the processor clock fre-
quency will make even more difficult to decode several vari-
able length instructions in a single cycle. Figure 6 shows
the IPC speedup achieved by our stream decoding architec-
ture when varying the maximum number of instructions that
can be decoded each cycle. The advantage of our technique
over the baseline is that it is able to process as much instruc-
tions as the processor width if they are already decoded in
the memory hierarchy. As can be expected, the speedup
achieved by our decoding architecture is higher when the
limit to the number of instructions that can be decoded each
cycle is more restrictive. We believe that these results high-
light the benefits achievable from the stream decoding ar-
chitecture. Since current technology trends cause that de-
coding multiple instructions in a single cycle becomes more
and more difficult, the benefits achievable by future proces-
sors will be even higher.

6 Related Work

The instruction decoding logic required by a processor
like the Intel Pentium 4, which implements a variable length
instruction set architecture, is not simple. As stated in [5],
a high bandwidth decoder, capable of decoding multiple in-
structions per cycle, takes several pipeline stages to do its
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(a) 4-wide processor

���

���

���

��

��

��

��

��

��
	

��
�

��
�

��
�

��
�

��
�

��
�

��
��
��

��
�

��
��
��

��
�

��
�

��
�

��
��
��
�

��
	

��
�

��
�

��
��
� 

��
�

��
�
�

�!
!

�"
��
�

#
$
%

&'
(
)*
�
��
+
,
�

�)�����
�!)�����
�!)�����

(b) 8-wide processor

Figure 5. IPC speedup achieved by the stream
decoding architecture when varying the num-
ber of stages required to decode an instruc-
tion

work. The solution adopted for fast instruction decoding in
the Intel Pentium 4 processor is the trace cache [11, 14, 4].
It stores the micro-operations of the previously decoded in-
structions, making it possible to bypass the instruction de-
coder most of the time. Although this strategy does not
eliminate the complex instruction decoder from the proces-
sor design, it lets remove the complexity of decoding in-
structions from the critical path, also allowing the decoder
to be simplified.

A lot of research effort has been devoted to develop and
improve the trace cache. The eXtended block cache [7]
uses extended blocks as the basic unit to be stored in the
trace cache. An extended block is a sequence of instruc-
tions ending in a conditional or an indirect branch. A trace
cache design using extended blocks achieves a higher hit
rate, while providing the same decoded micro-operation
bandwidth. An alternative design is the micro-operation
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(b) 8-wide processor

Figure 6. IPC speedup achieved by the stream
decoding architecture when varying the max-
imum number of instructions that can be de-
coded each cycle

cache [19], which is oriented to reduce the fetch engine en-
ergy consumption without performance degradation. This
cache works on basic blocks instead of traces, and thus its
logic is simpler and consumes less power. Another proposal
for enhancing the trace cache is the rePLay microarchitec-
ture [10]. It uses a front-end derived from the trace cache
to generate longer traces. These traces, called frames, are
built making an extensive use of the branch promotion tech-
nique [9] and later applying dynamic optimizations. Frames
are stored in a frame cache and treated as atomic regions,
potentially increasing the aggressiveness of the optimiza-
tions.

All these techniques have something in common: they
need a special-purpose cache for storing the basic units
used as fetch blocks. They also need a secondary fetch
mechanism for fetching instructions in case of a miss in the
special-purpose cache, as well as a dynamic building mech-



anism which implements heuristics for defining the limits
of fetch blocks, like the number of instructions, the num-
ber of branches, or the number of indirect branches. The
main advantage of the stream fetch engine [12] is that it
avoids such an increase in the fetch architecture complex-
ity. Since streams are mapped sequentially in memory, the
stream fetch engine can use the instruction cache as the only
source for instructions, not needing any redundant and/or
complex storage mechanism. Moreover, the need for sec-
ondary fetch engine is removed and the dynamic building
mechanism becomes trivial. The only structure that remains
in the critical path is the stream predictor, which is not more
complex than the trace predictor [6]. This guarantees that
the stream fetch engine can achieve the same clock speed
than the trace cache, if not higher.

The stream decoding architecture extends the function-
ality of the stream fetch engine by storing decoded streams
in the memory hierarchy. This strategy still avoids the need
for a special-purpose cache, maintaining the relatively low
complexity of the stream fetch engine. In order to do this,
a fixed-size memory area is allocated for the program being
executed in a similar way as done by Dynamo [1]. This dy-
namic optimization system is implemented entirely in soft-
ware. Frequently executed instruction sequences are de-
tected and stored in a buffer. An optimizing mechanism
processes the contents of the buffer and creates optimized
single-entry, multiple-exit sequences of instructions, called
fragments. These fragments are stored in memory by a link-
ing mechanism, which also connects fragment exit branches
to other fragments in memory if possible. However, both
the optimizer and the linker involve an additional over-
head to fragment creation. Our stream decoding architec-
ture does not suffer from such an overhead because streams
do not require any additional process after they are exe-
cuted. The next stream predictor has proved to be an effi-
cient mechanism for detecting frequently executed instruc-
tions and linking sequences of instructions, that is, linking
branches to its targets. Since the stream predictors is al-
ready part of the stream fetch engine, it does not involve
additional implementation cost for our proposal. Further-
more, there is no additional optimizer overhead because the
objective of our mechanism is not optimizing streams but
decoding them.

The main memory has also been used by other mecha-
nisms for storing sequences of instructions. Daisy [3] is a
technique for making a VLIW processor fully compatible
with precompiled binaries for other instruction set architec-
tures. When a new portion of code is executed, it is trans-
lated to VLIW primitives and stored in a portion of main
memory by a software Virtual Machine Monitor. The Trans-
meta Crusoe processor [8] implements a technique similar
in spirit, which allows x86 instructions to be executed in a
VLIW hardware core. A software layer translates the in-

structions and stores them in memory, making it possible to
reutilize them and, at the same time, enabling dynamic opti-
mizations. Like Dynamo, Daisy and the Transmeta Crusoe
processor suffer from the overhead caused by optimizing
instructions. The stream decoding architecture avoids this
overhead because, when the streams are stored in memory,
they have been already decoded. Nevertheless, adding the
possibility of dynamic optimizations to our stream decoding
architecture could be an interesting issue for future work.

7 Conclusions and Future Work

The complexity of the decoding logic is a performance
bottleneck for superscalar processors that implement vari-
able length instruction set architectures. This bottleneck
will become more severe due to the current technology
trend towards deeper pipelines and higher clock frequen-
cies. A widespread mechanism for overcoming this prob-
lem is the trace cache, which fetches already decoded in-
structions, removing the complexity of the decoding logic
from the critical path. However, this is achieved at the cost
of increasing the complexity of the fetch architecture.

In this paper, we propose to extend the stream fetch en-
gine [12] for overcoming this problem. We call stream to
a sequential run of instructions from the target of a taken
branch to the next taken branch. Our proposal relies on
storing frequently decoded streams in the memory hier-
archy, which allows fetching already decoded instructions
from memory. Our preliminary results point out that the
percentage of already decoded instructions provided by the
stream decoding architecture is around 90%. We expect that
this value is high enough to compete against a trace cache.
Therefore, since the performance of the stream fetch engine
is close to a trace cache performance, as shown in [12], we
also expect that the stream decoding architecture will pro-
vide a performance similar to a trace cache under the same
conditions, but at a much lower cost and complexity.

Furthermore, although we focus on decoding instruc-
tions, the stream decoding architecture enables a plethora
of future possibilities. It is possible to translate instruc-
tions into a different instruction set architecture, as done
by the Transmeta Crusoe processor [8]. It is also pos-
sible to dynamically optimize the streams before storing
them in memory, in a similar way as done by rePLay with
frames [10], but without needing a special-purpose frame
cache. In addition, the instructions belonging to a stream
can be rescheduled for increasing the available instruction-
level parallelism, as well as be remapped for improving the
performance of the fetch engine. We believe that all these
possibilities, along with the relatively low implementation
cost required, turn our architecture into a worthwhile pro-
posal for designing a complexity-effective decoding archi-
tecture.
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ABSTRACT
The increasing pipeline depth, aggressive clock rates and
execution width of modern processors require ever more ac-
curate dynamic branch predictors to fully exploit their po-
tential. Recent research on ahead pipelined branch predic-
tors [11, 19] and branch predictors based on perceptrons [10,
11] have offered either increased accuracy or effective single
cycle access times, at the cost of large hardware budgets
and additional complexity in the branch predictor recovery
mechanism. Here we show that a pipelined perceptron pre-
dictor can be constructed so that it has an effective latency
of one cycle with a minimal loss of accuracy. We then intro-
duce the concept of a precomputed local perceptron, which
allows the use of both local and global history in an ahead
pipelined perceptron. Both of these two techniques together
allow this new perceptron predictor to match or exceed the
accuracy of previous designs except at very small hardware
budgets, and allow the elimination of most of the complexity
in the rest of the pipeline associated with overriding predic-
tors.

1. INTRODUCTION
The trend in recent high-performance commercial micro-

processors has been towards ever deeper pipelines to enable
ever higher clockspeeds [2, 7], with the width staying about
the same from earlier designs. This trend has put increased
pressure on the branch predictor from two sides. First, the
increasing branch misprediction penalty puts increased em-
phasis on the accuracy of the branch predictor. Second, the
sharply decreasing cycle time makes it difficult to use large
tables or complicated logic to perform a branch prediction
in one cycle. The consequence has been that recent designs
often use a small one cycle predictor backed up by a larger
and more accurate multi-cycle predictor. This increases the
complexity in the front end of the pipeline, without giving
all the benefits of the more accurate predictor.
Recently, it was proposed [8, 11, 19] that a branch pre-

dictor could be ahead pipelined, using older history or path
information to start the branch prediction, with newer in-
formation being injected as it became available. While there
is a small decrease in accuracy compared to the single cy-
cle version of the same predictor, the fact that a large and
accurate predictor can make a prediction with one or two
cycles latency more than compensates for this.
Using a different approach to reducing the effective la-

tency of a branch predictor, a pipelined implementation for

the perceptron predictor [10] was also proposed. The per-
ceptron predictor is a new predictor which is based not on
two bit saturating counters like almost all previous designs,
but on a simple neural network.
The main contributions of this paper are:

• We show that a path-based perceptron predictor with
one cycle effective access latency can be constructed
with neglibible loss in prediction accuracy, obviating
the need for any preliminary predictor and all the com-
plexity associated with such a design.

• We show that the prediction of a perceptron using local
branch history can be precomputed, removing all of
the delay associated with the computation and most
of the delay from the table lookup from the critical
path. This allows a local perceptron to be used in a
one cycle predictor. The effect is to shorten the global
pipeline at given accuracy, thus reducing the amount
of state that needs to be checkpointed and simplifying
the branch recovery mechanism of the global predictor.

This paper is organized as follows: Section 2 gives a short
introduction to the perceptron predictor and gives an overview
of related work, Section 3 talks about the impact of delay
on branch prediction and how it has been dealt with up to
now, as well as the complexity involved in such approaches,
Section 4 introduces the ahead pipelined path-based per-
ceptron, Section 5 then introduces the concept of a precom-
puted local perceptron, Section 6 describes the simulation
infrastructure used for this paper, Section 7 shows results
both for table-based predictors as well as comparing the
ahead pipelined alloyed perceptron with prior proposals. Fi-
nally, Section 8 concludes the paper and Section 9 gives an
outlook on future work.

2. THE PERCEPTRON PREDICTOR AND
RELATED WORK

2.1 The Idea of the Perceptron
The perceptron is a very simple neural network. Each

perceptron is a set of weights which are trained to recognize
patterns or correlations between their inputs and the event
to be predicted. A prediction is made by calculating the
dot-product of the weights and an input vector. The sign of
dot-product is then used as the prediction. In the context of
branch prediction, each weight represents the correlation of
one bit of history (global, path or local) with the branch to

1



be predicted. In hardware, each weight is implemented as an
n-bit signed integer, where n is typically 8 in the literature,
stored in an SRAM-Array. The input vector consists of 1’s
for taken and -1’s for not taken branches. The dot-product
can then be calculated as a sum with no multiplication cir-
cuits needed.
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Figure 1: The perceptron assigns weights to each
element of the branch history and makes its predic-
tion based on the dot-product of the weights and
the branch history plus a bias weight to represent
the overall tendency of the branch. Note that the
branch history can be global, local or something
more complex.

2.2 Related Work
The perceptron predictor was originally introduced in [13]

and was shown to be more accurate than any other then
known global branch predictor. The original perceptron
used a Wallace tree adder to compute the output of the
perceptron, but still incurred more than 4 cycles of latency.
The recently introduced path-based perceptron [11] hides
most of the delay by fetching weights and computing a run-
ning sum along the path leading up to each branch. The
critical delay of this predictor is thus the sum of the delay
of a small SRAM-Array and one small adder. It is estimated
that a prediction would be available in the second cycle after
the address became available. For simplicity we will call this
predictor the overriding perceptron, since it can only act as
a second level overriding predictor, and not as a standalone
predictor.

Figure 2: (left) The global perceptron fetches all
weights based on the current branch address. (right)
The path-based perceptron fetches weights along the
path leading up to the branch and computes a run-
ning partial sum in the pipeline.

Seznec studied the performance of a theoretical interference-
free global perceptron [17]. He then introduced several im-
provements which could improve the accuracy of a global
perceptron at very large hardware budgets, without looking

at delay. He noted that the number of additions necessary
to compute any perceptron could be cut in half by looking
at two adjacent weights in the weight table as the weights of
the combination of the two branches. He also introduced the
idea of using different hashing functions (similar to skewed
caches and branch predictors) to fetch different weights and
assigning multiple weights per branch, thereby lessening the
impact of aliasing.
Ipek et al.[8] investigated inverting the global perceptron,

by using global history to address the weights and using a
combination of global history and address bits as inputs for
the perceptron. This allowed them to prefetch the weights
from the weight tables, eliminating the latency of the SRAM-
Arrays, but they still incurred the delay of the Wallace-tree
adder. There is no need for this kind of inversion for a
pipelined perceptron, since the critical path is already re-
duced to a small SRAM-array and a single adder. They also
looked at incorporating concepts from traditional caches, i.e.
two-level caching of the weights, pseudo-tagging the percep-
trons and adding associativity to the weight tables.
Most of the improvements proposed by Seznec and Ipek

et al. are orthogonal to our work and exploring possible syn-
ergies could be the subject of future work.

3. DELAY IN BRANCH PREDICTION
An ideal branch predictor uses all the information which

is available at the end of the previous cycle to make a predic-
tion in the current cycle. In a table-based branch predictor
this would mean using a certain mix of address, path and
history bits to index into a table and retrieve the state of
a two-bit saturating counter (a very simple finite state ma-
chine), from which the prediction is made.

3.1 Overriding Prediction Schemes
Because of the delay in accessing the SRAM-Arrays and

going through whatever logic is necessary, larger predictors
oftentimes cannot produce a prediction in the same cycle.
This necessitates the use of a small but fast single cycle
predictor to make a preliminary prediction, which can be
overridden [12] several cycles later by the main predictor.
Typically this is either a simple bimodal predictor or, for
architectures which do not use a BTB, a next line predictor
as is used by the Alpha EV6 and EV7 [4].
This arrangement complicates the design of the front of

the pipeline in several ways. Most obviously, it introduces a
new kind of branch misprediction and necessitates additional
circuitry to signal an overriding prediction to the rest of the
pipeline.
While traditionally processors checkpointed the state of

all critical structures at every branch prediction, this method
does not scale for processors with a very large number of
instructions in flight. Moshovos proposed the use of selec-
tive checkpointing at low confidence branches [16]. Since
the number of low confidence branches is much higher for
the first level predictor than for the overriding predictor,
this negates much of the benefit of selective checkpointing.
Other proposals [1, 5] for processors with a very large num-
ber of instructions in flight similarly rely on some kind of
confidence mechanism to select whether to checkpoint crit-
ical structures or not. As mentioned above, the overrid-
ing scheme introduces a new kind of branch misprediction.
In a normal pipeline even without overriding, all structures
which are checkpointed because of branch predictions must
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predictor type Amount of state to be checkpointed
in bits

overriding
perceptron

∑
x−1

i=2
1 + dlg(i − 1)e bits

ahead
pipelined
perceptron

(w · x) +
∑

x−1

i=2
1 + dlg(i − 1)e bits

table-based 2x−1 − 1 bits for most significant
bits

Table 1: Amount of state to be checkpointed for
each type of predictor. x is the pipeline depth of
each predictor and w is the number of bits for each
weight in the perceptron predictor.

depth of
pipeline

Amount of state to
be checkpointed in
bits

13 133
18 195
20 221
32 377
34 405
37 447

Table 2: Example of amount of state to be check-
pointed for an overriding perceptron with 8-bit
weights. We use the pipeline depth determined to
be optimal in [11] as examples.

be able to recover from a BTB misprediction, signaled from
the front of the pipeline, or a full direction misprediction,
which is signaled from the end of the pipeline. The case
of the slower predictor overriding the faster one introduces
a new possible recovery point, somewhere between the first
two.

3.2 Ahead-Pipelined Predictors
A solution to this problem, which was introduced in [11],

was to ”‘ahead pipeline”’ a large gshare predictor. The ac-
cess to the SRAM-Array is begun several cycles before the
prediction is needed with the then current history bits. In-
stead of retrieving one two-bit counter, 2m two-bit counters
are read from the table, where m is the number of cycles
it takes to read the SRAM-Array. While the array is being
read m new predictions are made. These bits are used to
choose the correct counter from the 2m counters retrieved
from the Array.
In an abstract sense, the prediction is begun with incom-

plete or old information and newer information is injected
into the ongoing process. This means that the prediction can
stretch over several cycles, with the only negative aspect be-
ing that only a very limited amount of new information can
be used for the prediction. An ahead pipelined predictor ob-
viates the need for a separate small and fast predictor, yet
it introduces other complications. In the case of a branch
misprediction, the state of the processor has to be rolled
back to a checkpoint. Because traditional predictors only
needed one cycle, no information except for the PC (which
was stored anyway) and the history register(s) were needed.

3.3 Checkpointing Ahead-Pipelined Predictors

For an ahead pipelined predictor, all the information which
is in flight has to be checkpointed or the pipeline would incur
several cycles without a branch prediction being made. This
would effectively lengthen the pipeline of the processor, in-
creasing the branch misprediction penalty. The reason that
an ahead pipelined predictor can be restored from a check-
point on a branch misprediction and an overriding predictor
cannot, is that the ahead pipelined predictor only uses old
information to retrieve all the state which is in flight, while
the overriding predictor would use new information, which
would be invalid in case of a branch misprediction.
This problem was briefly mentioned in [19] in the context

of 2BC-gskew predictor and it was noted that the need to
recover in one cycle could limit the pipeline length of the
predictor. In a simple gshare the amount of state grows ex-
ponentially with the depth of the branch predictor pipeline,
if all the bits of new history are used. Hashing the bits
of new history down in some fashion of course reduces the
amount of state in flight.
For an overriding perceptron, all partial sums in flight

in the pipeline need to be checkpointed. See Table 1 for
the formulas used to determine the amount of state to be
checkpointed. Since the partial sums are distributed accross
the whole predictor in pipeline latches, the checkpointing
tables and associated circuitry must also be distributed. The
amount of state that needs to be checkpointed/restored and
the pipeline length determine the complexity and delay of
the recovery mechanism. Shortening the pipeline and/or
reducing the amount of state to be checkpointed per pipeline
stage will reduce the complexity of the recovery mechanism.
A final factor to consider is the loss of accuracy in an

ahead pipelined predictor with increasing delay. Since this
was not explicitly investigated in [9], we investigate the re-
sponse of some basic predictors and the pipelined perceptron
predictor to delay. The first predictor is the gshare predic-
tor, since it serves as the reference predictor in so many aca-
demic studies of branch predictors. Unlike the gshare.fast
introduced in [9], we vary the delay from zero to four cycles.
Our ahead pipelined version of the gshare predictor also dif-
fers from the gshare.fast presented in [9], as can be seen in
Figure 3.

address(n)  normal GAs:

address(n)
 normal gshare: XOR

global history(n)

address(n-x)
pipelined gshare: XOR

global history(n-x)

new gl. hist.

address(n-x)pipelined GAs: new gl. hist.

gl. hist.

Figure 3: The ahead pipelined versions of each pre-
dictor uses the address information from several cy-
cles before the prediction to initiate the fetch of a
set of counters. In the case of the gshare predictor
these are XOR’ed with the then current global his-
tory. The new bits of global history which become
available between beginning to access the pipelined
table and when the counters become available from
the senseamps are used to select one counter from
the 2x retrieved to make the actual prediction.
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In general, when we say a predictor has delay x, we mean
that only address bits from cycle (n - x), where cycle n is
the cycle in which the prediction is needed, are used. In
the case of the gshare predictor, we XOR the address(n - x)
during cycle (n - x) with the speculative global history shift
register and start to fetch a group of 2x 2-bit counters from
the prediction table. We then use the newest x bits of global
history, which become available while the table lookup is still
in progress, to select one counter from this group.
A bimodal predictor can similarly be pipelined, by using

only the address bits from address(n - x) to initiate the table
read. The bimodal predictor in this case becomes similar to
a GAs [22] (also known as gselect [15]), but it uses a past
address as opposed to the present address used by a GAs.

4. THE AHEAD PIPELINED PERCEPTRON

Pipeline Latch+AdderSRAM-Array

+++

addr(x)addr(x-1)

+++

addr(x-1)addr(x-2)

88 88

8
8

8

8
8

88

8

Mux

Fetch branch(x) Fetch branch( x+1)

Pred for
branch(x)

Pred for
branch(x)

preliminary
pred for

branch(x)

Fetch branch(x) Fetch branch( x+1)

Pred for
branch(x+1)

possible
override

Figure 4: (top)The original proposal for a pipelined
perceptron uses the current address in each cycle to
retrieve the weights for the perceptron.
(bottom) Our proposed design uses addresses from
the previous cycle to retrieve two weights and then
chooses between the two at the beginning of the next
cycle. Note that the mux could be moved ahead of
the pipeline latch if the prediction is available early
enough in the cycle.

To bring the latency of the pipelined path-based percep-
tron down to a single cycle, it is necessary to decouple the
table access for reading the weights from the adder. We note
that using the address from the cycle n − 1 to initiate the
reading of weights for the branch prediction in cycle n would
allow a whole cycle for the table access, leaving the whole
cycle when the prediction is needed for the adder logic. We

can use the same idea as was used for the ahead pipelined
table based predictors to inject one more bit of informa-
tion (whether the previous branch was predicted taken or
not taken) at the beginning of cycle n. We thus read two
weights, select one based on the prediction which becomes
available at the end of cycle n-1, and use this weight to cal-
culate the result for cycle n. While this means that one less
bit of address information is used to retrieve the weights,
perceptrons are much less prone to the negative effects of
aliasing than table based predictors.
In the case of a branch misprediction, the pipeline has to

be restored the same as an overriding perceptron. However,
because the predictor has to work at a one cycle effective
latency, additional measures have to be taken. One possi-
bility is to checkpoint not just the partial sums but also one
of the two weights coming out of the SRAM-arrays on each
prediction. Only the weights which were not selected need
be stored, because by definition, when a branch mispredic-
tion occurred, the wrong direction was chosen initially. A
second possibility is to also calculate the partial sums along
the not chosen path. This reduces the amount of state that
needs to be checkpointed to only the partial sums, but ne-
cessitates additional adders. A third possibility is to only
calculate the next prediction, for which no new information
is needed, and advance all partial sums by one stage. This
would lead to one less weight being added to the partial sums
in the pipeline and a small loss in accuracy. The difference
between options two and three is fluid and the number of
extra adders, extra state to be checkpointed and any loss in
accuracy can be weighed on a case by case basis.
For our simulations we assumed the first option, and leave

evaluation of the second and third option for future work.
The weights are updated based on the committed outcome
of the branch and the same training algorithm was used as
in [11].

global weights local weights
l1 l2 l3 l4g1 g4g3g2 g6g5 b

b+loc
precomputation

g1 g4g3g2 g6g5 +

Figure 5: The local part of an alloyed perceptron can
be precomputed as soon as the previous prediction
for the branch is available. The partial sum consist-
ing of the bias weight b and the sum of the local
weights li multiplied with their respective specula-
tive history bits can then be stored in place of the
bias weight in a normal perceptron.

5. PRECOMPUTING A LOCAL PERCEP-
TRON

The use of alloyed branch history information [14] in com-
bination with perceptrons was investigated in [11, 13] and
shown to be effective. The use of alloyed history was dropped
from the overriding perceptron, because the computation of
the local part of the alloyed perceptron cannot be pipelined
in the same way as the global part.
However it should be noted that when a branch x is pre-

dicted for the nth time, almost all the information necessary
to calculate the local part of an alloyed perceptron is already
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given. The only possible change is that the set of weights can
be updated between the nth and (n+1)th prediction or that
the outcome of the nth occurrence of branch x is mispre-
dicted. The former is an infrequent event, since perceptrons
are quickly trained to the desired outcome and then remain
stable for long periods; the later requires a rollback to a
non-speculative state.
Note that because of the delay in computing the partial

sum, it is possible that the next occurrence of a branch hap-
pens before the result can be fully calculated. In effect,
the branch overtakes or ”loops” the predictor. In this case,
the precomputed sum would be stale and most likely wrong.
This is most likely to happen for tight inner loops, where the
loop branch occurs every cycle or two. In such a case, the
global part of an alloyed perceptron would capture the be-
havior of the branch and would implicitly override the stale
local part of the perceptron. The effects of stale precom-
puted local history on different benchmarks is beyond the
scope of this paper and is the target of future work.
Precomputation of a local perceptron is similar to a pipelin-

ing of a local history, two-level predictor as proposed in [21].
However, there is no table based predictor which can use so
much address, history and path information to make a pre-
diction.
The benefit of integrating a precomputed local perceptron

with an ahead pipelined perceptron is two-fold:
First, it has been shown [14] that the use of local and

global history will increase the accuracy of a predictor at a
given hardware budget.
Second, by shifting weights from the global part of an

alloyed perceptron to the local part we reduce the num-
ber of pipeline stages in the global part of the predictor.
This means fewer partial sums to checkpoint and smaller
pipelines to which the checkpoint/recovery information has
to be propagated.
Third, several weights can be fetched from the same bank

for the local perceptron, saving on decoder area and energy.
The use of a Wallace-tree adder for the precomputation of
the partial sum instead of n independent adders also saves
die area and energy.

6. SIMULATION SETUP
We evaluate the different branch predictors using the 12

SPEC2000 integer benchmarks. All benchmarks were com-
piled for the Alpha instruction set using the Compaq Alpha
compiler with the SPEC peak settings and all included li-
braries. Exploring the design space for new branch predic-
tors exhaustively is impossible in any reasonable timeframe.
To shorten the time needed for the design space exploration
we used 1 billion instruction traces which best represent the
overall behavior of each program. These traces were chosen
using data from the SimPoint [20] project. Simulations were
conducted using EIO traces for the SimpleScalar simulation
infrastructure [3]. We used the sim-bpred simulator from
the Simplescalar [3] suite for simulating the accuracy of all
branch predictors. In all simulations we ran we assumed
that the branch predictor would have to predict only one
branch per cycle and that all updates to the weights were
immediate. Previous studies have shown [18] that the sec-
ond assumption can be made with only minimal impact on
the accuracy of the results, and the there are known meth-
ods how to modify branch predictors to deliver more than
one prediction per cycle. We leave the evaluation of the

different branch predictors in terms of IPC for future work.

7. RESULTS
First, we will present results from ahead pipelined versions

of basic predictors to show that the impact of delay is univer-
sal and has similar but not equal effects on all branch predic-
tors. Prediction accuracy degrades in a non-linear fashion
for most predictors with increasing delay, most probably due
to increasing aliasing between branches. We will then go on
to show the impact of delay on the overriding perceptron
predictor, which behaves similarly to table based predictors
with respect to increasing delay, despite its very different
structure. Finally, we show that the alloyed ahead pipelined
perceptron slightly outperforms all previous predictors at
larger hardware budgets.

7.1 Table Based Predictors
Figure 6 shows the accuracy of a pipelined GAs predic-

tor. We use only address bits to start the prediction and
use the new history bits to select from the fetched predic-
tions. This means that each predictor uses as many bits of
global history as its delay in cycles. This of course implies
that the predictor with 0 cycles of delay is in fact a bimodal
predictor. As can be seen in Figure 6, the addition of global
history bits increases the accuracy of such a predictor. For
comparison we show non-pipelined GAs predictors with 0 to
4 bits of global history in Figure 7. Such predictors are more
accurate than the pipelined GAs predictors with an equiva-
lent number of global history bits. The gshare predictor in

Pipelined GAs
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Figure 6: The impact on accuracy of using older ad-
dresses on a pipelined GAs predictor. The accuracy
of the predictor actually improves with increasing
delay, the inclusion of more bits of global history
compensating for the effects of increasing delay.

Figure 8 shows a consistent loss of accuracy with increasing
delay. However, the increase is not linear, with a predictor
with one cycle delay showing only a very mild degradation
in comparison to the normal gshare predictor.

7.2 Pipelined Perceptron Predictors
As can be seen in Figure 9, the perceptron predictor be-

haves similarly to the table based predictors in that the loss
of accuracy with increasing delay is not linear. However,
it exhibits different behavior from the gshare predictor in
that the impact of delay decreases much more quickly with
increasing size. We attribute this to the very small number
of perceptrons for the smaller hardware budgets, which nec-
essarily means that fewer address bits are used. The loss of
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Figure 7: Accuracy of non-pipelined GAs predictors
with zero to four bits of global history.
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Figure 8: The impact on accuracy of using older
addresses on a pipelined gshare predictor. Accuracy
decreases with increasing delay. However a one cycle
delay leads to only minimal loss of accuracy.

even one bit of address information seems to lead to much in-
creased aliasing. At larger hardware budgets the increasing
number of perceptrons and the tendency of the perceptron
not to suffer from destructive aliasing to dominate. All the
following simulations were done with the ahead pipelined
perceptron as described in Section 4, which incurs one cycle
of extra latency.
In Figure 10, we compare the overriding perceptron to

the ahead pipelined perceptron with and without the use of
alloyed history. We use 4 and 8 weights for local history,
since those configuration were determined as optimal from
our experiments.
We observe that the overriding perceptron predictor per-

forms better at very small hardware budgets than our pro-
posed perceptron. With increasing hardware budgets, the
alloyed and ahead pipelined perceptron predictors close the
gap and then overtake the pipelined perceptron predictor.
We attribute this to the fact that the increase in size makes
the increased aliasing in an ahead pipelined perceptron less
important.
An interesting result is that the ahead pipelined percep-

tron outperforms the normal overriding perceptron very slightly
at 32 and 64 kilobytes. This could indicate that the use of
history information in addressing the weights is beneficial.
However, the difference is so small that it could very well
just represent noise from our set of benchmarks and traces.
Further investigations in this area are necessary to come to

�

���

���

���

���

���

���

��	

�
� �
� �
� �
� ��
�

����������������

��


��
��
�
�
�
�
��
�
�
��
�
��
�
��
�
�
�

�������
�����
�������
�����
�������
�����

Figure 9: The impact on accuracy of using older
addresses to fetch the perceptron weights.

a definitive conclusion.
The benefits of alloyed prediction grow with increasing

hardware budgets, with the alloyed perceptron predictors
lagging behind at small hardware budgets, but surpassing
the purely global predictors at larger budgets.
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Figure 10: Average misprediction rates for hardware
budgets from 1 to 64 kilobytes. All predictors where
tuned for optimal accuracy for all sizes.

8. CONCLUSION
We have shown that a perceptron branch predictor can

be ahead pipelined to acchieve effective one cycle access la-
tency. This allows the removal of the preliminary predictor
necessary for multicycle overriding predictors, considerably
reducing the complexity of the branch prediction and fetch
engine. It also allows the use of confidence based selective
checkpointing mechanisms [1, 5, 16], which rely on a sin-
gle accurate prediction mechanism. We also show that an
alloyed perceptron can be pipelined in the way described
above by precomputing the local history part of the percep-
tron. This further reduces the amount of state that needs
to be checkpointed for a given hardware budget, by short-
ening the global predictor pipeline. When combining these
two techniques we can achieve accuracies equal to or bet-
ter than the best previously published pipelined perceptron
predictor [11], while allowing single-cycle prediction latency.

9. FUTURE WORK
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It should be noted that precomputation effectively decou-
ples the access latency of the local perceptron from the cycle
time of the branch predictor. The latency is thus only bound
by the average latency between accesses to the same branch.
As mentioned above, it might make sense to use a special
loop predictor to filter out loop branches with high loop
repetition counts(as has been done in the Pentium M [6]),
because loop predictors are much more efficient in terms of
hardware for these specific branches. However, some latency
can be tolerated and the only critical factor could be area.
This can be resolved, perhaps by moving the weight tables
for the local perceptron away from the rest of predictor with
only the precomputed sums stored locally.
As mentioned above, incorporating some of the improve-

ments proposed by Seznec [17] and Ipek et al. [8] should
further improve the accuracy of our predictor, especially at
large hardware budgets.
Evaluating the impact of this new, very accurate single

cycle predictor on the performance of a real processor is of
great interest to us, and we are working on incorporating
the ahead pipelined perceptron with a detailed model of a
current high-performance processor.
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Abstract 
The bypass path, also called the forwarding path, allows 
processors to broadcast operands from one functional unit 
to another more quickly than through the register file. In 
modern superscalar out-of-order CPUs bypass is part of 
the execution pipeline stage, allowing dependant instruc-
tions to issue on subsequent cycles. In these modern 
machines, however, the bypass network complexity is 
becoming a limiting factor in frequency scaling. Tradi-
tionally, architects have been unwilling to separate the 
execute and bypass into different stages for fear of huge 
IPC losses. Through cycle-time calculations and cycle-
accurate simulation with Spec2000int and Mediabench, 
though, we show that multicycle broadcast bypass is a 
simple and beneficial design choice. By allowing by-
passed values multiple cycles to reach their destination, 
processor frequency can be increased more than IPC de-
creases. This solution involves no repeaters, no 
instruction steering, and no complex control logic. At 
90nm, instruction throughput increases by 9% by separat-
ing the bypass into a separate stage on a four-wide 
machine, and throughput increases by 16% by adding two 
bypass stages to an eight-wide machine.  

1.  Introduction 
In a single-issue in-order processor, the addition of a 

forwarding path is likely a beneficial design choice. In 
exchange for control logic and backwards-directed data 
wires, a significant number of pipeline bubbles (no-ops) 
can be avoided, raising the instructions per second (IPC) 
of the pipeline. This is usually implemented as zero-cycle 
bypass; that is, the bypass delay is a part of the execution 
stage. This allows dependant instructions to execute on 
back-to-back cycles, removing all operand forwarding 
bubbles. 

In a modern superscalar out-of-order processor, how-
ever, the complexity and delay of this enhancement is 
substantial. These factors grow geometrically as the pipe-
line is widened, reducing the practicality of large bypass 
networks. Figure 1, for instance, shows a diagram for a 
broadcast bypass on a four-wide machine. Long result 
buses and multiplexers dominate the design, producing 
complexity and delay. There have been many academic 

and commercial endeavors to minimize the penalties for 
bypass, though most focus on removing its broadcast na-
ture or enhancing its electrical characteristics. The basic 
suggestion of separating the arithmetic-logic unit (ALU) 
and bypass into separate stages is generally avoided how-
ever. Reinserting the bubbles that the forwarding path was 
intended to remove seems counterproductive and would 
decrease the IPC of the pipeline. However, our research 
shows that holding onto single-cycle bypass sacrifices too 
much cycle time for too little IPC, especially as the super-
scalar factor increases. Though optimizations such as 
electrical repeaters and non-broadcast bypass exist to al-
leviate the cycle time penalty, they come at the expense of 
power and complexity. Simple pipelining of the broadcast 
bypass network, though, is still faster than writing and 
reading to the register file and can produce higher execu-
tion rates than zero-cycle bypass. 

 
Figure 1.  Bypass network on a four-wide 

superscalar processor. Long result buses and large 
multiplexers dominate the design. 

This paper is outlined as follows: in Section 2 we 
discuss related work in bypass delay estimation and alle-
viation. By combining these prior publications on bypass 
delays with other work on ALU delay and clocking over-
head, Section 3 presents calculations for potential cycle 
times with various levels of bypass pipelining. Next, Sec-
tion 4 gives the methodology and results for simulating 
IPC under each of these bypass conditions. Section 5 then 
combines the cycle time calculations with the IPC results 
to form instruction throughput results. Finally, Section 6 
concludes with caveats of these estimates. 



2.  Related Work 
Interconnect scaling has been a well studied topic in 

architecture since submicron technologies emerged. De-
signers are often faced with sacrificing parallelism in 
order to decrease latency on these wires. Agerwal et al. 
point out in [1] that this is from an inherent conflict be-
tween instructions per cycle (IPC) and clock rate in 
modern processors. This conflict stands only to escalate 
since wires do not scale as effectively as logic [4], leaving 
designers with fast operand computation but slow operand 
transportation. 

The traditional bypass network is a quintessential ex-
ample of interconnect scaling complexity. Consisting of 
numerous buses and multiplexers (see Figure 1), this IPC 
enhancement becomes geometrically more complex as 
superscalar factor increases [2]. Palacharla et al., using 
Spice and a simple distributed RC model, derive formulas 
and delay estimates for bypass at various technology 
points [16]. Their results illustrate the geometrically in-
creasing cost of this architectural feature, and suggest 
more effective use of it. Though repeaters can electrically 
accelerate these wires, their inclusion in interconnect de-
sign is non-trivial. Ho et al. state that repeaters can be 
quite large relative to the wires themselves, widening the 
buses� pitch and changing the floorplan significantly [12]. 

A common architectural method of alleviating bypass 
delay is clustering�dividing a processor�s resources into 
logical groups. In this scheme, bypassing within a group 
is quick and efficient, but moving values between clusters 
incurs an additional delay. This heterogeneous bypass 
requires intelligent steering of instructions into clusters to 
minimize global communication. This technique is im-
plemented commercially on the Alpha 21264 processor 
which has two identical pipelines with distinct register 
files and bypass networks [11]. More advanced imple-
mentations can be found in academia, such as 
Multicluster [8] and CTCP [3]. Parcerisa et al. study vari-
ous clustering techniques to conclude that performance is 
very dependant on cluster interconnection and steering 
logic. They conclude that a point-to-point topology with 
latency-aware instruction assignment is the most effective 
option [17]. 

Similarly, other work into explicit bypass removes 
the all-to-all broadcast nature of the network. Bunchua et 
al. in [5] propose local register files for each functional 
unit (FU) in out-of-order processors, a technique com-
monly reserved for VLIW machines. In this scheme, 
values are only bypassed between FUs on-demand, allow-
ing free local bypass at the cost of longer inter-ALU 
delay. Transport-triggered architectures (TTAs) [7] are 
another mechanism for explicit data forwarding, exposing 
the bypass and reservation stations to the programmer for 
more intelligent operand transport. Finally, grid-based 
processors such as TRIPS [15] allow forwarding only to 

nearest-neighbor FUs, moving the burden of bypass from 
physical layout to compiler analysis. 

3.  Cycle Time Estimation  
To determine the overall impact of broadcast bypass 

on processor performance, we need both the instructions 
per cycle (IPC) and the cycle-time. To determine the lat-
ter, we make the assumption that execute is the longest 
pipeline stage and the rest of the chip can be pipelined at 
least this far. Though instruction scheduling, register file 
access, rename delay, and other effects also limit clock 
scaling, we feel that bypass will become dominant in fu-
ture generations as bypass does not scale with technology 
[4]. Thus, by this assumption, the processor cycle time is 
only a function of the ALU delay, the bypass delay, and 
the latch overhead. 

Palacharla et al. in [16] consider the delay of the by-
pass path as distributed RC lines modeled with Spice. 
Their equation governing the delay of a bypass network is 
given as: 

2

2
1 LCRT metalmetalbypass ⋅⋅⋅=  (1) 

Though the input capacitance of the multiplexers is 
not included in their model, they claim this component 
diminishes as feature size is reduced. The wires them-
selves do not scale, however, so they claim the estimate 
shown in below should hold at modern technology levels. 
The wire length, L, is a function of the number of func-
tional units being bypassed while the resistance (Rmetal) 
and capacitance (Cmetal) per unit length remain constant. 

Plugging in their parameter values and wire length 
estimations into this equation produces delays for various 
bypass widths, shown in Table 1. Using their assumption 
of non-scalability, we use this as the bypass delay at 
180nm and 90nm. From these numbers, it is evident that 
the length term is dominant as the delay grows exponen-
tially with more bypassed units. 

Table 1.  Calculated bypass delays for various 
processor widths.  

Width Delay (ps.) 
2 wide 13 
4 wide 185 
6 wide 524 
8 wide 1057 

Next, to determine the delay of the ALU, we consider 
the 180nm Intel Itanium 1 and Itanium 2 microprocessors. 
It is claimed in [10] and [9] respectively that these CPUs 
spend half of their execute cycle on ALU execution and 
the other half traversing the six-way full bypass network. 
Thus using the model in (1), the delay of the Itanium 
ALU should be approximately equal to the six-wide by-
pass delay of 524ps. To verify this estimate, this would 
make their cycle time twice that number, or 1048ps. This 
corresponds to a frequency of 954 MHz, which is close to 



the 800MHz frequency of the 180nm Itanium 1 and 1GHz 
of the 180nm Itanium 2 [14]. As logic scales well with 
technology, we make the assumption that the same ALU 
would have a delay of 300ps at 90nm technology.  

Finally, to determine the clock overhead (latching, 
clock skew, and jitter) we use the determinations of 
Hrishikesh et al. [13]. In this work, they estimate the total 
overhead as approximately 125ps at 180nm and 66ps at 
100nm. According to their assumption that these numbers 
scale with technology, we extrapolate an overhead of 
60ps at 90nm. 

With bypass delay, ALU delay, and clocking over-
head delay, we can calculate cycle times based on these 
estimates. Figure 2 shows various bypass pipeline design 
choices which we will analyze. First is zero-cycle bypass, 
where the execute stage is comprised of the ALU execu-
tion and the bypass. This enables back-to-back issue of 
dependent instructions and should provide the highest 
IPC. Next is one-cycle bypass, where the bypass is a sepa-
rate cycle from the ALU. This inserts a one cycle delay 
after each instruction�s execution where the value cannot 
be read by another functional unit. The other two are two- 
and three-cycle bypass, which divides the bypass delay 
into two or three cycles respectively. Figure 2 is not to 
scale, however, as bypass delay is unlikely a multiple of 
ALU delay. 

 
Figure 2.  From top to bottom, clock diagrams for 

zero-, one-, two-, and three-cycle bypass. 

For these designs, the pipeline latches could be in-
serted at various places in the bypass network, but evenly 
spaced between ALUs is a reasonable choice. Techni-
cally, this would allow for the value to arrive at some 
ALUs earlier than others. However, to not complicate the 
issue logic, each unit would assume the value takes the 
maximum number of cycles to arrive. Any early-arriving 
operands would simply be buffered at the inputs of the 
ALU. There are certainly opportunities for optimization 
here, but all come at the cost of additional complexity 
within the issue logic, which is already a bottleneck [16]. 

The resultant cycle times for each bypass configura-
tion are shown in Figure 3. For single-cycle bypass 
machines, the cycle time is the sum of the ALU delay, 

bypass delay, and clocking overhead. For one-cycle by-
pass, it is the maximum of ALU and bypass, plus twice 
the overhead. For two-cycle bypass, it is the maximum of 
the ALU and half the bypass delay, plus three overheads.  
Finally, for  three-cycle bypass, it is the maximum of the 
ALU and a third of the bypass delay, plus four times the 
overhead.  
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Figure 3.  Estimated processor cycle times assum-
ing execute is the critical stage. 

4.  IPC Simulation 
To determine the effect bypass delays have on appli-

cation cycle count, we modified the SimpleScalar 3.0 
cycle accurate simulator [6] to include bypass delays. All 
simulations were done with 32KB of L1 instruction 
cache, 32KB of L1 data cache, 256KB of L2 cache, a 64-
entry reorder buffer, and a 32-entry load-store queue. Su-
perscalar width and bypass delay were the only 
parameters varied. 

Table 2.  Benchmarks used for IPC simulation. 
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mpeg2 decode 
mpeg2 encode 
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pegwit encode 

Table 2 shows the Spec2000int and MediaBench ap-
plications used for our simulations. Benchmarks from 
these suites which are not included did not compile 
cleanly using gcc 2.95.3 with O2 optimizations. For each 

ALU and bypass 
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run, we simulated 500 million instructions after skipping 
the first 100 million. Spec2000int inputs are taken from 
the test input set, and the default MediaBench inputs have 
been expanded to lengthen the benchmarks� execution. 

Average IPC results for each combination of pipeline 
width and bypass pipelining are shown in Figure 4. As 
would be expected, IPC increases with wider pipelines 
and decreases as more bypass cycles are added. These 
rapidly diminishing IPC numbers are the reason that ar-
chitects hold fast to single-cycle bypass. 
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Figure 4.  Average SimpleScalar IPC results across 
Spec2000int and MediaBench. 

5.  Instruction Throughput Results 
Instruction throughput, measured in instructions per 

second, measures the total execution rate of a processor. 
This final calculation, a simple division of our simulated 
IPC by our calculated cycle time, is shown in Figure 5. 

Though two-wide and four-wide pipelines perform 
predictably at 180nm, the figure shows an eight-wide ma-
chine has the highest instruction throughput at two cycles 
of bypass. This is surprising as architects hold firm to 
zero-cycle bypass despite increasing pipeline widths and 
decreasing feature size. It is also evident from Figure 5 
that the eight-wide system is slower than the four-wide 
and even slower than the two-wide. Though it is intuitive 
that adding resources might make a processor less effi-
cient, it is less so that the processor would become slower. 

At 90nm, a modern wire-dominated technology 
point, these effects are more pronounced. The fastest four-
wide machine and optimal design point is with one-cycle 
bypass. Two stages of bypass still produces the highest 
execution rate on the eight-wide machine, though it can-
not take advantage of logic scaling as the other pipelines 
do. The fastest eight-wide is now 50% as fast as the four-

wide and 40% as fast as the two-wide. This configuration 
is even slower than the 180nm four-wide processor. 
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Figure 5.  Instruction execution throughput, meas-
ured in billions of instructions per second. 

6.  Conclusion 
For high-performance architectures, we propose that 

multicycle bypass is too readily overlooked. The cycle-
time penalty for single-cycle bypass is growing on two 
dimensions in current designs. Bypass delay increases 
geometrically as more functional units are added, and 
relatively increases as ALU logic delay decreases with 
technology. These effects precipitate a loss in perform-
ance, not just efficiency, with a superscalar factor greater 
than four on traditional integer code. 

It is imperative not to overlook the assumption that 
the ALU is the longest atomic delay in the pipeline. While 
this may not be accurate for all processor designs, the 
potential for speedup with multicycle bypass remains 
even at lower frequencies. A related assumption is that 
these cycle times are desirable�important issues such as 
heat and power may make such high frequencies imprac-
tical. 

For most processor designs, however, the relative de-
lay of bypass is growing rapidly with each technology 
shrink. As feature size shrinks below 90nm, bypass delays 
will become even more evident. Architectural and electri-
cal optimizations can slow the trends, but consume power, 
enlarge the floorplan significantly, or add to the intrica-
cies of the issue logic. Once bypass has similar magnitude 
to that of the ALU delay, designers should consider the 
value of multicycle broadcast bypass. This complexity-
effective design choice produces a beneficial cycle-time 
to IPC tradeoff without additional logic or power costs. 
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